
Notes for the Final Exam; Online Statistics 301 and 371; Summer 2015

General. There will be no questions on using computational websites.

You will be given values of t∗ for 90% and 95% intervals, and values of z∗ for all levels.

(Exactly as you were given on the practice final.) These are the only table values that you will

need for the exam.

A confidence interval (CI) is correct if it includes, or contains, the parameter being estimated.

A CI is incorrect if it does not. There are two ways for a CI to be incorrect: it can be too small or

too large. If we denote a CI as [L, U ] then

• A CI is too large if, and only if, L is greater than the parameter being estimated; and

• A CI is too small if, and only if, U is less than the parameter being estimated.

Chapter 12: Inference for a Binomial p. The approximate CI estimate of p is:

p̂± z∗
√

(p̂q̂)/n.

Note that this approximate CI is centered at p̂.
If p̂ = 0.50, then the exact CI is centered at p̂; for other values of p̂ it isn’t.
With the help of computer output I will provide, the exact value of α and the exact power can be

obtained for the tests of Chapter 12; make sure you understand how to do this. The null hypothesis

is p = p0, where p0 is the value of special interest to the researcher. On the exam, I will give you

the value of p0. The alternative hypothesis can be p > p0 [p < p0] for which the critical region is

(X ≥ c) [(X ≤ c)] for some value of c. You may safely ignore the two-sided alternative.

Remember: The probability of a Type 1 error (α) is the probability of rejecting the null when

it is true. The power for a particular alternative is the probability of rejecting the null for said

alternative.

Chapter 13: The Poisson Distribution. If X has a Poisson distribution with parameter θ, then
both its mean and variance equal θ. If Y has a binomial distribution with parameters n and p with

n large, p close to zero and np < 25;

then probabilities for Y can be approximated well by using the Poisson distribution with parameter

θ = np. In particular, an exact confidence interval for θ is an approximate confidence interval for

np, which, of course, will yield an approximate confidence interval for p.
Suppose that you have a Poisson Process (PP) with rate λ per hour. Let X denote the number

of successes obtained by observing this process for t hours. Then X has a Poisson distribution

with parameter θ = tλ. The following formula gives the approximate CI for θ

x± z∗
√
x.

Once you have this CI for θ, it can be converted to a CI for λ.
Suppose thatX1 has a Poisson distribution with parameter θ1 andX2 has a Poisson distribution

with parameter θ2. If X1 and X2 are statistically independent, then Y = X1 + X2, has a Poisson

distribution with parameter θ1 + θ2.
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Chapter 14: Prediction. You need to know both prediction interval (PI) formulas for the bi-

nomial and the PI for a PP. You do not need to know any of the chapter’s rules for means and

variances.

We plan to observem future Bernoulli trials and want to predict the total number of successes,

Y , that will be obtained.

• If p is known, then the approximate prediction interval for Y is:

mp± z∗
√
mpq.

• If p is unknown, we need previous data from the process which consists of x successes in n
trials, yielding p̂ = x/n and q̂ = 1 − p̂. Define r = m/n, the ratio of the future to the past.

The approximate 95% prediction interval for Y is:

rx± z∗
√

rx(1 + r)q̂.

We have past data from a PP consisting of x successes in time t1. We plan to observe the same

PP in the future for time t2. Note that t1 and t2 must be in the same units; e.g., both hours or both

minutes. The PI for the number of successes in the future observation of the PP is:

r′x± z∗
√

r′x(1 + r′), where r′ = t2/t1.

Chapter 15: Comparing Two Binomial Populations. The approximate confidence interval es-

timate of (p1 − p2) is:

(p̂1 − p̂2)± z∗
√

(p̂1q̂1)/n1 + (p̂2q̂2)/n2.

You need to know about Simpson’s Paradox: We have a collapsed table of data which we

describe with p̂1 and p̂2. We have two component tables, each of which has its own values of p̂1
and p̂2. The counts in the component tables must be consistent with the counts in the collapsed

table.

We have Simpson’s Paradox occurring if either of the following happens:

• We have p̂1 > p̂2 in the collapsed table and p̂1 < p̂2 in both component tables; or

• We have p̂1 < p̂2 in the collapsed table and p̂1 > p̂2 in both component tables.

Chapter 16: Two Dichotomous Responses. You need to know the formula for conditional prob-

ability:

P (A|B) = P (AB)/P (B).

In formal mathematics, P (A|B) is read as the probability that A will occur given that B occurs.

Less formally, for finite populations (i.e., not trials) it can be read as of those with feature B, the

proportion that also have feature A.
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You need to be able to successfully use the method of building a table of probabilities which

is presented in Section 16.1.5 on pages 395–397 of the Course Notes. Essentially, you use the

multiplication rule for conditional probabilities, an example of which is:

P (AB) = P (A)P (B|A).
(I say an example of which because by changing various symbols there are eight versions of this

rule.) In my experience, many of my students find this last equation to be a bit too mathematically

formal and prefer to understand the gist of it, as illustrated on page 396:

If you want to know the probability of a squirrel visits the yard and Casey barks, you

take the product of the probability that a squirrel visits the yard and the conditional

probability that Casey barks, given that a squirrel visits the yard.

All Chapter 16 data are presented as follows:

B Bc Total

A a b n1

Ac c d n2

Total m1 m2 n

We also consider the structure of populations in Chapter 16. Population counts are presented

as follows.

B Bc Total

A NAB NABc NA

Ac NAcB NAcBc NAc

Total NB NBc N

You do not need to know about the three types of random samples from a finite population with

two dichotomous features, nor do you need to know about the odds ratio.

An important application is screening tests for a disease. In this situation,A [Ac] denotes that a

disease is present [absent]. and B [Bc] denotes that the screening test result is positive [negative].

The following combinations have names:

• A with B is a correct positive screening test result.

• Ac with Bc is a correct negative screening test result.

• A with Bc is an incorrect negative (false negative) screening test result.

• Ac with B is an incorrect positive (false positive) screening test result.

If we have a random sample from the entire finite population or we have i.i.d. trials on pairs,

then the CI for P (A)− P (B) is:

(
b− c

n
)± (z∗/n)

√

n(b+ c)− (b− c)2

n− 1
.

(To get the CI for P (B)−P (A): Simply reverse the roles of b and c in the above formula; there will

be no change in the half-width and the center will become the negative of whatever it is above.)

3



Chapters 17 and 18: Inference for One Numerical Population. For a measurement response,

the population is a pdf. A pdf is a function with the property that its total area equals 1 and

probabilities are obtained by calculating areas.

Gosset’s confidence interval estimate of the population mean, µ, is:

x̄± t∗(s/
√
n).

Remember that the degrees of freedom for finding t∗ is (n− 1).
The data we use above for a confidence interval estimate of µ can be used to predict one future

independent observation; the prediction interval is:

x̄± t∗s
√

1 + (1/n).

As above, df = (n− 1) for t∗.
Both of the formulas above are exact if the population is a Normal curve; otherwise, both are

approximations.

If the population is a pdf and n > 20, it is possible to obtain an approximate CI for the

population median, ν. Proceed as follows:

• Sort the data.

• Determine the value of z∗ for the desired confidence level.

• Calculate

k′ =
n+ 1

2
− z∗

√
n

2
.

If k′ is an integer (never happens) set k = k′. Otherwise, round k′ down to the nearest

integer k.

• The confidence interval is: [x(k), x(n+1−k)]; in words, the kth smallest observation to the kth
largest observation.

Also, for any value of k, with k < n/2, the interval [x(k), x(n+1−k)] can be viewed as a prediction

interval for one future (independent) response from the same population. Its exact probability level

is

1− 2k

n + 1
.

Chapters 19 and 20: Comparing Two Numerical Response Populations. For independent

random samples from the first and second populations we obtain:

x̄, s1, s
2
1 and n1; and ȳ, s2, s

2
2 and n2.

You are not responsible for Case 1. For Case 2, the pooled variance is:

s2p =
(n1 − 1)s21 + (n2 − 1)s22

n1 + n2 − 2
.
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The 95% CI for µ1 − µ2 is:

(x̄− ȳ)± t∗sp
√

(1/n1) + (1/n2),

where df = (n1 + n2 − 2).
For paired data, within pair i we calculate

di = xi − yi.

Our data become:

d̄, sd, s
2
d and the number of pairs n.

Gosset’s 95% confidence interval estimate of the mean of the population of differences is:

d̄± t∗(sd/
√
n),

where df = (n− 1) for t∗.
For paired data, we have the following relationships between the x’s the y’s and their differ-

ences, the d’s:
d̄ = x̄− ȳ and s2d = s21 + s22 − 2rs1s2,

where r is the correlation coefficient for the n pairs of x’s and y’s. Also, the mean of the population

of differences, µd, is equal to µ1 − µ2.

Chapters 21 and 22: Simple Linear Regression. We have data from n units, called cases in

regression. Each case yields two numbers, denoted by X—the predictor—and Y—the response.

We represent the data by the n pairs: (x1, y1), (x2, y2), (x3, y3), . . . , (xn, yn). We compute the

following summaries of these data, using the same notation as Chapters 19 and 20: x̄, ȳ, s1 and s2.
We restrict attention to data sets for which both s1 and s2 are positive numbers; i.e., we are not

interested in data sets for which all the xi’s or all the yi’s are identical.
The correlation coefficient, denoted by r, summarizes the strength and direction of the linear

relationship between Y and X . You don’t need to know the six features of r that are given in the

Course Notes.

A researcher wants to find the line that best describes or fits the data. We study the line that is

best according to principle of least squares. We calculate

b1 = r(s2/s1) and b0 = ȳ − b1x̄.

The line ŷ = b0 + b1x is the best line based on the principle of least squares.

Recall that case i has values xi and yi, its predictor and response. It also has

ŷi = b0 + b1xi and ei = yi − ŷi,

called its predicted response and residual, respectively. Thus, case i has four numbers associated

with it:

xi, yi, ŷi and ei.
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In addition to the relationships between these shown above, for every data set
∑

ei = 0. Thus, the
mean of the residuals is always 0; the variance of the residuals is denoted by s2.

Note that if you have two points on a regression line, you can determine the line by twice

plugging into the equation

ŷ = b0 + b1x.

On occasion, a researcher will want to calculate ŷ for a value of x that is not in the data set.

This is considered to be ok, unless the value of x falls outside the range of the data’s x-values.
You don’t need to know about the various sums of squares (SSTO, SSE, SSR), but you do need

to know that R2 = r2.
You need to know how to use regression output from Minitab. In particular, you need to know

the following. Note that in the items below, the df for t∗ is (n− 2).

1. The 95% confidence interval estimate of the population slope, β1 is:

b1 ± t∗SE(b1).

2. For a given value ofX , which I will denote by x0, the population mean value of the response

is µ0 = β0 + β1x0. The 95% confidence interval estimate of µ0 is:

Fit ± t∗SE(Fit),

where ‘Fit’ equals b0 + b1x0. Note that the value x0 must be included as one of the x’s in the
computer output. Thus, you can obtain ‘Fit’ from the computer output and don’t need to do

any arithmetic to obtain it. Also, SE(Fit) will be in the computer output.

3. We know the value of X for a future case, call it xn+1. I want to find the 95% prediction

interval for its response. First, calculate the variance of the prediction:

Var(pred) = [SE(Fit)]2 + s2.

The 95% prediction interval is:

Fit ± t∗
√

Var(pred).
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