
Chapter 9

Statistical Power

9.1 Type 2 Errors and Power

Table 9.1 is a reproduction of Table 8.8 in Section 8.3 that presented the ideas of Type 1 and Type 2

errors. In Chapter 8 we focused on the first column of this table, the column which states that the

null hypothesis is correct. In particular, by assuming that the null hypothesis is correct, we are able

to obtain the exact or an approximate sampling distribution for a test statistic. This work led to

the new notion of a critical region and its associated significance level for a test. For most of the

current chapter we will examine what happens when we assume that the alternative hypothesis is

true.

There are two things to remember about assuming that the alternative hypothesis is true:

1. As demonstrated in Chapter 5, whereas there is only one way for the null hypothesis to be

true—namely, that the Skeptic is correct—there are figuratively, and sometimes literally, an

infinite number of ways for the alternative hypothesis to be true. As a result, we will be able

to obtain probabilistic results only by assuming that the alternative is true in a particular

way.

2. The first step to focusing on the second column—i.e., seeing what happens if one assumes

the alternative hypothesis is correct—is to obtain the critical region of a test. In other words,

we must study what happens when the null hypothesis is correct before we can hope to study

what happens when the alternative is correct.

Table 9.1: Types 1 and 2 errors in a test of hypotheses.

Action Truth (Only Nature knows)

(by researcher) H0 is correct H1 is correct

Fails to reject H0 Correct action Type 2 Error

Rejects H0 Type 1 Error Correct action
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As you might suspect, the ideas behind this chapter are pretty complicated. As a result, in the

next section I will present an extended complete analysis of a very simple and familiar study. First,

however, let me present a few basic ideas.

We are in a situation in which we have a sampling distribution for a test statistic (exact or

approximate) and a target value for α, the significance level of the test. We have found a critical

region which has significance level which is close to the target. (You have had practice doing this,

in the Practice Problems and Homework of Chapter 8.)

The critical region serves the following purpose. After the data are collected, the observed

value of the test statistic is found either to lie in the critical region or not to lie in the critical region;

in the former case, the null hypothesis is rejected and in the latter case the researcher fails to reject

the null hypothesis. In other words, by comparing the critical region to the data—as summarized

by the observed value of the test statistic—we find out which row of Table 9.1 is occurring.

When we focused on the first column of Table 9.1, the possible actions were: fail to reject the

null hypothesis (the correct action for column 1); and reject the null hypothesis (a Type 1 error).

Each of these actions has a probability of occurring and because there are only two possible actions,

the two probabilities must sum to one. I mentioned that we denote the probability of a Type 1 error

by the symbol α. Obviously, the probability of correctly failing to reject a true null hypothesis

is equal to (1 − α). I have never witnessed anybody referring to this latter probability—let alone

giving it a name—either verbally or in writing. So, why do I mention it? You will see very soon.

As mentioned above, when we attempt to calculate probabilities on the assumption that the

alternative hypothesis is correct, we must specify exactly how it is correct. Once that specification

is made, it is sensible to seek the probability of a Type 2 error. The probability of a Type 2 error

typically is denoted by β (get it? Type 1: α; Type 2: β; the first two letters of the Greek alphabet).

In column 2, however, unlike in column 1, we give a name to (1− β); it is called the power of the
test for the particular alternative being considered.

The idea is that we would like to have a test that has a low probability of making a Type 2 error;

in other words, we would like to have a test that has a large power.

9.2 An Extended Example: Cathy’s Study of Running

Cathy’s study of her running was introduced near the end of Chapter 2. I am guessing that you

remember the general motivation of the study, but have not memorized Cathy’s data. If I am wrong

about the former, please read about it again (Section 2.4 on page 40); if I am correct about the

latter, you will appreciate my reproduction of Cathy’s data in Table 9.2.

For the purpose of this section, we will suppose that Cathy chose the alternative >; i.e., that

her times on treatment 1 (the high school) would be larger (i.e., she would run slower) than her

times on treatment 2 (the park). This is not a ridiculous choice; Cathy might have believed that the

natural beauty of the park energized her, resulting in faster times.

In any event, the sampling distribution of U for Cathy’s study is given in Table 9.3; it is easy to

see that the critical region

(U ≥ 9.67) gives α = 0.05, exactly.
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Table 9.2: Cathy’s times, in seconds, to run one mile. HS means she ran at the high school and P

means she ran through the park.

Trial: 1 2 3 4 5 6

Location: HS HS P P HS P

Time: 530 521 528 520 539 527

Table 9.3: The sampling distribution of U for Cathy’s CRD.

u P (U = u) u P (U = u) u P (U = u)
−9.67 0.05 −3.00 0.10 3.67 0.05
−9.00 0.05 −2.33 0.05 4.33 0.05
−7.67 0.05 −1.67 0.05 5.00 0.05
−5.00 0.05 1.67 0.05 7.67 0.05
−4.33 0.05 2.33 0.05 9.00 0.05
−3.67 0.05 3.00 0.10 9.67 0.05

Cathy’s actual value of u is 5.00. This value is not in the critical region; thus, the action is

that Cathy fails to reject the null hypothesis. (Earlier, when we were focusing on P-values, we

found that the P-value for Cathy’s data and the alternative > is equal to 0.20. Then, as now, the

conclusion/action was to fail to reject.)

At this point a student might be tempted to ask: Tell me, Bob, did Cathy take the correct action?

My answer, of course, is: Who do you think I am, Nature?

We are now approaching the tricky part of this story.

I am now going to focus on the idea that the alternative hypothesis is correct. I need to specify

exactly how it is correct. I make this executive decision in two steps:

1. I assume that there is a constant treatment effect, as given in Definition 5.1 on page 91.

Because the alternative is >, this constant treatment effect must be a positive number.

2. Having decided on the form of the alternative—i.e., a constant treatment effect—I must

decide on its size. To get this started, I will explore the idea that there is a constant treatment

effect of seven seconds.

These two points might seem to be a bit abstract. Let’s get more specific.

Cathy’s sorted times are:

• 521, 530 and 539 on treatment 1; and

• 520, 527 and 528 on treatment 2.
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Table 9.4: The sampling distribution of U for Cathy’s CRD on the assumption that there is a

constant treatment effect of seven seconds.

u P (U = u) u P (U = u) u P (U = u)
−3.00 0.05 5.00 0.10 11.00 0.05
−0.33 0.05 5.67 0.05 11.67 0.05
0.33 0.05 6.33 0.05 12.33 0.05
1.67 0.05 7.67 0.05 13.67 0.05
2.33 0.05 8.33 0.05 14.33 0.05
3.00 0.05 9.00 0.10 17.00 0.05

The assumption of a constant treatment effect of seven seconds means that the trials that gave

times 521, 530 and 539 on treatment 1 would have given times 521− 7 = 514, 530− 7 = 523 and
539 − 7 = 532, respectively, if they had been assigned to treatment 2. Similarly, the times 520,

527 and 528 that were actually obtained on treatment 2, would have given times 520 + 7 = 527,
527 + 7 = 534 and 528 + 7 = 535, respectively, if they had been assigned to treatment 1.

Now, the details get messy and I won’t ever ask you to produce them, but I hope you can see

that the current situation is much like assuming the Skeptic is correct; namely, we have a theory that

tells us exactly what responses would have been obtained for any particular assignment. Because

there are only 20 assignments to consider, it is easy for me to determine the exact distribution of U
on the assumption that there is a constant treatment effect of seven seconds.

The distribution of U for Cathy’s study on the assumption that the alternative hypothesis is

correct in that there is a constant treatment of seven seconds is given in Table 9.4. I want to make

a few comments about the distribution in Table 9.4:

1. If you examine the entries carefully, you will see that the distribution is symmetric about the

number 7. This means that both the values of u and the probabilities are symmetric around 7.

Let’s first look at the values of u. The mean of the smallest possible value of u (−3.00) and
the largest possible value of u (17.00) is 7.00. Thus, they are equal distance from 7.00. This

pattern continues for all such pairs: the mean of −0.33 and 14.33; the mean of 0.33 and

13.67; and so on, are all equal to 7. Next, note that all probabilities, except for two, are equal

to 0.05. The other two, both equal to 0.10, belong to the values u = 5.00 and u = 9.00
which are symmetric around 7.

2. Based on the previous remark, the mean of the sampling distribution in Table 9.4—being

equal to its center of gravity—is 7. This is hardly surprising because the assumption is that

there is a constant treatment effect of seven seconds for each trial.

3. Sadly, the distribution in Table 9.4 is not obtained by simply shifting the distribution in

Table 9.3 to the right by seven seconds. (For one of many possible examples of this fact: if

you add 7 to the smallest value in the latter table, u = −9.67, you do not obtain the smallest

value in the former table, u = −3.00.)
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Table 9.5: The sampling distribution of U for Cathy’s CRD on the assumption that there is a

constant treatment effect of 15 seconds.

u P (U = u) u P (U = u) u P (U = u)
2.33 0.05 13.00 0.05 19.67 0.05
5.00 0.05 13.67 0.05 21.67 0.05
7.00 0.05 14.33 0.05 22.33 0.05
7.67 0.05 15.67 0.05 23.00 0.05
8.33 0.05 16.33 0.05 25.00 0.05
10.33 0.05 17.00 0.05 27.67 0.05
11.00 0.05 19.00 0.05

In fact, there is no simple relationship between the null sampling distribution ofU (computed

by assuming that the Skeptic is correct) and the numerous sampling distributions that can be

obtained by varying the size of the constant treatment effect. (See the next example with

a constant treatment effect of 15 seconds.) As a result, studying power for randomization-

based inference is a frustrating and tedious process. By contrast, population-based inference

(Part II of these notes) is more amenable to studies of power.

Finally, I am ready to say something useful about power and Cathy’s study. Remember the

critical region for α = 0.05 is (U ≥ 9.67). In words, the null hypothesis is rejected if, and only

if, the observed value of U equals or exceeds 9.67. We see from Table 9.4, that, on the assumption

there is a constant treatment effect of seven seconds,

P (U ≥ 9.67) = 6(0.05) = 0.30.

Thus, the power for our chosen alternative is (only) 30%. In words, if it is true that running at the

high school adds seven seconds (compared to running through the park) to Cathy’s time, there was

only a 30% chance that Cathy’s study would detect it and correctly reject the null hypothesis.

I repeated the above analysis—details, thankfully, suppressed—for a constant treatment effect

of 15 seconds. My results are presented in Table 9.5. From this table, we can calculate the power,

based on the assumption of a constant treatment effect of 15 seconds:

P (U ≥ 9.67) = 1− P (U < 9.67) = 1− 5(0.05) = 0.75.

As above, if it is true that running at the high school adds 15 seconds (compared to running through

the park) to Cathy’s time, there was a 75% chance that Cathy’s study would detect it and correctly

reject the null hypothesis. I consider 75% to be a pretty large value for power. On the other hand,

to me—never much of a distance runner—15 seconds seems to be a huge treatment effect. Thus,

I am not convinced that my computations are very useful scientifically. Of course, Cathy’s study

was very small and it is impressive that it has any power!

The above two sampling distributions reflect a general fact that you can rely upon: For the

alternative > and the test statistic U , if we increase the size of the treatment effect, then the

power will increase or stay the same.
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Table 9.6: The effect of the choice of α on the power of the test statistic U for Cathy’s data.

Power for a constant

Critical treatment effect of:

α Region 7 seconds 15 seconds
0.05 U ≥ 9.67 0.30 0.75
0.10 U ≥ 9.00 0.40 0.75
0.15 U ≥ 7.67 0.50 0.85
0.20 U ≥ 5.00 0.70 0.95

I end this section by looking at what happens if we change the value of α. My results are

summarized in Table 9.6. Let me make a few comments about this table.

1. The table has four rows, corresponding to four choices for α: 0.05, 0.10, 0.15 and 0.20. In

my experience, it is rare for a researcher to choose an α that is larger than 0.10, but with such

a small study (only 20 possible assignments) please grant me some latitude.

2. The first row of the table is a restatement of the earlier work in this subsection. Namely, for

α = 0.05, from Table 9.3 the critical region is (U ≥ 9.67) and the powers, 0.30 and 0.75,

were found by examining Tables 9.4 and 9.5, respectively.

3. In a similar manner, for α = 0.10, we can see from Table 9.3 that

P (U ≥ 9.00) = 0.10;

thus, we have our critical region for α = 0.10. For power, from Table 9.4 we find

P (U ≥ 9.00) = 0.40,

and from Table 9.5 we find

P (U ≥ 9.00) = 0.75.

4. In similar manners, you can verify the remaining entries in Table 9.6.

The obvious conclusion from Table 9.6 is: if we increase the value of α, then the power will

increase or stay the same. (For population-based inference, it will increase.)

9.3 Simulation Results: Sara’s Golfing Study

In this section I will use Sara’s study, first introduced in Chapter 2, to examine several problems,

listed below. Note that throughout this section, I will use the alternative >.

1. How to find the critical region for the test that compares means.
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2. How to calculate power for the test that compares means.

3. How to find the critical region for the sum of ranks test.

4. How to calculate power for the sum of ranks test.

5. How to decide which test is better for Sara’s data: the test that compares means or the sum

of ranks test.

In the previous section, I was able to obtain and present exact results on the significance level

and power for Cathy’s running study because there were only 20 possible assignments, a very

manageable number. By contrast, for Sara’s study, the number of possible assignments is

1.075× 1023 (see page 57).

Because this number is so huge, we will opt for an approximation based on a computer simulation

experiment withm = 10,000 runs.

You might recall that in Chapter 4 I performed a computer simulation experiment on Sara’s

data and the test statistic U . With 10,000 runs, I obtained 723 distinct observed values of U , far

too many for an analysis in which I show you all of the details! As a result, I will provide you with

only the necessary summaries of my simulation results. Thus, I am leaving you in the dark in two

ways:

1. I am not going to explain the computer code needed for my simulation experiments; and

2. I am not going to show you the raw results of my simulation experiments; they are just too

cumbersome and tedious!

Recall that in earlier simulation studies, the P-value I obtained for the test that compares means

was much larger than the P-value I obtained for the sum of ranks test (0.0903 for the former and

0.0293 for the latter). As a result, I am particularly interested in determining which test is better—

i.e., more powerful—for Sara’s data.

It would be possible to perform my analysis with two different simulation experiments: one

for the test statistic U and another for the test statistic R1. It turns out to be a superior strategy,

however, to investigate the two test statistics simultaneously. (The sense in which this new strategy

is better will be discussed much later in these Course Notes; sorry.)

The obvious question is: What do I mean by investigating the two test statistics simultaneously?

It is easiest to see what I mean if we look back at Cathy’s study. Please refer to her actual study

results, presented in Table 9.2 on page 195. I would never, of course, use a computer simulation

experiment to approximate the sampling distribution of either U orR1 for Cathy’s study; with only

20 possible assignments the exact sampling distributions are easily obtained. (I am reminded of

former President Richard Nixon who reportedly said, “I would never bribe everyone who knows

the truth about Watergate, but how much would it cost?”) Suppose, for example, that on the first

run, my simulation experiment selects the assignment 3,4,5. With this choice, the sorted data

become:

199



• Treatment 1: 520, 528, 539; with ranks 1, 4, 6; and

• Treatment 2: 521, 527, 530; with ranks 2, 3, 5.

Thus,

u = x̄− ȳ =
520 + 528 + 539

3
−

521 + 527 + 530

3
= 529− 526 = 3; and r1 = 1 + 4 + 6 = 11.

In words, every run yields observed values for both U and R1. By performing 10,000 runs, we

can build up a joint distribution of values of U and R1. This is what I did for Sara’s data; I will

describe my findings below.

First, I need to determine my approximate critical region for each test. By the way, I hate to

keep typing approximate; can we agree to remember that all answers from computer simulation

experiments are necessarily approximations? Assuming your answer is yes, I will dispense with

the typing of the word approximate.

I choose to have a target of 0.05 for α for both tests. Why? Two reasons:

1. Why 0.05? Because in my experience, it is the most popular choice among statisticians and

researchers.

2. Why the same target for both tests? So that the comparison will be fair. As shown in

Table 9.6, as the value of α increases, a test becomes more powerful. If I were to show, for

example, that the test statistic U with α = 0.10 is more powerful than the test statistic R1

with α = 0.01, what would I have accomplished? (My answer: Nothing of value.)

My simulation experiment was quite successful in achieving an α close to my target value of

0.05:

• For the test that compares means,

Rel. Freq. (U ≥ 10.65) = 0.0499; and

• For the sum of ranks test,

Rel. Freq. (R1 ≥ 1788.0) = 0.0499.

Thus, my two critical regions are:

(U ≥ 10.65) and (R1 ≥ 1788.0),

both yielding α = 0.0499.
In the previous paragraph, I consider the tests separately; i.e., I don’t describe how U and R1

vary together. For the latter, please refer to the results in Table 9.7. I will take a few minutes to

describe the information displayed in this table.
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Table 9.7: Decisions made by U andR1 for the 10,000 data sets that were obtained in the computer

simulation experiment on Sara’s data under the assumption that the Skeptic is correct. The critical

regions are (U ≥ 10.65) and (R1 ≥ 1788.0).

R1

U Fail to Reject H0 Reject H0 Total

Fail to reject H0 a = 9,374 b = 127 a+ b = 9,501

Reject H0 c = 127 d = 372 c + d = 499

Total a + c = 9,501 b+ d = 499 m = 10,000

1. Literally, Table 9.7 has two rows and two columns of numbers—along with various totals—

but it is importantly different from our data tables for a CRD in Chapter 8. (We will see

tables like this again in Chapter 16.)

• The two rows correspond to the two possible actions—fail to reject and reject—possible

with test statistic U ; and

• The two columns correspond to the two possible actions—again, fail to reject and

reject—possible with test statistic R1.

2. The table’s cells correspond to the four possible combinations of the tests’ joint actions. For

example, the upper left cell corresponds to both tests failing to reject and the lower right cell

corresponds to both tests rejecting.

3. I use the Chapter 8 notation for the cell counts: a, b, c and d. I do not use the Chapter 8

notation for the marginal totals. For example, following Chapter 8, if I denoted the first

row total, 9,501, by n1, this would be wrong because, in Sara’s study, the symbols n1 and

n2, both 40, have already been claimed.

4. It is extremely important for you to remember that Table 9.7 was generated under the as-

sumption that the null hypothesis is true. Dating back to Chapters 3–5, we obtain P-values

and critical regions by assuming the Skeptic is correct. Soon we will see what happens if we

assume that the Skeptic is wrong.

5. Let’s look at the counts in the four cells in Table 9.7. The largest count, by far, is a = 9,374.

This tells us that for 9,374 of the assignments, the tests correctly agreed that the true null

hypothesis should not be rejected.

The next largest count, d = 372 tells us that for 372 of the assignments, the tests incorrectly

agreed to reject the true null hypothesis.

The remaining counts are equal, b = c = 127. The equality is no surprise; they must be

equal because the two tests have the same α. What is interesting is the relative sizes of 372

and 127: these give us a rough idea on how much the tests agree in what they see in the data.

For example, if d had been 499 and both b and c had been 0, then the two tests would be in
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total agreement on when to reject; in short, there would seem to be no reason to compare

the two tests. At the other extreme, if d = 0 and b = c = 499, then the tests would never

agree on when to reject the null hypothesis. Because the two tests are looking at the same

data (remember, we analyze each assignment—each data set—with both tests), if I obtained

d = 0, I would be quite sure that I had made a serious error in my computer program!

It the explanation of this item seems incomplete, note that I will return to this topic later.

9.3.1 A Simulation Study of Power

In this subsection we will focus on what happens in Sara’s study if we assume that the alternative

hypothesis is true. As discussed previously in these notes, there is figuratively, perhaps even liter-

ally, an infinite number of ways for the alternative hypothesis to be correct. As I argued earlier with

Cathy’s study of running, I will focus on alternatives that correspond to the notion of a constant

treatment effect. The alternative hypothesis> implies that that constant treatment effect must be a

positive number.

I performed six simulation experiments on Sara’s data. Each simulation consisted of 10,000

runs in which each run evaluated the decisions made by both test statistics, U and R1. I used the

critical regions presented above, namely

(U ≥ 10.65) and (R1 ≥ 1788.0),

because with these choices, both tests have the same value for α, 0.0499. The six simulations

examined six possible values of the constant treatment effect: 3, 6, 9, 12, 15 and 18 yards. The

results of these six simulation experiments are presented in Table 9.8. There is a huge amount of

information in this table; thus, I will spend a large amount of time explaining it.

1. Let’s begin by looking at the first 2 × 2 table within the larger Table 9.8. We will begin by

focusing on the marginal totals.

The rows of the table correspond to the possible actions taken by test statistic U . We see that

for 8,711 assignments, the test fails to reject the null hypothesis (because the assignment

yielded u < 10.65). For the remaining 1,289 assignments the test rejects the null hypothesis

(because the assignment yielded u ≥ 10.65).

The simulation was performed on the assumption that there is a constant treatment effect of

3 yards; thus, the Skeptic is wrong, the alternative > is correct, and the correct action by the

researcher would be to reject the null hypothesis. The power of the test U for this constant

treatment effect of 3 yards is 1,289/10,000 = 0.1289, just under 13 percent.

The columns of the table correspond to the possible actions taken by test statisticR1. We see

that for 8,466 assignments, the test fails to reject the null hypothesis (because the assignment

yielded r1 < 1788.0). For the remaining 1,534 assignments the test rejects the null hypothe-

sis (because the assignment yielded r1 ≥ 1788.0). The power of the test R1 for this constant

treatment effect of 3 yards is 1,534/10,000 = 0.1534, just over 15 percent.
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Table 9.8: (Approximate) Power for U and R1 from repeated simulation experiments for Sara’s

golf study. ‘CTE’ stands for the size, in yards, of the constant treatment effect in each simulation.

The critical regions for the tests are (U ≥ 10.65) and (R1 ≥ 1788.0).

CTE= 3 R1

U Fail to Reject H0 Reject H0 Total

Fail to reject H0 8,313 398 8,711

Reject H0 153 1,136 1,289

Total 8,466 1,534 10,000

CTE= 6 R1

U Fail to Reject H0 Reject H0 Total

Fail to reject H0 6,934 682 7,616

Reject H0 209 2,175 2,384

Total 7,143 2,857 10,000

CTE= 9 R1

U Fail to Reject H0 Reject H0 Total

Fail to reject H0 5,006 987 5,993

Reject H0 174 3,833 4,007

Total 5,180 4,820 10,000

CTE= 12 R1

U Fail to Reject H0 Reject H0 Total

Fail to reject H0 2,973 1,216 4,189

Reject H0 97 5,714 5,811

Total 3,070 6,930 10,000

CTE= 15 R1

U Fail to Reject H0 Reject H0 Total

Fail to reject H0 1,614 856 2,470

Reject H0 78 7,452 7,530

Total 1,692 8,308 10,000

CTE= 18 R1

U Fail to Reject H0 Reject H0 Total

Fail to reject H0 737 582 1319

Reject H0 35 8646 8681

Total 772 9228 10,000
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We see that for a constant treatment effect of 3 yards, the test based on R1 is more powerful

than the test based on U ; in words, of the two tests, R1 is more likely to correctly reject the

null hypothesis when there is a constant treatment effect of 3 yards.

This would be a good time to remember that these powers are approximations based on a

simulation experiment. As you will see later in this section (see the nearly certain interval),

this difference seems to be real; i.e., too large to be attributed to chance.

At this time, we will ignore the cell counts (a–d) in this table.

2. We did all the heavy lifting in the above consideration of a constant treatment effect of 3

yards. The remaining small tables in the large Table 9.8 are now easy to understand. This

stated ease, however, will not dissuade me from discussing these small tables.

3. For a constant treatment effect of 6 yards, the power of R1, 0.2857, exceeds the power of U ,

0.2384.

4. For a constant treatment effect of 9 yards, the power of R1, 0.4820, exceeds the power of U ,

0.4007.

5. For a constant treatment effect of 12 yards, the power of R1, 0.6930, exceeds the power of

U , 0.5811.

6. For a constant treatment effect of 15 yards, the power of R1, 0.8308, exceeds the power of

U , 0.7530.

7. Finally, for a constant treatment effect of 18 yards, the power of R1, 0.9228, exceeds the

power of U , 0.8681.

Summarizing the above comments:

• For both tests, an increase in the size of the constant treatment effect leads to an increase in

the power.

• For every constant treatment effect considered, R1 is more powerful than U . I will summa-

rize this fact by saying—with a level of generalization that seems excessive—thatR1 is more

powerful than U . More colorfully, I will say that for Sara’s data, R1 is a better test than U .

Let me return to something I typed in Chapter 8. I noted that for Sara’s data, the P-value for the

sum of ranks test (using R1) was 0.0293, but the P-value for the test that compares means (using

U) was much larger, 0.0903. I stated that the smaller P-value for R1 was suggestive that R1 was

the better test, but not conclusive.

Based on my above remarks, we have decided that, indeed, R1 is more powerful than U ; well,

it is for the six alternatives I examined. Thus, it is reasonable to wonder why we can’t somehow

reach the same conclusion by looking at P-values. I will now explain why we cannot do so.

Look at any of the smaller tables within Table 9.8 and focus on the number in the lower left

cell—the cell whose count is denoted by c. For example, for the table for a constant treatment
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Figure 9.1: Two nearly certain intervals (NCI’s) for the true power of two tests when there is a

constant treatment effect of 3 yards.

0.1000 0.1200 0.1400 0.1600 0.1800 0.2000
r̂U

The NCI for rU

r̂R

The NCI for rR

effect of 3 yards, c = 153. This means that for 153 of the assignments the test based on R1 failed

to reject the null hypothesis while the test based on U correctly rejected the null hypothesis. In

particular, this implies that for these 153 assignments, the P-value for U is less than or equal to

0.0499 and the P-value for R1 is greater than 0.0499. In other words, for these 153 assignments—

admittedly only 1.5% of the assignments examined, but not 0%—the test with the smaller P-value

was the test with less power. The moral is: If you want to decide which test is better, you need to

perform an analysis of power, as we have done in this section.

9.3.2 A New Nearly Certain Interval

Let’s return to our earlier consideration of a comparison of power for our two test statistics, U and

R1. In particular, let’s look at the approximate power obtained when the constant treatment effect

is equal to 3 yards.

The approximate power using R1 is 0.1534. Using the ideas of Chapter 4, we can obtain the

nearly certain interval for the exact power. In particular, let rR denote the exact (unknown) power

and let r̂R = 0.1534 denote its approximation. The nearly certain interval for rR is

0.1534± 3

√

0.1534(0.8466)

10,000
= 0.1534± 0.0108.

Similarly, the approximate power using U is 0.1289. Let rU denote the exact (unknown) power

and let r̂U = 0.1289 denote its approximation. The nearly certain interval for rU is

0.1289± 3

√

0.1289(0.8711)

10,000
= 0.1289± 0.0101.

These two nearly certain intervals are presented in Figure 9.1. The two intervals do not overlap;

thus, we can safely say that R1 is more powerful than U . Their boundaries, however, are close and

this figure suggests a great deal of uncertainty in the difference in the values of the power. If we

want to have an idea of how much more powerful R1 is, we need to introduce a new nearly certain

interval.

In particular, my goal is to approximate the value of rR − rU . In the formula below, I will use

our standard notation of (a)–(d) for the counts in the appropriate 2× 2 table. Thus, in particular,

(r̂R − r̂U) = (b+ d)/m− (c+ d)/m = (b− c)/m,
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where m is the number of runs in the simulation experiment. (Note that m = 10,000 for all

examples in this chapter.)

Result 9.1 (The Nearly Certain Interval for the Difference in Power.) Following the notation given

above, the nearly certain interval for rR − rU is given by:

(
b− c

m
)± (3/m)

√

m(b+ c)− (b− c)2

m− 1
(9.1)

Also, the nearly certain interval for rU − rR is given by:

(
c− b

m
)± (3/m)

√

m(b+ c)− (c− b)2

m− 1
(9.2)

I will illustrate the use of Equation 9.1 for our discussion of power for the constant treatment effect

of 3 yards. From Table 9.8, we have

b = 398 and c = 153, which give (b+ c) = 551 and (b− c) = 245.

Thus, the nearly certain interval is

0.0245± 0.0003

√

5510000− (245)2

9999
= 0.0245± 0.0070.

9.4 Simulation Results: Doug’s Study of 301

Practice Problem 1 in Section 4.6 introduced Doug’s study of the dart game 301. To summarize:

Doug’s response was the number of rounds he required to complete a game of 301; his study factor

was type of dart, with treatment 1 being his personal darts and treatment 2 being bar darts. For

Doug’s study, the smaller the value of the response, the better. Doug labeled the alternative >
inconceivable because he believed that, if the Skeptic was wrong, then he played better with his

personal darts. Thus, his choice of alternative was <.

In this section I will use Doug’s data to reinforce the ideas presented above for Sara’s study. I

could, of course, make the current problem more similar to Sara’s by renumbering the treatments:

If I made treatment 1 [2] the bar [personal] darts, then the alternative would be reversed. Instead, I

prefer to give you experience dealing with the alternative <.

Recall that the following summary statistics were given in Chapter 4:

n1 = n2 = 20; x̄ = 18.60 and ȳ = 21.20, giving u = 18.60− 21.20 = −2.60.

Thus, the data are consistent with Doug’s choice of alternative—his x̄ being smaller than his ȳ is

in the same direction as the alternative µ1 < µ2.

In addition, in a Practice Problem beginning on page 134 in Chapter 6, we found that:

r1 = 354, r1/20 = 17.7, r2 = 466.0 and r2/20 = 23.3.
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Table 9.9: Decisions made by U andR1 for the 10,000 data sets that were obtained in the computer

simulation experiment on Doug’s data under the assumption that the Skeptic is correct. The critical

regions are (U ≤ −2.50) and (R1 ≤ 348.5).

R1

U Fail to Reject H0 Reject H0 Total

Fail to reject H0 9,416 60 9,476

Reject H0 54 470 524

Total a + c = 9,470 b+ d = 530 m = 10,000

Finally, I performed two simulation studies, each with 10,000 runs, to obtain approximate P-values

for the two tests. My results were: 0.0426 for the test statistic U ; and 0.0623 for the test statistic

R1. These P-values suggest that, for Doug’s study, the test that compares means is better than

the sum of ranks test. As we will see in this section, a test of power confirms the validity of this

suggestion.

Our first task, of course, is to determine the critical regions for both tests. This begins with a

specification of our target, which I will take to be 0.05. Unfortunately, the sampling distribution of

U is pretty clumpy and the closest I could get to the target is revealed in Table 9.9.

First, note that the critical regions for the two tests are:

(U ≤ −2.50) and (R1 ≤ 348.5).

For Doug’s actual data, his u = −2.60 falls in the critical region; thus, the test U rejects the null

hypothesis. Also for Doug’s actual data, his r1 = 354 does not fall in the critical region; thus,

the test R1 fails to reject the null hypothesis. The significance levels corresponding to these two

critical regions are: α = 0.0530 for the sum of ranks test; and α = 0.0524 for the test that compares

means. As a result, when we discover below that U is more powerful than R1 for the alternatives I

examine, the superiority of U will be a bit more impressive because it has the disadvantage of its

significance level being a bit smaller than the significance level for R1.

There is one other feature of Table 9.9 that should be noted. Its values of b = 60 and c = 54 are
much smaller than the values b = c = 127 in Table 9.7. This shows that in the current situation—

Doug’s data—the two tests have a greater agreement in how they assess the evidence in the data.

It is my experience (this is not a theorem) that the better the tests agree, the better the relative

performance of the test statistic U .

Next, we turn to the study of power for Doug’s data via simulation experiments. Not surpris-

ingly, I will concentrate on alternatives that reflect a constant treatment effect. Note that because

Doug’s alternative is <, the constant treatment effects I study must all be negative. In Table 9.10 I

present the results of four simulation experiments, each withm = 10,000 runs.

I will ask you to interpret the numbers in this table in Practice and Homework Problems below.

For now, let me draw your attention to two obvious features revealed in this table.

1. For every constant treatment effect considered, the test that compares means is more power-

ful than the sum of ranks test.
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Table 9.10: (Approximate) Power for U and R1 from repeated simulation experiments for Doug’s

data. ‘CTE’ stands for the number, in rounds, of the constant treatment effect in each simulation.

The critical regions for the tests are (U ≤ −2.50) and (R1 ≤ 348.5).

CTE= −1 R1

U Fail to Reject H0 Reject H0 Total

Fail to reject H0 8,443 18 8,461

Reject H0 211 1,328 1,539

Total 8,654 1,346 10,000

CTE= −2 R1

U Fail to Reject H0 Reject H0 Total

Fail to reject H0 6,193 33 6,226

Reject H0 401 3,373 3,774

Total 6,594 3,406 10,000

CTE= −3 R1

U Fail to Reject H0 Reject H0 Total

Fail to reject H0 3,539 6 3,545

Reject H0 758 5,697 6,455

Total 4,297 5,703 10,000

CTE= −4 R1

U Fail to Reject H0 Reject H0 Total

Fail to reject H0 1,490 2 1,492

Reject H0 651 7,857 8,508

Total 2,141 7,859 10,000

2. As the constant treatment effect moves farther from 0, the power increases for both tests.

9.5 The Curious Incident . . .

Inspector Gregory (IG): You consider that to be important?

Sherlock Holmes (SH): Exceedingly so.

IG: Is there any point to which you would wish to draw my attention?

SH: To the curious incident of the dog in the night-time.

IG: The dog did nothing in the night-time.

SH: That was the curious incident.
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The above exchange, from the short story Silver Blaze by Sir Arthur Conan Doyle, is one of the

most famous passages in detective fiction. (It also led to the title of the excellent novel, The Curious

Incident of the Dog in the Night-Time by Mark Haddon, published in 2003.)

So, why am I mentioning this bit of literary trivia? Two reasons.

First, I have always found this passage to be extremely important in Statistics. Instead of

despairing over the lack of data (the dog not barking), it is important to focus on what it means to

have no data (why didn’t the dog bark?). In the story, the dog’s failure to bark suggests, to Holmes,

that the dog knew the villain.

One obvious way this idea manifests itself in science is in medical studies: Why do people

drop out of studies? Instead of viewing such subjects as contributing no data, one should seek to

learn why they dropped out.

Second, after typing the last section (reminding me of my favorite literary quote: When asked

to comment on Jack Kerouac’s On the Road, Truman Capote reportedly said, “That’s not writing,

it’s typing.”) I was ready to proceed to the section immediately below, Computing. Then I thought:

There are several obvious applications of power that I have not presented. Perhaps I should tell the

reader why. I have three comments, which I will list below. Note that all of the comments below,

indeed all of the material in this section, is optional enrichment; you will be tested on none of

this material!

1. I make no mention of power for a dichotomous response because there is no natural analogue

to the idea of a constant treatment effect alternative. The situation is better for population-

based inference, covered in Part II of these Course Notes, but still troublesome.

2. I have not mentioned power for the alternative 6=. The reason for this omission can be seen

most easily and most clearly if we reexamine Cathy’s study of running. For the alternative

6=, the smallest possible value for α is 0.10 which is obtained by using the critical region

(|U | ≥ 9.67). Next, consider the power for the alternative of a constant treatment effect of

seven seconds; namely, the following probability, using Table 9.4:

Power = P (|U | ≥ 9.67) = P (U ≥ 9.67) + P (U ≤ −9.67) = 0.30 + 0 = 0.30.

In words, for a constant treatment effect that is a positive number, the power for the alterna-

tive 6= and α = 0.10 is equal to—or well approximated by—the power for the alternative >
and α = 0.05.

Why is this so? The mean of the sampling distribution of U will equal the value of the

constant treatment effect—we saw this twice earlier for Cathy’s data. As a result, the proba-

bility that the test statistic will be negative and far enough from 0 to be in the critical region

is zero—as above—or very close to zero.

Because of the above, if I want the power for the alternative 6= for a given α and a positive

[negative] value of a constant treatment effect, I simply obtain the the power for the alterna-

tive > [<] and significance level equal to α/2. This procedure usually provides me with a

good approximation to the desired exact power.
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3. The idea of a constant treatment effect is most natural for a measurement response. It can

be of use for a count—see Doug’s study above—but sometimes does not work well for

counts—see the Homework Problem below concerning Dawn’s study of her cat Bob.

9.6 Computing

I have found no websites that will perform the simulations we require for determining a critical

region. And, given a critical region, I have found no websites that will perform the simulations

we require for determining power. Thus, I am not expecting you to recreate any of the results

presented in this chapter.

9.7 Summary

In the previous chapter, you learned how to find the critical region for a test for a dichotomous

response. In the previous chapter and this chapter, you learned how to find the critical region for a

numerical response for which the exact sampling distribution is available. This chapter also looks

at approximate sampling distributions obtained by simulation experiments for two data sets and

obtains critical regions for both U and R1 for both sets of data, a total of four critical regions.

Once critical regions are obtained, we turn our attention to situations in which the alternative

hypothesis is correct. Our investigation is quite limited, but it reveals some interesting results.

The most striking limitation is that we restrict attention to the constant treatment effect alter-

natives. Also, we limit attention to one-sided alternatives and the response being a number.

Make sure you are able to understand the information in Tables 9.8 and 9.10; see the Practice

and Homework Problems if you need more experience with tables like these.
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9.8 Practice Problems

1. Look at the power table—Table 9.8—for Sara’s data. Consider the 2× 2 table for a constant
treatment effect of 12 yards. Match each of the nine counts in the table with its description

below.

(a) The total number of assignments examined.

(b) The number of assignments for which: U failed to reject and R1 rejected.

(c) The number of assignments for which: R1 rejected.

(d) The number of assignments for which: U failed to reject.

(e) The number of assignments for which: both U and R1 failed to reject.

(f) The number of assignments for which: U rejected.

(g) The number of assignments for which: R1 failed to reject.

(h) The number of assignments for which: both U and R1 rejected.

(i) The number of assignments for which: R1 failed to reject and U rejected.

2. Consider the 2× 2 table for a constant treatment effect of 9 yards in Table 9.8.

Calculate the nearly certain interval for rR − rU . (See Result 9.1.)

9.9 Solutions to Practice Problems

1. The answers to (a)–(i), respectively are: 10,000; 1,216; 6,930; 4,189; 2,973; 5,811; 3,070;

5,714; and 97.

2. From the table, we identify b = 987 and c = 174. These give us:

b+ c = 987 + 174 = 1,161 and b− c = 987− 174 = 813.

Thus, the nearly certain interval (Formula 9.1) is

(
b− c

m
)± (3/m)

√

m(b+ c)− (b− c)2

m− 1
= 0.0813± 0.0003

√

11,610,000− (813)2

9,999
=

0.0813± 0.0099.
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Table 9.11: Decisions made by U and R1 for the 10,000 data sets that were obtained in the

computer simulation experiment on Dawn’s data. The critical regions are (U ≥ 1.80) and

(R1 ≥ 127.0).

Skeptic Correct R1

U Fail to Reject H0 Reject H0 Total

Fail to reject H0 9,470 7 9,477

Reject H0 10 513 523

Total 9,480 520 m = 10,000

CTE= 1 R1

U Fail to Reject H0 Reject H0 Total

Fail to reject H0 7,620 0 7,620

Reject H0 287 2,093 2,380

Total 7,907 2,093 10,000

9.10 Homework Problems

1. I decided to perform a power comparison of U and R1 for Dawn’s study of her cat Bob with

the alternative>. My results are presented Table 9.11. Use this table to answer the following

questions.

(a) I was unable to achieve the same value of α for both tests. Find my two α’s and com-

ment. The test with the larger value of α will have an advantage when the power study

is performed. Do you think the advantage will invalidate the power study? Explain

your answer briefly.

(b) My lone simulation experiment on power is for a constant treatment effect of 1; why

didn’t I use other other values besides 1? (Hint: The answer, “You are lazy,” is in-

correct. Well, at least in the current case.) Here is a hint: The sorted data for each

treatment is below. Think about what would happen for a fixed treatment effect of 2.

Chicken: 1 3 4 5 5 6 6 6 7 8

Tuna: 0 1 1 2 3 3 3 4 5 7

2. Refer to problem 1.

(a) What is the power for U for a constant treatment effect of 1? What is the power for R1

for a constant treatment effect of 1? Which test is better?

(b) Calculate the nearly certain interval for for rU − rR.
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