
Chapter 5

A Statistical Test of Hypotheses

Chapter 3 introduced the Skeptic’s Argument. Also in Chapter 3, we learned that if we assume the

Skeptic is correct, then there is a computable sampling distribution for a test statistic. Computable

is a bit optimistic; as we have seen, I can obtain the exact sampling distribution only for very small

studies. In Chapter 4 we learned how to interpret the results of a computer simulation experiment.

In particular, we found that we can approximate exact probabilities by using relative frequencies.

Furthermore, by calculating the nearly certain interval, we can get an idea of the precision of our

approximations.

There are three main areas of statistical inference that scientists use: prediction, estimation and

tests of hypotheses. In this chapter you will learn how to use the ideas of Chapters 3 and 4 to

perform a test of hypotheses for the CRDs introduced in Chapters 1 and 2 .

5.1 Step 1: Choice of Hypotheses

I will introduce the ideas of this chapter first for Dawn’s study of her cat Bob.

I introduced the Skeptic’s Argument in Chapter 3; it is repeated below:

The flavor of the treat is irrelevant. The number of treats that Bob consumed on any

given day was determined by how hungry Bob was on that day.

It will be useful to invent an adversary for the Skeptic; I will call it the Advocate. The Advocate

believes that the flavor of the treat matters; it is not irrelevant. It will, however, require some work

to understand exactly what the Advocate believes.

After arguing back-and-forth for some time, the Skeptic and Advocate state their positions

concisely:

• The Skeptic: Flavor does not matter. The difference in means, x̄ − ȳ = 5.1 − 2.9 = 2.2
treats, is meaningless. It was just by chance that Bob ate more treats on the chicken days

than he did on the tuna days.

• The Advocate: Flavor matters. The difference in means, 2.2 treats, is too large to reason-

ably be attributed to chance.
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For a statistician, the debate between the Skeptic and the Advocate is evaluated by performing

a statistical test of hypotheses. We will spend some time putting Dawn’s study into this context.

I conjecture that most of you are familiar with the word hypotheses from your work in science,

but I will present these ideas as if they are totally new to you.

First, hypotheses is the plural of the noun hypothesis. A hypothesis is a conjecture about the

way things are. There are always two hypotheses in our approach. (It is possible to have more than

two hypotheses, but this occurs only rarely in practice.) The two hypotheses are:

• The null hypothesis, denoted byH0; and

• The alternative hypothesis, denoted by H1.

These hypotheses do not overlap; hence, they cannot both be true. It is almost always possible to

argue that both hypotheses could be false, but—for the most part—scientists don’t dwell on this

fact.

Before we conduct a study, we don’t know which of these hypotheses is correct. One approach

for dealing with this uncertainty is to assign probabilities. For example, we might begin a study

by saying, “I believe that the probability is 70% that the null hypothesis is true and 30% that the

alternative is true.” Then after we collect and analyze the data, we reassess these probabilities.

This approach is called the Bayesian approach to tests of hypotheses. Historically, the Bayesian

approach has not been very popular with statisticians, but it is becoming more and more popular.

The approach that we will follow can be described quite easily: We assume the null hypothesis

is correct (or true). This will allow us to analyze our data. As a result of our analysis we will reach

one of two possible decisions:

• We will decide that there is enough evidence in our data to switch our allegiance from the

null to the alternative; this is referred to as rejecting the null hypothesis.

• We will decide that the evidence in our data is not sufficiently strong to warrant switching

our allegiance from the null to the alternative; this is referred to as failing to reject the null

hypothesis.

Stating the obvious, note that we do not treat the hypotheses in a symmetrical manner: We

begin our analysis by assuming that the null hypothesis is correct.

For all the studies in this chapter, including Dawn’s study, we take the null hypothesis to be that

the Skeptic is correct. The alternative hypothesis is that the Advocate is correct, but, surprisingly,

we consider three different ways the Advocate can be correct. Thus, it will require some care to

specify the alternative hypothesis.

If you are a supporter of the Advocate, or if you just think that life should be fair whenever

possible, the stipulation in the previous paragraph is strange. Why do we begin the analysis by

assuming the Skeptic is correct? We are actually following a very popular principle of science,

Occam’s Razor. If you are interested in it, I encourage you to read about Occam’s Razor on the

web or elsewhere. For our purposes, Occam’s Razor states that whenever there are two competing

theories that are similar in their ability to explain a phenomenon, we should prefer the simpler

theory. The Skeptic’s Argument, that flavor does not matter, is considered to be simpler than the
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notion that flavor matters. (If flavor matters we wonder: Why does it matter? and How much does

it matter?) Thus, following Occam’s Razor, we assume that flavor does not matter unless and until

experimentation tells us otherwise.

Remember that we are still at the planning stage of our study. We have decided that our null

hypothesis is that the Skeptic is correct.

As discussed in Chapter 3, we develop the sampling distribution of a test statistic by examining

every possible assignment. In other words, we consider lots of studies that never were performed.

We do something similar now.

Recall that in a CRD we use randomization to assign n1 units to treatment 1 and n2 units to

treatment 2 and have a total of n = n1 + n2 units. Imagine the following alternative design for

a study: Assign all n units to the first treatment. Call this the All Treatment-1 (AT-1) study.

Similarly, the All Treatment-2 (AT-2) study would assign all n units to the second treatment. If

the researcher wants to learn about a single treatment, then an AT- study on that treatment would

be great. But if, as is our situation, the researcher wants to compare treatments, these AT- studies

are very bad. Very bad, but useful for our immediate purposes.

Imagine that the researcher performs the AT-1 study; let µ1 denote the mean of the responses

from the n units. Similarly, imagine that the researcher performs the AT-2 study; let µ2 denote the

mean of the responses from the n units. Let’s consider an example.

In Dawn’s study, there were n = 10 + 10 = 20 units (or trials or days). If the AT-1 study

had been performed, then Dawn would know the value of µ1; it would just be the mean of her 20

observations. Similarly, if Dawn had performed the AT-2 study, then she would know the value of

µ2. If Dawn could have performed both the AT-1 and AT-2 studies then she would know the values

of µ1 and µ2; this would allow her to determine definitively which flavor of treats yielded greater

consumption by Bob.

Of course it was impossible for Dawn to have performed both the AT-1 and AT-2 studies.

Allow me to be fanciful for a moment. Assume that on each day Dawn could immediately create a

clone of Bob. She would then have two Bobs for the trial and could indeed assign each treatment

to a Bob. If she did this clone-enhanced study every day, it would be equivalent to performing

both of the AT- studies. Of course, I am being fanciful because cloning of the kind I am describing

is not possible. (Even if it were possible, there would be major ethical issues of what to do with all

the extra Bobs!)

Henceforth, when I say I have a clone-enhanced study, it means that both of the AT- studies are

performed and, hence, that the values of both µ1 and µ2 are known to me. While it is impossible

to have a clone-enhanced study, this bit of make-believe, as we will see, is quite useful for the

development of our theory and methods.

5.1.1 An Artificial Study

Consider our studies of Chapters 1 and 2 again. In Sara’s golf study, we will be learning how

statisticians decide whether the Skeptic is correct or incorrect. With a total of n = 80 trials in

the study, I find that the idea of the Skeptic being correct or incorrect is a bit overwhelming to

visualize. Therefore, I want to further explore the topic of the Skeptic being correct or incorrect in

a very small study. How small? I will create a balanced study with n = 6 treatments. I will refer
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Table 5.1: Headache Study-1 (HS-1). The response is the time, in minutes, required for headache

relief. Note that smaller values of the response are better.

Subject: 1 2 3 4 5 6

Treatment: 1 2 1 2 2 1

Response: 18 3 24 12 6 15

to the study as the Headache Study-1 (HS-1); its data are given in Table 5.1. Let me describe in

detail HS-1.

The researcher wants to compare two active drugs that are thought to be effective for speedy

relief of minor headache pain; call the drugs A and B. The study is on six subjects. Each subject

is a person who chronically suffers mild tension headaches, not migraines. The six subjects are

assigned labels: 1, 2, . . . , 6. The subjects are assigned to drugs by randomization: the result being

that subjects 1, 3 and 6 are assigned to drug A (treatment 1) and subjects 2, 4 and 5 are assigned to

drug B (treatment 2). Each subject is given the following instructions:

The next time you suffer from mild headache pain, immediately take the pill (drug)

you have been given. Record the length of time, to the nearest minute, until your

headache pain begins to diminish.

The response, of course, is the number of minutes reported by the subject. Note that the smaller

the value of the response, the better.

Our earlier named-studies, performed by Dawn, Kymn, Sara and Cathy, were real-life studies

and the data I use match the values the students reported to me. On occasion, it will be easier for

me—yes, I admit it!—to use artificial data rather than search for real data that illustrate a particular

point I want to make. Especially when I am trying to motivate how statisticians think, it is conve-

nient to divorce my presentation from a real scientific problem. In the current situation I could use

Cathy’s data, but I prefer artificial data so that we don’t get bogged down in the arithmetic. Also,

I want to introduce the idea of studying headaches, because this topic will help motivate our later

work with paired data. This latter reason explains why I have numbered this study ‘1;’ we will

have other artificial headache studies in this course.

5.1.2 What if the Skeptic is Correct?

Let’s take a quick look at the data from HS-1 in Table 5.1. The sorted data on the first treatment

are: 15, 18 and 24 which gives x̄ = 19. The sorted data on the second treatment are: 3, 6 and

12 which gives ȳ = 7. There is separation of the responses, just as we found in Kymn’s study of

rowing: all subjects on treatment 1 gave larger (worse) responses than all subjects on treatment 2.

Table 5.2 rewrites the data in anticipation of the clone enhanced study. Look at this table. There

are 12 spaces for the 12 responses that would be obtained in the clone-enhanced version of HS-1.

Six of these responses are known to us, but each of the other six possible responses (denoted by

?’s in the table) could be any nonnegative integer.
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Table 5.2: The clone-enhanced version of HS-1 without further assumptions.

Subject: 1 2 3 4 5 6 Means

Response on Treatment 1: 18 ? 24 ? ? 15 x̄ = 19
Response on Treatment 2: ? 3 ? 12 6 ? ȳ = 7

Next, let us assume that the Skeptic is correct. On this assumption, the clone-enhanced study

would yield the data given at the top of Table 5.3 as Case 1. (Note to the reader: Don’t simply

read the previous sentence and then proceed to the next sentence below! You should look at Case 1

carefully. Note that for each of the six subjects, the response on treatment 1 is exactly the same as

the response on treatment 2. This is what it means for the Skeptic to be correct.) Let’s look at the

data in this table. We can see from this table that µ1 = µ2 and this common value is

(18 + 3 + 24 + 12 + 6 + 15)/6 = 78/6 = 13.

Later in these notes we will learn about estimation. In a CRD, we will view x̄ as our point

estimate of µ1 and ȳ as our point estimate of µ2. (Here is the idea behind the term point estimate:

we say point because it is a single number and we say estimate because, well, statisticians refer to

this endeavor as estimation; more on this later in these notes.)

On the assumption that the Skeptic is correct in HS-1, we see that the point estimate (x̄ = 19)
of µ1 = 13 is much too large and the point estimate (ȳ = 7) of µ2 = 13 is much too small. In other

words, the actual study suggested a big difference in treatments (19 − 7 = 12) when, in fact, the

treatments have an identical effect on the response.

In a real study, of course, a scientist would not know whether the Skeptic is correct; other

possibilities are shown in Cases 2–5 in Table 5.3. These four possibilities are examined in detail

in the following subsection.

5.1.3 Four Examples of the Skeptic Being Incorrect

In this subsection I will discuss many important features of Cases 2–5 in Table 5.3.

The first thing to note is that, indeed, as I claim, the Skeptic is incorrect for the scenarios in

Cases 2–5. We can see this easily by looking at the responses for subject 1 in each case. For every

case, the response of subject 1 differs under the two treatments; for example, in Case 2 subject

1 gives a response of 18 under treatment 1 and a response of 12 under treatment 2. Because the

Skeptic’s argument is that treatment does not matter for any subject, by finding even one subject

for which treatment matters, we have established that the Skeptic is incorrect.

Next, note that there are many ways that the Skeptic can be incorrect. Why? We can imagine

the six question marks in Table 5.2 being replaced by any number. Of all these possible replace-

ments, only one coincides with the Skeptic being correct. All other combinations of choices makes

the Skeptic incorrect.

Note: My use of any number in the previous paragraph is a bit inaccurate. For a bounded

count response, as in Dawn’s cat treat study, there are only a finite number of possibilities for the
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Table 5.3: A number of possibilities for the responses to the clone-enhanced version of HS-1. In

each case below, the actual data are in bold-faced type.

Case 1: The Skeptic is Correct.

Subject: 1 2 3 4 5 6 µi

Response on Treatment 1: 18 3 24 12 6 15 13

Response on Treatment 2: 18 3 24 12 6 15 13

Case 2: The clone-enhanced version of HS-1

with a constant treatment effect of c = 6.
Subject: 1 2 3 4 5 6 µi

Response on Treatment 1: 18 9 24 18 12 15 16

Response on Treatment 2: 12 3 18 12 6 9 10

Case 3: A possible clone-enhanced version of HS-1

under the assumption that the Skeptic is incorrect.

Subject: 1 2 3 4 5 6 µi

Response on Treatment 1: 18 24 24 9 6 15 16

Response on Treatment 2: 6 3 15 12 6 18 10

Case 4: The clone-enhanced version of HS-1

with a constant treatment effect of c = −3.
Subject: 1 2 3 4 5 6 µi

Response on Treatment 1: 18 0 24 9 3 15 11.5

Response on Treatment 2: 21 3 27 12 6 18 14.5

Case 5: A possible clone-enhanced version of HS-1

under the assumption that the Skeptic is incorrect.

Subject: 1 2 3 4 5 6 µi

Response on Treatment 1: 18 9 24 12 3 15 13.5

Response on Treatment 2: 21 3 21 12 6 18 13.5
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numbers to use in replacing the question marks. For Dawn’s study, there are 11 possible choices

(the integers 0, 1, 2, . . . , 10) for replacing each question mark. With 20 such substitutions—one

for each trial—there are 1120 = 6.73 × 1020 possible combinations of substitutions. And exactly

one of these makes the Skeptic correct. Thus, I hope that you will concede the following point:

For a CRD with a numerical response, there are a great many possible ways to substitute numbers

for the question marks and only one of these substitutions makes the Skeptic correct.

If you concede my point at the end of the previous paragraph, it will be believable (and, in fact,

it is true) that we cannot possibly hope to learn exactly how the Skeptic is incorrect, if indeed it is

incorrect. This situation has two consequences of great importance to us:

• We will spend most of our effort examining the consequences of assuming that the Skep-

tic is correct. (But not all of our effort; see the later material on the power of a test of

hypotheses.)

• We will focus on the values of µ1 and µ2. These values are important because they tell us

(if we only knew what they were!) how each treatment would perform if it was assigned

to every unit. Thus, for example, if smaller responses are preferred, then deciding, say, that

µ1 < µ2 could be interpreted by saying that overall treatment 1 is better than treatment 2.

Let’s look at Cases 2–5 now.

Case 2 is a pretty wonderful situation for a scientist. But it does require care to see why. If you

look at the row means, you find µ1 = 16 and µ2 = 10 which tells you that, on average, headache

relief on treatment 2 is six minutes faster than headache relief on treatment 1. But we can actually

say something much stronger. If you look at Case 2 carefully, you will notice that for every subject

the response on treatment 1 is exactly six minutes larger than the response on treatment 2. Thus, it

is not simply the situation that treatment 2 is six minutes faster, on average, it is six minutes faster

for every subject! Case 2 motivates the following definition.

Definition 5.1 (The constant treatment effect.) In a clone-enhanced study, suppose that the re-

sponse on treatment 1 minus the response on treatment 2 equals the nonzero number c for every
unit. In this situation we say that the treatment has a constant treatment effect equal to c.

Note the following about this definition. Case 2 has a constant treatment effect equal to 6 minutes

because, for every subject, the subtraction yields c = 6 minutes. We require c to be nonzero

because a constant treatment effect with c = 0 is just another way of saying that the Skeptic is

correct.

Next, let’s look at Case 3. Cases 2 and 3 have the same row means, which tells us that, on

average, relief with treatment 2 is six minutes faster than with treatment 1 in both cases. But now

look at the individual subjects in Case 3. For subjects 1–3, treatment 2 is better than treatment 1

and better by more than six minutes. For subjects 4 and 6, treatment 1 is actually better than

treatment 2. Finally, for subject 5 the two treatments give the same response.

In short, Cases 2 and 3 are very different. In Case 2, a physician could tell the group of six

subjects,

All of you should take treatment 2. For every one of you relief will come six minutes

faster with treatment 2 than with treatment 1.
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Contrast this with what the physician would say in Case 3. I am assuming, of course, that the

physician does not know which people are which subjects. The physician would say,

I recommend that all of you take treatment 2. On average for the six of you, relief will

come six minutes faster with treatment 2 than with treatment 1. To be honest, I must

admit that for two of you, treatment 1 is actually better than treatment 2; and, for one

of you, the treatments have exactly the same effect.

Now I must tell you the disappointing news. For a CRD, it is impossible to distinguish between

Cases 2 and 3. This doesn’t bother me a great deal because I know the following to be true.

There is no single study that will answer every possible question of interest. And this

remains true whether you are a good statistician or not.

Thus, you might ask, why do I mention this issue? Why mention the difference between Cases 2

and 3 if I cannot help you distinguish between them? Because as a scientist you should always be

seeking a better understanding of the world. One study, CRD or otherwise, is not the ultimate goal

in one’s career.

Thus, I want to remind you that if you conclude that one treatment is better than the other,

on average, it does not mean that said treatment is better for all units. Similarly, as we will see

below when we look at Case 5, if we conclude that two treatments might be identical, on average,

it does not mean that they are identical for all units. Thus, as a scientist, you should think about

the possibility of Case 3 being the truth. If Case 3 is the truth, as a scientist you should explore

why the units might respond so differently to the treatments. In our Case 3, perhaps subjects 1–3

belong to one genotype, subjects 4 and 6 belong to another and subject 5 belongs to a third. In

this scenario, the physician could advise a patient on which treatment to use by determining the

patient’s genotype. Statistically, this issue can be explored by using a randomized pair design,

which we will study in later chapters.

Case 4 shows us that even though treatment 2 performed better than treatment 1 in our data

(ȳ < x̄), it is possible that, either overall or for every subject, treatment 1 is actually better than

treatment 2. In fact, if you examine Definition 5.1, you will see that Case 4 is the constant treatment

effect with c = −3.
Finally, Case 5 shows that it is possible for the Skeptic to be wrong, yet, overall, the treatments

perform the same. Sadly, a CRD is not able to detect the difference between Cases 1 and 5,

regardless of how many subjects are in the study.

5.1.4 Finally! The Alternative Hypothesis is Specified

Recall that our null hypothesis is that the Skeptic is correct, which we write as follows:

H0 : The Skeptic is correct.

As illustrated in Case 1 in Table 5.3, if the Skeptic is correct, then µ1 = µ2. This equality is always

a consequence of the Skeptic being correct. As illustrated in Case 5 in Table 5.3, however, the

reverse implication is not true; it is possible to have equality of row means (µ1 = µ2) without
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the Skeptic being correct. Thus, be careful! Our null hypothesis is that the Skeptic is correct, not

that the row means are equal. The alternative hypothesis, however, is written in terms of the row

means, as you will now see.

There are three options for the alternative hypothesis. The researcher selects from the following

options.

• H1 : µ1 > µ2.

• H1 : µ1 < µ2.

• H1 : µ1 6= µ2.

Note that even if one chooses the last of these options, µ1 6= µ2, it is scientifically possible that

neither the null nor the alternative is correct; i.e., Case 5 in Table 5.3 could be correct. It is easier—

as well as being the standard approach—for statisticians to ignore this possibility and talk of either

the null or alternative being true. I will take this approach. Does it bother me to do so? No,

because I want you to always interpret any statistical analysis with caution. Always be aware that

we might be ignoring something important.

It is useful to think of the third option for the alternative, µ1 6= µ2, as the combination of the

µ1 > µ2 and µ1 < µ2 options; i.e., for the treatment means to be different (not equal) then either

the mean of treatment 1 is larger than the mean of treatment 2 or the mean of treatment 1 is smaller

than the mean of treatment 2.

Note that usually in these notes I will abbreviate: µ1 > µ2 by >; µ1 < µ2 by <; and µ1 6= µ2

by 6=. This should cause no confusion provided you remember that µ1 is to the left and µ2 is to the

right of the abbreviating symbol.

How does one decide between these three options for the alternative? It is my experience that

many people, especially those new to tests of hypotheses, believe that the obvious choice is 6=.

Some go so far as to say that the alternative should be 6= and that the other two options should be

forgotten. There is logic to this attitude: If the Skeptic is correct, then µ1 = µ2. The negation of

this equality is that µ1 6= µ2.

We could take a survey of all people in this class. Suppose that we all agreed that the alternative

must be 6=. It wouldn’t matter. One of my jobs in this class is to transmit the culture to you.

Currently, the culture of science and statistics is that there are three options. I don’t anticipate that

this culture will change. Thus, we need to consider all three possible alternatives.

We find ourselves back at the question: How does one decide between these three options for

the alternative? Well, again let me remind you that we make this decision before we collect data.

It is considered to be serious cheating to look at one’s data and then select the alternative. (Later

in these notes we will see why this is so.)

Next, other than timing, there are no absolute rules on how to choose among the alternatives.

Each researcher is allowed to make a personal choice and nobody can say that the researcher is

wrong. You might disagree with the researcher or believe that the researcher is misguided, but you

cannot say the researcher is wrong. (It’s a bit like having a favorite color. I cannot say that your

favorite color is wrong!)
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While I am not going to give you a rule, I will give you guidance. I recommend that you use

what I call the Inconceivable Paradigm. Here is how you proceed.

(Note: If you have seen the 1987 movie The Princess Bride you might recall that the hero of

the movie repeatedly said that things that had occurred were inconceivable! This is the attitude I

want to convey; we may think something is inconceivable and be wrong. Inconceivable is weaker

than impossible. And despite what certain sports gear ads imply, impossible is, well, impossible.

Oh, and by the way, if a major character in a movie is old, bald and dumpy, I label him the movie’s

hero. If you need a break from these notes, the following website presents a brief humorous video

on the connection between the movie and the word inconceivable:

https://www.youtube.com/watch?v=qhXjcZdk5QQ.)

Definition 5.2 (The Inconceivable Paradigm.) The Inconceivable Paradigm is defined to be the

following procedure.

• Consider the alternative µ1 > µ2. Is this possibility—in the mind of the researcher—

inconceivable? Answer yes or no.

• Consider the alternative µ1 < µ2. Is this possibility—in the mind of the researcher—

inconceivable? Answer yes or no.

• If the answer to both questions is ‘No, it’s conceivable,’ then use the alternative 6=. If the

answer is ‘Yes, it’s inconceivable’ to exactly one question then you throw away the corre-

sponding alternative and use the other one.

By the way, if one believes that both > and < are inconceivable, then there is, arguably, no

point in doing the study. This person believes that µ1 = µ2 and anything else is inconceivable. It

seems to me that a minimal requirement for being a scientist is the willingness to learn something

from experimentation!

Let’s see how the Inconceivable Paradigm works for Dawn’s study. I will discuss three versions

of Dawn.

1. Dawn G.T. (for >; i.e. greater than; motivated by a favorite comedian of mine, Louis C.K.)

decides that it is inconceivable for Bob to consume less chicken than tuna (this is <). Her

reasoning is, as she wrote in her report,

I noticed that the percentage of real chicken in the chicken-flavored treats was

larger than the percentage of real tuna in the tuna-flavored treats.

Because Dawn G.T. believes that < is inconceivable, she discards it and uses > for her

alternative.

2. Dawn L.T. decides that it is inconceivable for Bob to consume more chicken than tuna. Her

reasoning is, as she wrote in her report,

. . . Bob absolutely loves canned tuna with a passion.
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Because Dawn L.T. believes that > is inconceivable, she discards it and uses < for her

alternative.

3. Dawn N.E. acknowledges her conflicting thoughts: For ‘real’ food Bob seems to prefer tuna,

but he might prefer the chicken version of the -flavored food. Thus, she is unwilling to

label either > or < inconceivable; she refuses to discard either; and is left with 6= as her

alternative.

I suspect that you may have surmisedmy attitude on this issue. If I were the researcher planning

the study of Bob, then I would have used the alternative 6=. My philosophy is that I will use 6=
unless I feel very strongly that one of the options > or < is clearly inconceivable. You are free to

develop your own attitude on this issue, but I would hope that you remain open-minded until we

have covered more material in these notes. I have met scientists who say that they never use 6=
and I have met scientists who say that they always use 6=. I recommend something less rigid than

either of these extremes.

Aside: One of the reasons I chose Dawn’s study to begin these notes is because it is a study in

which one might reasonably choose any of the three options for the alternative. This fact makes

the study particularly attractive for my purpose of introducing you to tests of hypotheses.

Before I continue, let’s look at Kymn’s, Sara’s and Cathy’s studies.

In Kymn’s study, she wrote,

My coxswain told me that rowers who are muscularly very strong perform better on

the small gear setting (treatment 1) than they do on the large gear setting (treatment 2),

while those who are aerobically very fit show the reverse tendency.

Kymn believed her coxswain and considered herself to be aerobically very fit rather than muscu-

larly very strong. As a result, Kymn considered the alternative < (faster times on small gear) to be

inconceivable. Thus, she selected the alternative >: in the clone-enhanced study, her times on the

first treatment, on average, would be larger (worse) than her times on the second treatment.

Sara chose the alternative 6= because she was unwilling to label either > or < inconceivable.

Sara acknowledged that she was a novice golfer and stated in her report that she was learning golf

primarily because she thought it would be useful in her future career in business.

Cathy chose the alternative 6=. She reported that she enjoyed the run through the park more

than the run at the high school, but—before collecting data—she was uncertain as to whether more

enjoyment would lead to running faster or slower.

5.2 Step 2: The Test Statistic and Its Sampling Distribution

We studied the test statistic U and its sampling distribution in Chapters 3 and 4. Recall that we

calculated the sampling distribution by assuming that the Skeptic is correct. In the language of this

chapter, the sampling distribution is calculated on the assumption that the null hypothesis is true.

Recall that the observed value of the test statistic U is denoted by u and is obtained as follows:

u = x̄− ȳ.
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Because of this definition of u, we will call the test of this chapter a test based on means. In

Chapter 6 we will learn about a competitor to the test of this chapter which is a test based on

ranks.

5.3 Step 3: Calculating the P-value

In Step 2 we focus on the null hypothesis and totally ignore the alternative. In particular, it does

not matter which of the three possible alternatives (>, < or 6=) was chosen by the researcher. In

Step 3, we focus on the alternative. As a result, we must work through the details of Step 3 three

times, once for each possible alternative.

5.3.1 The P-value for the alternative >

Remember that I have invented three Dawn researchers: Dawn G.T. ; Dawn L.T. ; and Dawn N.E.

In this subsection we consider Dawn G.T. ; the version of Dawn who chose the alternative >.

The null hypothesis (Skeptic’s Argument) implies that every day the chicken response would

equal the tuna response. Yes, day-to-day responses could vary. But if the null is correct then in the

clone-enhanced study the total (or the mean) number of treats eaten at the end of 20 days would

be exactly the same on the two treatments. If, however, the alternative > is true, then in the clone-

enhanced study at the end of the 20 days the number (mean) of chicken treats eaten would be larger

than the number (mean) of tuna treats eaten.

Of course, Dawn could not perform the clone-enhanced study. What Dawn could perform was

her actual study. In her actual study—I like to use the colorful language of sports here—chicken

defeated tuna by 2.2 treats. Intuitively, the fact that chicken won its actual game with tuna provides

evidence that chicken would have won the clone-enhanced study. In other words, intuitively, the

actual study provides evidence in support of the > alternative.

Now we get to the key question: How strong is this evidence in support of >? We answer this

question in two parts.

Recall that one of the big ideas of Statistics is to evaluate what actually happened by consider-

ing everything that could have happened. Recall, also, that when I type everything that could have

happened I am referring to all the possible assignments that could have arisen from the process of

randomization. We looked at this issue in Chapters 3 and 4 by looking at the sampling distribution

of the test statistic U .

So, the first thing (part) we do is list all the possible values of the test statistic U . It can be

shown that the possible values of U are:

−3.8,−3.6, . . . ,−2, 4,−2.2,−2.0, . . . , 0, . . . , 2.0, 2.2, 2.4, . . . , 3.8.

Before I continue let me make a few comments about this list.

1. The ability to determine all possible values of U will not be helpful in this course. Thus, I

won’t explain how I created this list of values.
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2. Our simulation experiment, reported in Table 4.1 on page 76, obtained almost all of the

values I list above. Indeed, it missed only the values: −3.8, 3.4, 3.6 and 3.8. Because

the simulation experiment yielded the values −3.4 and −3.6, we could have inferred the

existence of the values 3.4 and 3.6 because of symmetry.

3. As we will see below, our argument for finding the P-value does not require us to know all

possible values of U . But knowing them all helps me to motivate the formula for finding the

P-value.

As stated earlier, the actual u = 2.2 provides evidence in support of >. Think of my sport’s

language: In the actual study, chicken defeated tuna by 2.2 treats. If chicken had won the game by

2.4 or 2.6 or . . . or 3.8 treats, then the evidence in support of > would be stronger than the actual

evidence. By similar reasoning, if chicken had won the game 2.0, 1.8, . . .−3.8, then the evidence

in support of > would be weaker than the actual evidence. (Note the absurdity of language of

saying that chicken won the game by a negative amount; winning by a negative amount is more

commonly referred to as losing, but my point remains valid. The evidence for > provided by any

negative value of u would be weaker than the evidence for > provided by the actual positive u.)
To summarize the above, the event (U ≥ 2.2) consists of all assignments that would give

evidence in support of > that is equal to or stronger than the evidence in support of > provided

by the actual study.

All that remains is to calculate the proportion of assignments that give (U ≥ 2.2). This, of
course, is called the probability of (U ≥ 2.2): P (U ≥ 2.2). This probability is called the P-value

for our test of hypotheses and the alternative >.

Let’s pause for a moment before we proceed. You might be thinking,

I have learned the formula for the P-value in one very specific situation: Dawn’s data

with the alternative >. (Big deal!)

In fact, you have learned much more, although it remains for me to tell you. What you have learned

is themeaning of the P-value. This meaning is true in every statistical analysis of data. Every

analysis in this course and beyond. So what is the meaning?

The P-value measures the probability—calculated under the assumption the null hy-

pothesis is true—of obtaining the evidence actually obtained or stronger evidence

in support of the alternative.

Note that we always talk about evidence in support of the alternative; we never talk about evidence

in support of the null. There is no need to evaluate evidence in support of the null because we

begin our analysis assuming the null is true. Here is an analogy: In a felony case, there is no need

to provide evidence of innocence, only of guilt, because the trial begins with the assumption that

the defendant is innocent.

Let’s consider some extreme possibilities for the P-value.

1. Suppose that the P-value is really close to zero, say, one in a billion. This means that the

evidence in the data for the alternative is very strong in the sense that only one in a billion
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assignments would yield the same or stronger evidence. In the face of such a small P-value,

one can cling to the Skeptic being correct only if one believes that something incredibly

unlikely occurred in the study. Personally, I would always reject the null hypothesis with

such a small P-value. I have never met a statistician or a scientist who would admit to

disagreeing with me.

2. Suppose that the P-value is close to one, say, 0.90. This means that the evidence in the data

for the alternative is quite weak in the sense that 90% of the assignments would yield the

same or stronger evidence. Given our preference—because of Occam’s Razor—for the null

hypothesis, nobody would ever suggest rejecting the null hypothesis for such a large P-value.

I hope that the above two examples are helpful, but I must admit—as you have no doubt noticed—

there is a lot of territory between one in a billion and 0.90! Thus, we will need to consider in more

detail how to interpret a P-value. This will come later.

We have spent a great deal of time finding the formula for the P-value for the alternative > for

Dawn’s CRD. Fortunately, the ideas above can be generalized easily to any CRD with a numerical

response. In the general case, the value 2.2 for u simply is replaced by the actual value of u. Thus,
for example, in Kymn’s study we replace 2.2 by her actual u = 7.2; in Sara’s study we replace 2.2
by her actual u = 8.700; and in Cathy’s study we replace 2.2 by her actual u = 5.00.

We have the following general rule for computing the P-value.

Result 5.1 For the alternative µ1 > µ2, the P-value is equal to

P (U ≥ u) (5.1)

In this equation, remember that u is the actual observed value of the test statistic.

Let’s apply Equation 5.1 to our four CRDs. We do this even though only Dawn G.T. and Kymn

chose the alternative >. All of the studies have the potential to provide us with practice at using

Equation 5.1.

1. For Dawn’s CRD, the P-value for > is P (U ≥ 2.2). I don’t know this number. Following

our work in Chapter 4, we will approximate this by its relative frequency in our computer

simulation experiment.

• For my original 10,000 rep simulation experiment, the approximate P-value, 0.0198, is

presented in Table 4.2 on page 76. In addition, in the first bullet in the list beginning on

page 78, I show that we can be nearly certain that the exact P-value is between 0.0156

and 0.0240.

• For my extended, 100,000 rep, simulation experiment referenced on page 79, I obtained

the approximate P-value 0.01879. In addition, I am nearly certain that the exact P-value

is between 0.01750 and 0.02008.

2. For Kymn’s CRD, the P-value for > is P (U ≥ 7.2). It is particularly easy to obtain this P-

value because 7.2 is the largest possible value of U and it is obtained by only one assignment.

Thus, the exact P-value is 1/252 = 0.0040.
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3. For Sara’s CRD, the P-value for > is P (U ≥ 8.7). I don’t know this number. Following

our work in Chapter 4, we will approximate this by its relative frequency in our computer

simulation experiment. For my 10,000 rep simulation experiment the approximate P-value,

0.0903, is presented in Table 4.3 on page 77. In addition, in the fourth bullet in the list

beginning on page 78, I show that we can be nearly certain that the exact P-value is between

0.0817 and 0.0989.

4. For Cathy’s CRD, the P-value for > is P (U ≥ 5.0). We can see from Table 3.5 on page 64

that

P (U ≥ 5.0) = P (U = 5.0) + P (U = 7.67) + P (U = 9.0) + P (U = 9.67) = 0.20.

How should you interpret the P-value? The classical approach advocated by many statisticians

is:

Reject the null hypothesis in favor of the alternative if, and only if, the P-value is less

than or equal to 0.05.

This viewpoint is reinforced by some technical language: Whenever a test yields a P-value that is

less than or equal to 0.05 we say that the data are statistically significant. If the P-value is greater

than 0.05, we say that the data are not statistically significant. We never say that the data are

statistically insignificant; statisticians are quite picky about how we negate our expressions!

A variation on the classical approach is to replace the threshold value of 0.05 by some other

value. The most popular other threshold values are 0.01 and 0.10. In fact, whenever a test yields

a P-value that is less than or equal to 0.01 we say that the data are highly statistically significant.

Statisticians’ use of modifiers in this context is restricted to highly. Perhaps you can someday

popularize some other modifiers; e.g., phatly or awesomely or Bieberly statistically significant.

For the four researchers above, we know the exact P-values for Kymn and Cathy; Kymn’s data

are highly statistically significant and Cathy’s are not statistically significant. For Dawn and Sara,

we don’t know the exact P-values, but based on the nearly certain intervals, we say that Dawn’s

data are statistically significant and Sara’s data are not statistically significant.

5.3.2 The P-value for the alternative <

There is no work to be done for the alternative < because it is mathematically equivalent to the

alternative >. Why? Well, suppose that you are using the alternative <; literally, that treatment

1 gives smaller response values than treatment 2. If you simply relabel the treatments: The old 1

[2] becomes the new 2 [1], the alternative becomes > and we can use the results of the previous

subsection. For completeness, the rule for finding the P-value is below, just in case you don’t want

to be bothered with renaming treatments.

Result 5.2 For the alternative µ1 < µ2, the P-value is equal to

P (U ≤ u) (5.2)

In this equation, remember that u is the actual observed value of the test statistic.
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I will illustrate the use of this formula for our four CRDs, despite the fact that none of the re-

searchers selected this alternative. I simply want to give you practice.

1. For Dawn’s CRD, the P-value for < is P (U ≤ 2.2). I don’t know this number. Following

our work in Chapter 4, we will approximate this by its relative frequency in our computer

simulation experiment. For my original 10,000 rep simulation experiment, the approximate

P-value, 0.9895, is presented in Table 4.2 on page 76. This P-value is so huge that I am

not going to bother reporting the nearly certain interval. (I did, you might recall, find it in

Chapter 4.) In addition, with such a huge approximate P-value I am not going to bother with

looking at the simulation experiment with 100,000 reps.

2. For Kymn’s CRD, the P-value for < is P (U ≤ 7.2). It is particularly easy to obtain this P-

value because 7.2 is the largest possible value of U . Thus, it is the weakest possible evidence

for <, making the exact P-value equal to 1.

3. For Sara’s CRD, the P-value for < is P (U ≤ 8.7). I don’t know this number. Following

our work in Chapter 4, we will approximate the probability of this event by its relative

frequency in our computer simulation experiment. For my 10,000 rep simulation experiment

the approximate P-value, 0.9107, is presented in Table 4.3 on page 77. This P-value is so

huge that I am not going to bother reporting the nearly certain interval. (I did, you might

recall, find it in Chapter 4.)

4. For Cathy’s CRD, the P-value for < is P (U ≤ 5.0). We can see from Table 3.5 on page 64

that

P (U ≤ 5.0) = 1− P (U > 5.0) = 1− 0.15 = 0.85.

Note that all four of these P-values are very large. This is no surprise because for every study,

u > 0. Hence, intuitively, there is extremely weak evidence in support of <.

5.3.3 The P-value for the alternative 6=

I will motivate our method for Dawn N.E. The key to our argument is: The alternative 6= is the

combination of > and <.

Recall that Dawn’s actual u equals 2.2. This positive value reflects the fact that x̄ > ȳ. Intu-
itively, any u > 0 gives stronger evidence for the alternative > than it does for the alternative <.

We know how to calculate the P-value for >; it is P (U ≥ u). Thus, for Dawn N.E. part of her

P-value is P (U ≥ 2.2).

But the idea of the P-value is to look at all possible assignments; many of these assignments

would give a value of u that is negative. In particular, I am interested in all the assignments that

give u = −2.2. Here are two facts to note about u = −2.2:

1. Because it is a negative number, the evidence it provides for the alternative < is stronger

than the evidence it provides for the alternative >.

100



2. The strength with which the value u = −2.2 supports < is exactly equal to the strength

with which the value u = 2.2 supports >.

I hope that the second of these facts is reasonable to you. (Actually proving it is beyond the scope

of these notes; I just want it to make sense to you.) If not, consider the following argument.

Dawn obtained u = 2.2 because x̄ = 5.1 and ȳ = 2.9. The assignments that give

u = −2.2 all have x̄ = 2.9 and ȳ = 5.1. Clearly the latter supports< with exactly the

same strength that the former supports >.

We almost have the answer. The P-value for Dawn N.E. must include P (U ≥ 2.2) as discussed
earlier. It must also include P (U = −2.2) because −2.2 provides the same strength of evidence

for 6= as u = 2.2 does. Finally, the P-value for Dawn N.E. must include P (U < −2.2) because
any u < −2.2 provides stronger evidence than u = −2.2 for the alternative < and, hence, 6=.

To summarize, for Dawn N.E. the P-value equals

P (U ≥ 2.2) + P (U ≤ −2.2).

We can approximate this sum by adding the relative frequencies of each term, which we already

did in Table 4.2 on page 76. The result is that the approximate P-value equals 0.0371. As shown

in the third bullet in the list beginning on page 78 in Chapter 4, the nearly certain interval for the

exact P-value is 0.0314 to 0.0428.

We can abstract the above argument for Dawn N.E.

Result 5.3 For the alternative 6=,

• If the actual u = 0 then the P-value equals 1.

• If the actual u > 0 then the P-value equals

P (U ≥ u) + P (U ≤ −u).

• If the actual u < 0 then the P-value equals

P (U ≤ u) + P (U ≥ −u).

• We can combine the previous two items: If the actual u 6= 0, then the P-value equals

P (U ≥ |u|) + P (U ≤ −|u|) (5.3)

Let me make a few comments on the above. If the actual u equals 0, then this is the weakest

possible evidence for the alternative of 6=. Remembering that the P-value is the proportion of

assignments that yield evidence equal to or stronger than the actual evidence, the P-value must

be 1 and no computations are required. Three versions of the situation for u 6= 0 are presented

in Figure 5.1. I will end this subsection by finding the P-value for the alternative 6= for our three

remaining CRDs.

101



Figure 5.1: The P-value for the alternative 6= for u 6= 0.

u > 0:

−u 0 u

-�

P (U ≥ u)P (U ≤ −u)

u < 0:

u 0 −u

-�

P (U ≥ −u)P (U ≤ u)

u 6= 0:

−|u| 0 |u|

-�

P (U ≥ |u|)P (U ≤ −|u|)

1. For Kymn’s CRD, the P-value for 6= is P (U ≥ 7.2) + P (U ≤ −7.2). This value is 2/252 =
0.0079. The data are highly statistically significant.

2. For Sara’s CRD, the P-value for 6= is P (U ≥ 8.7) + P (U ≤ −8.7). We can approximate

this sum by adding the relative frequencies of each term, which we already did in Table 4.3

on page 77. The result is that the approximate P-value equals 0.1824. As shown in the last

bullet in the list beginning on page 78 in Chapter 4, the nearly certain interval for the exact

P-value is 0.1708 to 0.1940. These data are not statistically significant.

3. For Cathy’s CRD, the P-value for 6= is P (U ≥ 5.0) + P (U ≤ −5.0). We can see from Ta-

ble 3.5 on page 64 that this probability equals 2(0.20) = 0.40. These data are not statistically
significant.

5.3.4 Some Relationships Between the Three P-values

Let me reiterate: The researcher selects one alternative before collecting data and, thus, obtains one

P-value, be it approximate or exact. That being said, there is insight to be gained by considering

the P-values for all three possible alternatives. I will do this in this subsection. Also, I have a

few remarks about symmetry. Note that all of my comments and results below are for the exact

P-values. This means that these comments and results are approximately true for approximate

P-values.

Suppose that we add the P-value for > to the P-value for <; from Results 5.1 and 5.2, we get:

P (U ≥ u) + P (U ≤ u) = 1 + P (U = u), (5.4)

because the sum includes the assignments that give (U = u) twice and all other assignments once.

Equation 5.4 implies that at least one of these P-values must exceed 0.5000; in words, at least one
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of these P-values must be very large. This is no surprise; if u > 0 [u < 0] then the P-value for <
[>] must be large.

Note that many books state that these two P-values add to one. Literally, this is an incorrect

statement, but for studies with large n it usually is a good approximation.

I won’t prove the facts below and I encourage you simply to accept them. If you want to prove

them and have difficulty, contact your instructor or TA. I am not trying to make this into a math

class; I simply want you to have a better understanding of P-values.

If the three P-values are different numbers, then the alternative 6= never gives the smallest of

the three. It might be the largest or the middle value, but is never the smallest. Curiously, the

following is possible:

If the P-values are two distinct numbers, say b, b and c, then it must be the case that

b < c and the P-value for 6= could be b or c. (See the different result below if the

distribution of U is symmetric.)

The effect of symmetry. We get better results (easier to interpret and understand) if the sampling

distribution ofU is symmetric around 0. We saw in Result 3.2 on page 65 that if a CRD is balanced,

n1 = n2, then the sampling distribution of U is symmetric around 0. In math language, balance is

sufficient for symmetry. It turns out that balance is not necessary for symmetry, but we won’t try

to characterize the situations that yield symmetry.

We need to separate results for the cases where u = 0 and u 6= 0.

• For u = 0, the P-values for > and < are equal and both are larger than 0.5000. Also both

are smaller than 1, except in the trivial case when P (U = 0) = 1, which makes all three

P-values equal to 1. (Think about what it means if P (U = 0) = 1.)

We already know that the P-value for 6= is 1.

• For u 6= 0, define:

b = P (U ≥ u); c = P (U ≤ u); and d = P (U ≥ |u|) + P (U ≤ −|u|).

We see that b, c and d are the P-values for >, < and 6=, respectively.

1. If u > 0: We have b ≤ 0.5 < c and, by symmetry, d = 2b.

2. If u < 0: We have c ≤ 0.5 < b and, by symmetry, d = 2c.

In view of these last two items, you may have realized the following.

Let’s look at the approximate P-value for Dawn N.E. based on my simulation experiment with

10,000 reps. As shown above, it is equal to 0.0371 with a nearly certain interval of [0.0314, 0.0428].
Now, let’s look at the approximate P-value for Dawn G.T. based on the same simulation experi-

ment. As shown above, it is equal to 0.0198 with a nearly certain interval of [0.0156, 0.0240]. But
from the above, the exact P-value for > is equal to one-half of the exact P-value for 6=. Thus, we
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could simply halve our answer for 6= to obtain an answer for >. If we do this, our approximation

is 0.0371/2 = 0.01855, with nearly certain interval

[0.0314/2, 0.0428/2] = [0.0157, 0.0214].

We see that by making use of the symmetry in the problem, we can obtain a more precise ap-

proximation for the P-value for > (the value of h decreases from 0.0042 to 0.00285, a substantial

change).

We have much material to cover in a short time. As a result, I have chosen not to make you

responsible for using this improvement.

5.4 Computing

There is a website that will perform our simulation experiment, but it gives limited output. Begin

by going to a familiar site:

http://vassarstats.net.

This is a good time for you to remember my suggestion that you use Firefox, Safari or Chrome as

your web browser. (In truth, I can only testify that Firefox works; I have tried neither Safari nor

Chrome.) I do know from personal experience that Windows Explorer did not work for me.

When you get to the vassarstats website you will see a list of options in a column on the left

of the page. Click on Miscellanea, the penultimate item in the list. This action takes you to a new

page which gives you a choice of three options; select the second one: Resampling Probability

Estimates for the Difference Between the Means of Two Independent Samples. This selection

takes you to another page which asks you for input.

I don’t want this presentation to be too general, so let’s proceed with a specific example: I will

illustrate the use of this site using Dawn’s study of her cat.

The page requesting input states:

Please enter the size of sample A.

In the box below this request, enter the value of n1, which is 10 for Dawn’s study. After I type 10

I click on the box OK. This takes me to a new page, which states:

Please enter the size of sample B.

In the box below this request, enter the value of n2, which is 10 for Dawn’s study. After I type 10

I click on the box OK.

Now that I have entered my two sample sizes, the site takes me to a page with lots of informa-

tion, with the heading:

Resampling Probability Estimates
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followed by four bullets of information.

The first two bullets explain how to proceed; I will paraphrase these below. The third bullet

presents a Caveat which you may ignore. (The programer’s comments concern using the site

for population-based inference and they are not relevant for our current randomization-based

inference.) The fourth bullet provides us with a familiar equation that we first saw in Formula 3.2

in Chapter 3. This bullet tells us that the total number of possible assignments for Dawn’s study is

184,756.

Now I have some bad news for you. The site requires you to enter the data by typing; i.e.,

cutting-and-pasting is not possible. Thus, I proceed to enter Dawn’s 20 observations into the site.

After entering the 20 numbers, I click on the box labeled Calculate. This action creates quite a lot

of output which we will now examine.

• The site gives us the means of each data set: x̄ = 5.1 and ȳ = 2.9. This provides a partial
check that I entered the data correctly.

• The site gives us u = x̄−ȳ = 2.2, which is callsMa−Mb. (Alas, my kingdom for universally

accepted notation!)

• The site gives us several items that you should ignore: t, df and two proportions that are

one-tailed and two-tailed P-values for something called a t-test. The df is short for degrees

of freedom and if you recall our definition of degrees of freedom in Chapter 1, you know

that each sample has 9 degrees of freedom. As we will learn later in these notes, degrees

of freedom often add, as they do here to give 9 + 9 = 18. The P-values are appropriate for
population-based inference.

So far, the site has not done anything to make me excited. I already knew how to obtain x̄, ȳ and

u. For excitement, scroll down to the box labeled:

Resample ×1000.

I click on this box exactly ten times. (Channeling the hand-grenade scene in Monty Python and

the Holy Grail, not nine times; not 11 times; exactly 10 times.) After all this clicking, I obtain the

following information:

Under the heading Probabilities estimated via resampling, there are two P-values:

0.0173 for one one-tailed and 0.0372 for two-tailed. I also am told that the number of

resamplings—as we would say, the number of reps—equals 10,000.

If you are mimicking my actions on your own computer—as I hope you are—then you likely

obtained numbers different from my 0.0173 and 0.0372. For example, I repeated the above steps

and obtained 0.0170 and 0.0372. A third 10,000 rep simulation yielded, for me, 0.0169 and 0.0366.

The one-tailed P-value, 0.0173 (let’s focus on my first set of values), is the approximate P-value

for >. The two-tailed P-value, 0.0372, is the approximate P-value for 6=. These are comparable to

the values, 0.0198 and 0.0371, respectively, that I obtained usingMinitab. I trust Minitab, whereas,

to me, the vassarstats site is totally a black box. Thus, the fact that the latter’s values are similar to

Minitab’s values makes me feel a bit better about recommending you use vassarstats.
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Note that the vassarstats site does not give a P-value for the alternative < for Dawn’s study.

I imagine that the reason for this programming decision is: because u is positive, we know that

the P-value for < will be very large. In fact, I have experimented with the vassarstats site and

determined that its output obeys the following rule:

• If u > 0, the one-tailed approximate P-value is for the alternative>. No approximate P-value

is given for the alternative <.

• If u < 0, the one-tailed approximate P-value is for the alternative<. No approximate P-value

is given for the alternative >.

In my experimentation with this site, I turned to the issue of what happens when u = 0. I

am very distressed with my findings. In particular, if u = 0 the vassarstats website’s one-tailed

answer is wrong! These are harsh words. I don’t like to say that an approximation is wrong, but

theirs is, as I will now demonstrate.

Basically, you may enter any data you want into the site, provided u = 0. I modified Dawn’s

data by switching the 7 and the 8 from treatment 1 to treatment 2 and a 1 and a 3 from treatment 2 to

treatment 1. For these modified data, x̄ = ȳ = 4.0 and u = 0, values all verified by the vassarstats
site. Let’s summarize what we know must be true about the P-values for these modified data.

• Because u = 0 we know that the two-tailed P-value is exactly 1.

• The P-value for > [<] is P (U ≥ 0) [P (U ≤ 0)]. By symmetry (Result 3.2 on page 65),

we know that these probabilities are identical and that both are larger than 0.5 (follows from

Equation 5.4 on page 102).

Thus, as a practical matter, we don’t need to approximate the P-value; we know it is large.

I used the vassarstats site to perform a 10,000 rep simulation experiment. The site gave me one

for the approximate two-tailed P-value (correct answer), but it gave me 0.0761 for the one-tailed

P-value (horribly wrong answer)!

5.4.1 A Final Comment

In the Practice Problems and Homework I want you to use the vassarstats site as detailed above to

obtain approximate P-values for two of the three possible alternatives. I will not give you any data

sets that have u = 0, first because we don’t need to approximate the P-value in this situation and,

second, because the vassarstats answer for one-tailed is wrong, as demonstrated above.

Not surprisingly, I have some misgivings about teaching you to use a site that, on occasion

anyways, gives horribly wrong answers. Teachers are not supposed to do this! How can I justify

my action? Below are my reasons.

1. I don’t have time to teach you Minitab—or any other statistical software package—unless

I delete several topics that I don’t want to delete. I could let simulation experiments be

something magical that only I can obtain, but I don’t want to do that. I want you to be able

to obtain some answers. As best I can tell, vassarstats fails only when u = 0. If I discover
that the site is more flawed than that, I will reconsider my presentation of this material.
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2. Stating the obvious, in the modern world we routinely obtain answers from computers and

(supposedly) trust them. (Well, we don’t trust what people write unless we are hopelessly

naive. But, in my experience, people trust computations. After all, they are called comput-

ers.) I choose to believe that I am doing you a service by giving you a concrete example of

an error on a site. Ideally, this will motivate you to challenge answers that you obtain. For

example, once you have more experience with P-values, you should realize immediately that

the answer 0.0761 above is ridiculous for u = 0.

3. I would appreciate your feedback, via email, on this issue.
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5.5 Summary

There are three steps to any statistical test of hypotheses.

1. Step 1: Choice of hypotheses.

2. Step 2: The test statistic and its sampling distribution.

3. Step 3: Calculating the P-value.

These three steps will be revisited many times in these Course Notes for different situations in

science and Statistics.

There are always two hypotheses: the null, H0, and the alternative, H1. These must be spec-

ified by the researcher before any data are collected. Specified is a bit misleading, because the

researcher’s options are usually limited. For example, for the test of this chapter, there is only one

possibility for the null and only three possibilities for the alternative.

Compared to the alternative, the null hypothesis provides a simpler model for reality. Thus,

following Occam’s Razor, every statistical test of hypotheses begins with the assumption that the

null is true. After data are collected and analyzed, the researcher will decide to either: reject the

null hypothesis in favor of the alternative, or fail to reject the null hypothesis in favor of the

alternative.

Throughout Part I of these Course Notes the null hypothesis is that the Skeptic is correct. Some

foundation is required before I can specify the alternative.

As we know, in a CRD the goal is to compare how the two treatments influence the responses of

the n units being studied. Most of the CRDs we have considered in exposition, Practice Problems

or Homework have been balanced: equal numbers of units are assigned to each treatment. It seems

reasonable for the purpose of comparison, that it is a good idea to give each treatment the same

number of opportunities to perform. Indeed, there are various mathematical results that say, in

certain circumstances, balance is the best way to compare two treatments. We are not, however,

interested in exploring this topic mathematically.

It is useful to consider the most extreme departure from balance that is possible; namely, as-

signing all units to the same treatment. There are, of course, two ways to do this: AT-1 assigns all

units to treatment 1 and AT-2 assigns all units to treatment 2. Suppose that all units are assigned to

treatment 1; define µ1 to equal the mean response over all n units. Similarly, suppose that all units

are assigned to treatment 2; define µ2 to equal the mean response over all n units.

We invent the fanciful clone-enhanced study in which each unit is cloned and one version of

each unit is assigned to each treatment. If we could perform the clone-enhanced study, then we

would be performing both AT-1 and AT-2 and, hence, we could compute the values of µ1 and µ2.

It is easy to see that if the Skeptic is correct, then µ1 = µ2. In fact, if the Skeptic is correct

we can compute this common value—just calculate the mean response of all units ignoring the

treatment—but we have no interest in this. If the Skeptic is incorrect, I demonstrate in Table 5.3 on

page 90 that anything is possible: µ1 can be smaller than, equal to or greater than µ2. The situation

in which the Skeptic is incorrect and µ1 = µ2 is vexing. Here is why.

The Skeptic being incorrect implies that for some units the treatment does influence the re-

sponse. The equality of µ1 and µ2 implies that for all of the units studied, on average, the two
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treatments give the same responses. In other words, it must be the case that treatment 1 is superior

to treatment 2 for some units, while the reverse is true for other units. Sadly, there is no way to

distinguish between these two situations with our CRDs.

Of particular interest to us are the alternatives with a constant treatment effect, as defined in

Definition 5.1.

There are three choices for the alternative hypothesis: µ1 > µ2; µ1 < µ2; and µ1 6= µ2. For

brevity, these are referred to as the alternatives >, < and 6=, respectively. These abbreviations

should cause no difficulty, as long as you remember that µ1 always appears to the left of µ2.

After specifying the hypotheses; i.e., choosing the alternative from the options >, < and 6=, it

is time for Step 2: The Test Statistic and Its Sampling Distribution. Step 2 is big and we covered it

in Chapters 3 and 4.

Finally, there is Step 3: Calculating the P-value. We derive three formulas for calculating the

P-value, one for each choice of alternative. In the formulas below, remember that u denotes the

observed value of the test statistic for the actual data obtained in the CRD.

1. For the alternative µ1 > µ2, the P-value is

P (U ≥ u).

2. For the alternative µ1 < µ2, the P-value is

P (U ≤ u).

3. For the alternative µ1 6= µ2, obtaining the P-value is bit tricky.

• If u = 0 then the P-value equals one.

• If u > 0, then the P-value equals

P (U ≥ u) + [P (U ≤ −u).

• If u < 0, then the P-value equals

P (U ≤ u) + [P (U ≥ −u).

• These last two rules can be combined into one. For u 6= 0 the P-value equals

P (U ≥ |u|) + P (U ≤ −|u|).

A nice feature of this last version of the rule is that it reminds us that for the alternative

µ1 6= µ2, the sign of u does not matter; only its magnitude.
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Table 5.4: Frequency Table for u for the 252 possible assignments for Kymn’s Study.

u Freq. u Freq. u Freq. u Freq. u Freq. u Freq.

−7.2 1 −4.8 3 −2.4 10 0.4 12 2.8 10 5.2 4

−6.8 1 −4.4 5 −2.0 8 0.8 10 3.2 8 5.6 3

−6.4 1 −4.0 8 −1.6 14 1.2 13 3.6 6 6.0 1

−6.0 1 −3.6 6 −1.2 13 1.6 14 4.0 8 6.4 1

−5.6 3 −3.2 8 −0.8 10 2.0 8 4.4 5 6.8 1

−5.2 4 −2.8 10 −0.4 12 2.4 10 4.8 3 7.2 1

0.0 16 Total 252

5.6 Practice Problems

1. The purpose of this question is to reinforce the ideas that were illustrated in Table 5.3. First,

I present artificial data from a balanced CRD with a total of eight units:

Unit: 1 2 3 4 5 6 7 8

Treatment: 1 2 2 1 2 1 2 1

Response: 22 14 18 22 10 18 26 14

Next, I present the (largely unknown) results that would be obtained for the clone-enhanced

version of this study. Note that there are eight question marks in this table, one for each unit

because we don’t know how the clones would respond!

Unit: 1 2 3 4 5 6 7 8 Mean

Response on Treatment 1: 22 ? ? 22 ? 18 ? 14 x̄ = 19
Response on Treatment 2: ? 14 18 ? 10 ? 26 ? ȳ = 17

(a) Complete the data table above for the clone-enhanced study on the assumption that the

Skeptic is correct.

(b) Complete the data table above for the clone-enhanced study on the assumption that

Skeptic is incorrect and there is a constant treatment effect that is equal to 10.

2. Refer to HS-1 in this chapter; its artificial data are presented in Table 5.1 on page 88. I want

to use this study of headaches to explore choosing the alternative hypothesis by using the

Inconceivable Paradigm, which was presented in Definition 5.2 on page 94.

(a) Suppose that drug A (treatment 1) is actually an extra-strength version of drug B (treat-

ment 2). In addition, suppose that the researcher believes it is inconceivable that the

extra-strength version is inferior to the regular version.

Given these two suppositions, determine the researcher’s choice for the alternative hy-

pothesis.
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(b) Suppose that drug A is a placebo (which violates my earlier story; sorry) and that B is

an active drug. In addition, suppose that the researcher believes it is inconceivable that

a placebo is superior to drug B.

Given these two suppositions, determine the researcher’s choice for the alternative hy-

pothesis.

3. The purpose of this problem is to give you practice using the three rules for computing

the P-value. In Chapter 3, I presented the distribution of the values of u for the 252 possible

assignments for Kymn’s study of rowing; for convenience, I have reproduced this distribution

in Table 5.4. For parts (a)–(c) below, forget that Kymn’s actual u equals 7.2. Instead, use the

different values of u I specify and Table 5.4 to find the various P-values.

(a) For the alternative>, find the exact P-value for each of the following three values of u:
6.8, 5.6 and 4.0.

(b) For the alternative<, find the exact P-value for each of the following three values of u:
−6.4, −5.2 and −2.8.

(c) For the alternative 6=, find the exact P-value for each of the following three values of

|u|: 5.6, 5.2 and 2.8.

4. In the lone Practice Problem of Chapter 4 (Section 4.6) I introduced you to Doug’s study of

the dart game 301. Please read about the study again now. Remember that smaller response

values correspond to better outcomes for Doug. Doug’s summary statistics included:

x̄ = 18.60 and ȳ = 21.20, giving u = 18.60− 21.20 = −2.60.

In Chapter 4, I reported the following results from a simulation with 10,000 reps that I

performed using Minitab:

r.f. (U ≤ −2.60) = 0.0426; and r.f. (U ≥ 2.60) = 0.0418.

I entered the Doug’s 40 responses into the vassarstats website and had it perform a simula-

tion with 10,000 reps; I obtained the output below:

one-tailed P-value = 0.0433; two-tailed P-value = 0.0836.

(a) Imagine you are back in time with Doug before he collected his data. Doug says, “It is

inconceivable that my throwing bar darts will yield better results than my throwing my

personal darts.”

Which alternative should Doug choose?

(b) Consider the alternative <.

i. What is the approximate P-value based on my Minitab simulation?

ii. What is the approximate P-value based on the vassarstats simulation?
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iii. Compare these two approximations. You don’t need to compute any nearly certain

intervals; simply tell me what you think.

(c) Consider the alternative >.

i. What is the approximate P-value based on my Minitab simulation?

ii. What is the approximate P-value based on the vassarstats simulation?

iii. Compare these two approximations. You don’t need to compute any nearly certain

intervals; simply tell me what you think.

(d) Consider the alternative 6=.

i. What is the approximate P-value based on my Minitab simulation?

ii. What is the approximate P-value based on the vassarstats simulation?

iii. Compare these two approximations. You don’t need to compute any nearly certain

intervals; simply tell me what you think.

5.7 Solutions to Practice Problems

1. (a) There is only one possible way to make the Skeptic correct; it is:

Unit: 1 2 3 4 5 6 7 8 Mean

Response on Treatment 1: 22 14 18 22 10 18 26 14 µ1 = 18
Response on Treatment 2: 22 14 18 22 10 18 26 14 µ2 = 18

(b) There is one possible correct answer; it is:

Unit: 1 2 3 4 5 6 7 8 Mean

Response on Treatment 1: 22 24 28 22 20 18 36 14 µ1 = 23
Response on Treatment 2: 12 14 18 12 10 8 26 4 µ2 = 13

2. (a) The researcher believes it is inconceivable that the numbers on treatment 1 will be

larger than those on treatment 2; thus, > is inconceivable. The researcher’s choice for

the alternative is <.

(b) The researcher believes it is inconceivable that the numbers on treatment 1 will be

smaller than those on treatment 2; thus, < is inconceivable The researcher’s choice for

the alternative is >.

3. (a) For u = 6.8, the exact P-value is P (U ≥ 6.8). From Table 5.4 we find:

Frequency (U ≥ 6.8) = 1 + 1 = 2.

Dividing by the total number of possible assignments, 252, we obtain

P (U ≥ 6.8) = 2/252 = 0.0079.
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For u = 5.6, the exact P-value is P (U ≥ 5.6). Mimicking what I did above,

Frequency (U ≥ 5.6) = 3 + 1 + 1 + 1 + 1 = 7.

Dividing by the total number of possible assignments, 252, we obtain

P (U ≥ 5.6) = 7/252 = 0.0278.

For u = 4.0, the exact P-value is P (U ≥ 4.0). Mimicking what I did above,

Frequency (U ≥ 4.0) = 8 + 5 + 3 + 4 + 3 + 1 + 1 + 1 + 1 = 27.

Dividing by the total number of possible assignments, 252, we obtain

P (U ≥ 4.0) = 27/252 = 0.1071.

(b) For u = −6.4, the exact P-value is P (U ≤ −6.4). From Table 5.4 we find:

Frequency (U ≤ −6.4) = 1 + 1 + 1 = 3.

Dividing by the total number of possible assignments, 252, we obtain

P (U ≤ −6.4) = 3/252 = 0.0119.

For u = −5.2, the exact P-value is P (U ≤ −5.2). Mimicking what I did above,

Frequency (U ≤ −5.2) = 1 + 1 + 1 + 1 + 3 + 4 = 11.

Dividing by the total number of possible assignments, 252, we obtain

P (U ≤ −5.2) = 11/252 = 0.0437.

For u = −2.8, the exact P-value is P (U ≤ −2.8). Mimicking what I did above,

Frequency (U ≤ −2.8) = 1 + 1 + 1 + 1 + 3 + 4 + 3 + 5 + 8 + 6 + 8 + 10 = 51.

Dividing by the total number of possible assignments, 252, we obtain

P (U ≤ −2.8) = 51/252 = 0.2024.

(c) The easy way to solve this is to remember that because the study is balanced, the

sampling distribution of U is symmetric around 0. (Alternatively, symmetry can be

seen in Table 5.4.) Thus, for example, for any u > 0,

P (U ≥ u) = P (U ≤ −u).
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For |u| = 5.6 the P-value is

P (U ≥ 5.6) + P (U ≤ −5.6) = 2(7/252) = 7/126 = 0.0556,

from our result in (a) above.

For |u| = 5.2 the P-value is

P (U ≥ 5.2) + P (U ≤ −5.2) = 2(11/252) = 11/126 = 0.0873,

from our result in (b) above.

For |u| = 2.8 the P-value is

P (U ≥ 2.8) + P (U ≤ −2.8) = 2(51/252) = 51/126 = 0.4048,

from our result in (b) above.

4. (a) Remember that lower responses are preferred and that treatment 1 is using the personal

darts. Doug believed it is inconceivable that the responses on treatment 1 would be

larger than the responses on treatment 2. Thus, he believed that > is inconceivable; his

alternative is <.

(b) For the alternative < the P-value equals P (U ≤ −2.60).

i. Using Minitab, the approximate P-value is 0.0426.

ii. Using vassarstats, the approximate P-value is 0.0433.

iii. These approximations are very close in value. Because I trust Minitab, I now feel

better about the accuracy of vassarstats.

(c) For the alternative > the P-value equals P (U ≥ −2.60).

i. Trick question! I do not give you the appropriate relative frequency from my

Minitab simulation.

ii. The vassarstats site does not give an approximate P-value for this alternative.

iii. I cannot compare approximations that I don’t know. I will note, however, that

because u < 0, I know that the exact P-value is very large. In fact, it is likely

greater than 0.95 because of Equation 5.4 and my answers to (a).

(d) For the alternative 6= the P-value equals

P (U ≥ 2.60) + P (U ≤ −2.60).

i. Using Minitab, the approximate P-value is 0.0426 + 0.0418 = 0.0844.

ii. Using vassarstats, the approximate P-value is 0.0836.

iii. These approximations are very close in value. Because I trust Minitab, I now feel

better about the accuracy of vassarstats.
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5.8 Homework Problems

1. The purpose of this question is to reinforce the ideas that were illustrated in Table 5.3. First,

I present artificial data from an unbalanced CRD with a total of seven units:

Unit: 1 2 3 4 5 6 7

Treatment: 1 2 2 1 2 1 1

Response: 30 24 21 40 33 36 26

Next, I present the (largely unknown) results that would be obtained for the clone-enhanced

version of this study. Note that there are seven question marks in this table, one for each unit

because we don’t know how the clones would respond!

Unit: 1 2 3 4 5 6 7 Mean

Response on Treatment 1: 30 ? ? 40 ? 36 26 µ1

Response on Treatment 2: ? 24 21 ? 33 ? ? µ2

(a) Complete the data table above for the clone-enhanced study on the assumption that the

Skeptic is correct.

(b) Complete the data table above for the clone-enhanced study on the assumption that

Skeptic is incorrect and there is a constant treatment effect that is equal to −12.

2. Suppose that you are going to perform the following CRD. Your units are trials with each

trial being the toss of one dart at a standard dartboard. Your goal on each trial is to have

the dart stick in the center (bull’s eye) of the board. Your response is the distance, measured

to the nearest centimeter, that your dart lands away from the center. If you miss the board

entirely, make your best guess as to where the dart bounced off the wall—assuming you

don’t miss the wall too—and measure from your guess to the center. If your dart hits the

board, but does not stick, use the radius of the board as your response; i.e., this is worse than

any dart that sticks, but better than hitting the wall.

Your treatments are: (1) using your right hand and (2) using your left hand.

Use the Inconceivable Paradigm to obtain your choice for alternative. Briefly explain your

answer.

3. The purpose of this problem is to give you practice using the three rules for computing the

P-value. Table 4.1 in Chapter 4 presents the complete results of a simulation experiment

with 10,000 reps for Dawn’s study of her cat Bob. I have reproduced this table in Table 5.5.

For parts (a)–(c) below, forget that Dawn’s actual u equals 2.2. Instead, use the different

values of u I specify and Table 5.5 to find the approximations to the various P-values.

Use this table to obtain the approximate P-values requested below.

(a) For the alternative >, find the approximate P-value for each of the following values of

u: 2.8 and 2.4.
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Table 5.5: The results of a simulation experiment with 10,000 reps for Dawn’s study.

Relative Relative Relative

u Freq. Freq. u Freq. Freq. u Freq. Freq.

−3.6 1 0.0001 −1.2 419 0.0419 1.2 394 0.0394
−3.4 1 0.0001 −1.0 506 0.0506 1.4 315 0.0315
−3.2 3 0.0003 −0.8 552 0.0552 1.6 251 0.0251
−3.0 4 0.0004 −0.6 662 0.0662 1.8 150 0.0150
−2.8 16 0.0016 −0.4 717 0.0717 2.0 108 0.0108
−2.6 25 0.0025 −0.2 729 0.0729 2.2 93 0.0093
−2.4 45 0.0045 0.0 732 0.0732 2.4 54 0.0054
−2.2 78 0.0078 0.2 765 0.0765 2.6 23 0.0023
−2.0 113 0.0113 0.4 716 0.0716 2.8 17 0.0017
−1.8 191 0.0191 0.6 674 0.0674 3.0 8 0.0008
−1.6 240 0.0240 0.8 553 0.0553 3.2 3 0.0003
−1.4 335 0.0335 1.0 507 0.0507

(b) For the alternative <, find the approximate P-value for each of the following values of

u: −2.6, and −1.8.

(c) For the alternative 6=, find the approximate P-value for each of the following values of

|u|: 2.6 and 3.2.

4. Refer to Problem 1 of the Chapter 4 Homework (Section 4.8), a consideration of Reggie’s

dart data from Homework problems 5–7 in Chapter 1 (Section 1.8).

(a) Using the Inconceivable Paradigm, Reggie chose the alternative >. While you cannot

read Reggie’s mind, I am asking you to provide a plausible reason for his choice of >.

(b) Enter Reggie’s data (available in Chapter 1 Homework) into the vassarstats website.

Perform a simulation experiment with 10,000 reps.

i. The vassarstats site gives you two approximate P-values based on its simulation.

Match these P-values to their alternatives.

ii. In Problem 1 of the Chapter 4 Homework I reported partial results from a simula-

tion experiment with 10,000 reps that I obtained using Minitab. Use these partial

results to obtain approximate P-values for the same alternatives you used in (i).

iii. Compare your P-values in (i) and (ii). Briefly comment.
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