
Chapter 23

One Factor Analysis of Variance

This Chapter extends the results of Chapter 19 from two populations to an arbitrary number of

populations.

23.1 The Hypotheses

Chapter 19 considers the problem of comparing a numerical response from two populations. Often

in science, one wants to compare more than two populations. Let k > 2 be the (integer, of course)
number of populations to be compared.

Let’s review what we developed in Chapter 19. Our goal was to compare two populations,

denoted by population 1 and population 2. (Recall that if we want to study these populations

individually, we can use the methods presented in Chapters 17 and 18.) We denote the mean of

population 1 [2] by µ1 [µ2]. We make the decision to compare the populations by comparing their

means, either through testing or estimation.

In the current chapter we have k populations, which we call:

population 1, population 2, . . . , population k.

The means of these populations are denoted by

µ1, µ2, . . . , µk, respectively.

For testing, the null hypothesis in Chapter 19 is

H0: µ1 = µ2.

In this chapter, we generalize this null in the obvious way:

H0: µ1 = µ2 = . . . = µk.

For example, if k = 5, then our null hypothesis is

H0: µ1 = µ2 = µ3 = µ4 = µ5.

Specifying the alternative hypothesis is a bit tricky.

In Chapter 19, there were three options for the alternative hypothesis:
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Figure 23.1: The µ2 versus µ1 coordinate system.
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H1: µ1 > µ2; H1: µ1 < µ2; or H1: µ1 6= µ2.

Recall also that the first two of these sometimes are referred to as one-sided alternatives and the

last of these is the two-sided alternative.

A nice feature of the Chapter 19 problem is that because we have only two populations and two

means we can actually graph the space of possible values of the means, and I do so in Figure 23.1.

The horizontal [vertical] axis represents the possible values of µ1 [µ2].

In Figure 23.1 I have drawn the line that corresponds to our Chapter 19 null hypothesis—the

line for which µ1 = µ2. To emphasize; this line is the graph of all the pairs of means that make the

null hypothesis correct.

(Note that my drawing of the line might suggest to you that the means are restricted to be non-

negative numbers. That is not my intent. In math, lines and the coordinate system go on forever,

although they rarely (never?) do in science.)

The line µ2 = µ1 divides coordinate system into two pieces; below and to the right of the line

corresponds to µ1 > µ2; and above and to the left of the line corresponds to µ1 < µ2. This division

justifies the idea of allowing the alternative to be > or <; as well as explains why it is common to

refer to these as one-sided alternatives.

I will not draw a picture for the case when k = 3 populations are being compared. Having

lived your whole life in a three dimensional world, you know what it looks like! The idea is that

the graph of the null hypothesis, µ1 = µ2 = µ3 is a line and, in three dimensions, a line does not

divide the entire space into two pieces in any natural way.

The best we can do is to divide the non-null part of the three dimensional space of means into
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six regions:

µ1 > µ2 > µ3 µ1 > µ3 > µ2

µ2 > µ1 > µ3 µ2 > µ3 > µ1

µ3 > µ1 > µ2 µ3 > µ2 > µ1

Even the above (somewhat nightmarish) listing is not complete; for example, µ1 = µ2 > µ3 is not

part of null and would need to be included in any listing of non-null regions. I won’t attempt to list

all of the non-null regions, not because it is too difficult, but because it is tedious and not worthy

of your time. The point is: for k = 3 (or larger), there is no satisfactory way to have one-sided

alternatives.

As a result, perforce, the only alternative we consider is the rather bland:

H1: not the null.

Even this statement requires care. Again, in the case with k = 3, the null states that all three

means are equal. The alternative does not say that all three means are different; for example, if

µ1 = µ2 = 10 and µ3 = 8, then the null is false and the alternative is true, but it is not the case that
the means are three distinct numbers.

23.2 Notation for Data

We begin with the notation for the data we will collect. We will use the 25th letter of our alphabet

to denote the response; the upper case Y to denote a random variable and the lower case y to denote
a realization (observed value) of the random variable. Sadly, I will need to introduce you to the

dreaded double subscripts.

Recall that we have k populations for comparison, with k > 2. The first subscript on Y [y]
denotes the population from which it came:

• Y1 [y1] for all random variables [realizations] from the first population;

• Y2 [y2] for all random variables [realizations] from the second population;

• and so on, until we get to

• Yk [yk] for all random variables [realizations] from the kth, last, population. (Please forgive

our awkward terminology; we call the last population the kth, even if k = 3 and we get the

unusual 3th instead of the more common—and, literally, correct—third.)

The second subscript is a counter; in particular,

• Y1,1 is the first random variable to be observed from population 1;

• Y1,2 is the second random variable to be observed from population 1; and so on.

• Y2,1 is the first random variable to be observed from population 2;
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• Y2,2 is the second random variable to be observed from population 2; and so on.

• In general, Yi,j is the j
th random variable to be observed from population i.

I want to draw your attention to something above.

When it comes to notation, math-types can be incredibly lazy. Above—and in this chapter—I

will separate our subscripts by commas; this is not commonly done. Textbooks I have seen that

were written by mathematicians—and sadly, nearly all that were written by statisticians—do not

use commas; they write Y22 and Yij instead of my more cumbersome Y2,2 and Yi,j . The virtue of

their method is obvious—it is easy; appealing to the laziness that is so attractive to so many of our

species. So, why do I object and do it differently?

There is a simple reason. Suppose that k > 10 and you find the expression Y111 in one of these

books I abhor. What exactly do we have? Is it the eleventh observation from population 1? Or

the first observation from population 11? Without commas, or some other device, who knows?

In fairness—with my tongue planted firmly in my cheek—I must admit that I do not criticize

theoretical mathematicians who write Yij because, frankly, they have no intention of ever replacing

i and j with actual integers!
The next bit of notation we need is the obvious generalization of n1 and n2 from Chapter 19:

namely,

• For i = 1, 2, . . . , k, the number of observation taken from population i is denoted by ni.

This presentation is, perhaps, getting too abstract. Let me illustrate the above ideas with some

numbers. I choose to do this by taking on the role of Nature and generating data from distributions

(populations) of my choosing. I have decided to have k = 4 populations, with sample sizes

n1 = n2 = n3 = n4 = 5.

I obtained my data from the website

https://www.random.org/gaussian-distributions/

and the data are presented in Table 23.1. Let me take a few moments to explain the entries in this

table. Before I do so, I will present a restriction that I will follow in this chapter.

Note: In all examples, practice problems and homework in this chapter I will restrict attention

to the case in which all sample sizes are the same; i.e.,

n1 = n2 = . . . = nk.

This makes the presentation simpler, and gentler, which I find especially attractive for a fairly

complicated chapter that appears at the end of a long course. The results you learn in this chapter

can be extended to the (very common) situation in which the sample sizes differ, but the methods

become messier.

The portion of the table to the left of the double vertical lines presents the observations, yi,j for
the various choices of i and j. For example, reading from the table we see that the third observation

from the second population is y2,3 = 143. Next, let’s look at the right portion of the table.

624

https://www.random.org/gaussian-distributions/


Table 23.1: Generated data. The data are independent random samples from four Normal popula-

tions. The population means are µ1 = 160; µ2 = 140; µ3 = 120; and µ4 = 100. All populations
have the same variance, σ2 = 400.

j

i 1 2 3 4 5 yi,+ ȳi,· s2i (ni − 1)s2i
1 132 190 139 176 158 795 159.0 595.0 2380
2 189 139 143 139 130 740 148.0 548.0 2192
3 136 112 127 152 143 670 134.0 235.5 942
4 128 82 88 72 105 475 95.0 484.0 1936

Total − − − − − 2680 − − 7450

First, we compute the sums across each row. We obtain, for example,

y1,+ = 132 + 190 + 139 + 176 + 158 = 795.

The ‘+’ in the subscript indicates that we have summed over that subscript, in the case of this

table, over the second subscript. Next, we divide each value of yi,+ by its sample size, ni to obtain

the entries in the column headed ȳi,·. Note that when we calculate these means, we change the

second subscript from + to ·. The idea is that the bar signifies the mean, which implies that we

have summed the numbers and, hence, there is no need for the + to remind us of summing.

I admit that the notation is messy and arbitrary, which is one of the reasons I don’t like teaching

this material!

The next column presents the variance, s2i for each sample of data. You might ask, “Hey Bob,

why do you present the variances instead of the standard deviations?” This is a fair question. I

present the variances because I want the sums of squares, which appear in the last column, under

the heading

(ni − 1)s2i .

My desire for these sums of squares will be explained in the Appendix to this chapter.

Note that my use of the term sum of squares is consistent with Chapters 21 and 22, because,

for example,

(n1 − 1)s21 = (n1 − 1)

∑

(y1,j − ȳ1,·)
2

n1 − 1
=

∑

(y1,j − ȳ1,·)
2

which is the sum of squared error of the observations in the first sample.

23.3 Assumptions and the P-value

The F distribution is named in honor of Sir Ronald A. Fisher, who also gave us the test in Chapter

8. It is described at

http://en.wikipedia.org/wiki/F-distribution.
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This entry is very technical; here is what is sufficient for our purposes.

• The F distribution has a pdf that with support on the nonnegative real numbers. (This is

technical-speak for the fact that if a random variable has an F distribution, then it can never

assume negative values.)

• An F distribution has two parameters, d1 and d2; and is written F (d1, d2).

• Each parameter is called a number of degrees of freedom is equal to a positive integer.

• The order of the parameters matters; for example, the F(3,5) distribution is not the same as

the F(5,3) distribution.

If I want to refer to, say, the F(5,10) distribution, I will say,

The F distribution with its first degrees of freedom equal to 5 and its second degrees

of freedom equal to 10.

An alternative way to say this is

The F distribution with numerator degrees of freedom equal to 5 and denominator

degrees of freedom equal to 10.

The reason behind the use of the terms numerator and denominator is explained in the Appendix

at the end of this chapter.

Technical Note: If one has a random variable, call it T , whose distribution is the t-distribution
with m degrees of freedom, then its square, the random variable T 2, has the F(1,m) curve for its

sampling distribution.

If you read the caption to Table 23.1 you will know where this section is going. Below are the

mathematical assumptions that underlie the results of this chapter.

1. The data from each population are the results of observing i.i.d. trials.

2. The samples from the different populations are independent.

3. For i = 1, 2, . . . , k, the pdf of population i is the Normal curve with unknown mean µi and

unknown variance σ2. Note that the populations are allowed to have different means, but

they all must have the same variance. In the language of Chapter 19, the various populations

are congruent Normal curves.

Of these assumptions, I would state that the first two are the most important. Next comes the

assumption of a common variance in the k populations. The assumption of Normal populations

allows the mathematical statistician to conclude that an F-distribution gives exact P-values, but as

we learned in Chapter 17 quite often our approximations are good even if the population is not a

Normal curve. I am not saying that the assumption of Normal populations is totally unimportant;

rather it is complicated and subtle and beyond the scope of this one brief chapter.
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As stated earlier in this chapter, we want to test the null hypothesis:

H0:µ1 = µ2 = . . . µk,

versus the alternative:

H1: The null hypothesis is false.

The test statistic is denoted by F and takes on values f . On the assumption that the null hypoth-

esis is correct. the sampling distribution of the test statistic F is equal to the F distribution with

parameters,

d1 = k − 1, and d2 = n− k.

In the above, n denotes the total number of observations in the study. Thus, obviously,

n = n1 + n2 + . . .+ nk.

Given our earlier notation, it is natural to refer to this sum as n+. Thus, n = n+ which, given my

restriction that all ni’s equal the same number, n = kn1.

For my generated date in Table 23.1, we have

k − 1 = 4− 1 = 3 and n− k = 20− 4 = 16.

Thus, the sampling distribution of the test statistic is the F(3,16) pdf.

I am not going to give you the formula for the test statistic F . I will discuss it in the optional

Appendix at the end of this chapter, but feel free to ignore that material. I will say, however, that

we obtain the P-value by calculating the area to the right of the observed value f . Note that I am
giving you only one rule for finding the P-value, not the three rules that have been so popular in

these notes. The reason? The rule is a function of the choice of alternative and in this chapter there

is only one allowable choice for the alternative. Hence, one rule.

I will illustrate these ideas with the generated data in Table 23.1.

Because I don’t give you the formula for the test statistic F, I need to give you a website that

will do the computations for you. Fortunately, you are familiar with the website; it is our old friend

vassarstats:

http://vassarstats.net/

Please go to the vassarstats website. In the left margin, locate the item ANOVA (fourth from the

bottom of the list) and click on it. This action will take you to a new page; click on the first item

listed:

One-Way ANOVA for up to five samples.

Stating the obvious, you will note that if you have a value of k that exceeds five, then you will not

be able to use vassarstats.

After the aforementioned clicking you will be taken to a page headed

One-Way Analysis of Variance for Independent or Correlated Samples.
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Table 23.2: Vassarstat’s ANOVA Summary for the generated data presented in Table 23.1. (Slightly

edited.)

ANOVA Summary

Source SS df MS F P-value

Treatment 11,710 3 3,903.33 8.38 0.0014
Error 7,450 16 465.62
Total 19,160 19

Scroll down to the box labeled Setup. In the box labeled Number of samples in analysis type the

value of k. Because I plan to illustrate the site with my generated data, I type ‘4.’ Next, I click on

the box labeled Independent Samples and I am ready to enter my data!

After entering my data, I clicked on Calculate and lots of numbers appear! Some of the num-

bers are familiar to you, because you saw them in Table 23.1:

The various values of sample sizes (ni = 5), totals (yi,+), means (ȳi,·) and variances

(s2i ).

Scrolling farther down, we find what vassarstats labels the ANOVA Summary and what has tradi-

tionally been called the ANOVA Table. The ANOVA Summary is reproduced in Table 23.2.

We see that the observed value of the test statistic is 8.38. The P-value is the area under the

F(3,16) pdf to the right of 8.38; vassarstats tells us that this area is 0.001413.

For completeness, let me provide you with two websites that will compute areas under an F

pdf. The first is an option on an old friend of ours:

http://stattrek.com/online-calculator/f-distribution.aspx.

(We use stattrek for binomial, Poisson and t curve probabilities.) The second option is:

http://www.danielsoper.com/statcalc3/calc.aspx?id=39

Both of these sites have the annoying feature of giving areas to the left; this is strange because

statisticians (almost) always want areas to the right! In any event, if you go to either of these sites

and type 3 and 16 for the degrees of freedom (Be careful! Don’t reverse them) and f = 8.38
(x = 8.38 on the second site), the site will give you the area under the F(3,16) curve to the left of

8.38. The stattrek site gives the answer 0.999 and the daniel . . . site gives the much more precise

value 0.99858741. If you subtract either of these from one—to convert area to the left to area to

the right—you will obtain, except for round-off error, the P-value given by vassarstats.

23.4 Estimation after Testing

I will continue to use our artificial data to illustrate the various confidence interval formulas.
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Figure 23.2: The Four Sample Means for the Generated Data in Table 23.1. Recall that ȳ1,· = 159;
ȳ2,· = 148; ȳ3,· = 134; and ȳ4,· = 95.
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The picture, and variations on it, in Figure 23.2 will prove useful in this chapter. We now have

a visual representation of the relative sizes of the four sample means.

One of the major advantages of analyzing artificially generated data is that we can play the

roles of both researcher and Nature. As Nature, I know the population means:

µ1 = 160;µ2 = 140;µ3 = 120; and µ4 = 100.

Thus, we can see that the sample means overestimate the population means in populations 2 and 3,

and underestimate the population means in populations 1 and 4, although the discrepancy in pop-

ulation 1 seems trivial.

Researchers sometimes overlook the importance of the sample variances. As Nature, I know

that the population variance is σ2 = 400 in every population, but the sample variances:

s21 = 595; s22 = 548; s23 = 235.5; and s24 = 484,

seem to vary wildly. The variation seems less wild if we switch to our favored standard deviations:

s1 = 24.4; s2 = 23.4; s3 = 15.3; and s4 = 22.0.

The mathematical justification for our analyses relies on the assumption that all k populations have

a common value for the population variance. This is troublesome for researchers for two reasons:

1. As this example illustrates, even when the assumption is true, the sample variances fre-

quently will appear to be wildly different.

2. While there is a formal hypothesis test for the null hypothesis that the population variances

have a common value—called a chi-squared test—the P-values from this test are notoriously

inaccurate if the populations are not Normal curves.

23.4.1 Confidence Intervals for a Population Mean

This subsection sounds like something you learned in Chapter 17; it is, with a new twist.
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Let’s consider the first population. As a researcher, we know that it has an unknown mean,

denoted by µ1. We have five observations from this population, with values given in Table 23.1;

reproduced, and sorted, below:

132, 139, 158, 176, 190.

Recall also our summary statistics:

n1 = 5, ȳ1,· = 159 and s1 = 24.4.

With n1 − 1 = 5 − 1 = 4 degrees of freedom, the values of t∗ for 95% and 99% confidence are

2.776 and 4.604, respectively. Thus, the 95% confidence interval estimate of µ1 is

159.00± 2.776(24.4/
√
5) = 159.00± 30.29.

Similarly, the 99% confidence interval estimate of µ1 is 159.00± 50.24.
Although it is difficult to tell what anything means with generated data, it does seem that these

half-widths, 30.29 and 50.24, are extremely large. This turns out not to be a problem because

nobody actually uses the method I just showed you!

Looking at Table 23.1 again, we see that my intervals above are based on using

s1 =
√

s21 =
√
595 = 24.4

as our estimate of the population standard deviation σ.
Now we come to the key point.

Based on our model, the k = 4 populations have identical values for σ and, hence, Table 23.1

presents four independent estimates of σ2, namely the four values of s2i . It turns out that, math-

ematically, the best way to combine these four values is given by the MSE entry in the ANOVA

Table in Table 23.2, which is 465.62. As a result, we estimate the population standard deviation,

σ, by
s =

√
MSE =

√
465.62 = 21.58.

In the current situation, s = 21.58 is a bit smaller than s1 = 24.4, but this is not why we prefer

it. We prefer it because the estimate s has 16 degrees of freedom, four degrees from each of the

four samples. With 16 degrees of freedom, the values of t∗ for 95% and 99% confidence are 2.120

and 2.921, both of which are much smaller than the earlier values of 2.776 and 4.604.

With the improved estimate of σ and the quadrupling of the degrees of freedom, we now obtain

159.00± 2.120(21.58/
√
5) = 159.00± 20.46

as the 95% confidence interval estimate of µ1. This new half-width, 20.46, is 32.5% smaller than

the previous half-width, 30.29. This is an important improvement.

Note: Be careful. In the above computation we use 16 degrees of freedom to obtain the value of

t∗, but remember, we still divide s by
√
5 because our sample mean is still based on 5 observations.

The new improved 99% confidence interval estimate of µ1 is 159.00 ± 28.19. This new half-

width is 43.9% smaller than the old half-width, 50.24.
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There is a final advantage of using the overall s instead of an individual si in our construction

of the four confidence intervals for the four population means: For a fixed confidence level, every

confidence interval has the same value of its half-width. For example, every 95% confidence

interval estimate of a µi has half width:

t∗(s/
√
ni) = 2.120(21.58/

√
5) = 20.46.

Note that this result falls apart if the sample sizes are not identical; the 2.120 and 21.58 are the

same from CI to CI, but the value inside the square root will change.

23.4.2 Confidence Intervals for the Difference of Two Population Means

Again, we will continue to look at the situation with k = 4 population and use our artificial data.

Let us begin by recalling the Case 2 (congruent normal populations) confidence interval for-

mula from Chapter 19. I will follow the Chapter 19 notation of calling our two sample means x̄
and ȳ. The confidence interval for (µ1 − µ2) is

(x̄− ȳ)± t∗sp
√

(1/n1) + (1/n2).

Recall that sp was our pooled standard deviation, a measure of spread obtained by combining, or

pooling, information from both samples. In this chapter, sp will be replaced by s, which should

seem reasonable. Similar to the previous subsection, the degrees of freedom will be n−k to match

the derivation of s.
With k = 4 populations, there are six comparisons of pairs of means that we can estimate:

µ1 − µ2;µ1 − µ3;µ1 − µ4;µ2 − µ3;µ2 − µ4; and µ3 − µ4.

If you prefer, you may replace, say, µ1 − µ2 by its negation, µ2 − µ1; just don’t call it a new

comparison. After all, to assert that µ1−µ2 is in the interval 10± 15 is equivalent to asserting that
µ2 − µ1 is in the interval −10± 15.

The CI for µ1 − µ2 is

(ȳ1,· − ȳ2,·)± t∗s
√

(1/n1) + (1/n2),

where the degrees of freedom for t∗ is (n− k).
If you would like a more general formula, we have: the µi − µj is

(ȳi,· − ȳj,·)± t∗s
√

(1/ni) + (1/nj).

I will illustrate the computation of the half-width of either of these intervals for the 95% confi-

dence level. Recall that for df = 16, t∗ = 2.120. The computation is:

h = 2.120(21.58)
√

(1/5) + (1/5) = 28.93.

Because the study is balanced—all sample sizes are the same—we know that 28.93 is the half-

width for every one of the six comparisons. I summarize my results in Table 23.3. If you examine

this table, you will see that the 3rd, 5th and 6th confidence intervals do not include 0, but the other

three CIs do include 0. We can summarize this in words, as follows.
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Table 23.3: The 95% confidence intervals for the six comparisons of population means for the

generated data in Table 23.1.

Difference of interest Point estimate Confidence Interval

µ1 − µ2 159− 148 = 11 11± 28.93
µ1 − µ3 159− 134 = 25 25± 28.93
µ1 − µ4 159− 95 = 64 64± 28.93
µ2 − µ3 148− 134 = 14 14± 28.93
µ2 − µ4 148− 95 = 53 53± 28.93
µ3 − µ4 134− 95 = 39 39± 28.93

Based on these six CIs, we have concluded the following:

• The means of populations 1, 2 and 3 are all larger than the mean of population 4.

• There is not sufficient evidence to distinguish between the means of populations

1, 2 and 3.

23.5 Practice Problems

A few months ago my son, Roger Wardrop, purchased a used arcade game called Full Court

Frenzy II. Roger, who knows much more about these things than I, assures me that ldots II is a big

improvement on the earlier Full Court Frenzy.

You may be unaware of the fact, but chances are you have seen one of the versions of Full

Court Frenzy at an arcade. Briefly, it is a test of basketball shooting skills. Sort of. Playing the

game consists of shooting, as rapidly as possible while actually aiming, a miniature basketball

at a extremely miniature hoop. (In real basketball, the diameter of the hoop is exactly twice the

diameter of the men’s basketball; in Frenzy, the ratio of hoop diameter to ball diameter is clearly

much smaller than 2, although none of us has bothered to climb into the mechanism to obtain

accurate measurements.)

A game last 40 seconds. You put your money in the slot (actually, there is no charge at the

Wardrop home) and the machine releases six miniature basketballs. A whistle sounds and the

player shoots as rapidly as possible. If the ball passes through the hoop, the player scores 2 points—

3 points during the last 10 seconds of the game—and the machine keeps a tally and, at the end,

reports the player’s score. Whether the shot is a success or not, the ball returns to the player for

additional attempts. There is actually quite a lot of variation in the scores; we played 48 games and

the scores ranged from a low of 16 points to a high of 93.

I don’t have time to show you all of our data, but I will add more examples in a later version of

this chapter.

When you play Frenzy there are three games to choose from. The games have cute names, but

I will refer to them as simply games 1, 2 and 3. I will compare these games, first in theory and then
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Table 23.4: Breyton’s data.

Play

Game 1 2 3 4 yi,+ ȳi,· s2i (ni − 1)s2i
1 39 33 54 40 166 41.50 79.00 237.00
2 29 32 37 35 133 33.25 12.25 36.75
3 56 56 56 55 223 55.75 0.25 0.75

Total − − − − 522 − − 274.50

in performance by Roger, my two grandsons and myself. (My granddaughter, Skylie was away,

playing at a basketball tournament in the Dells when data were collected.)

In theory, game 3 is the easiest. The basket is in a fixed position at the closest distance—

approximately six feet away, but, again, nobody has climbed into the mechanism to measure. As

the clock, winding down, reaches 10 seconds, the basket moves away from the shooter, eventually

coming to rest at its farthest distance, approximately 10 feet away. (The height of the basket is

approximately 8 feet.) In game 1, the location of the basket moves every five seconds; by moving

I mean closer and farther from the shooter, but also rotating to the most difficult corner shot in

which the backboard never deliberately helps the shooter. Finally, game 2 is similar to game 1

except that the basket only moves after a made shot and it moves immediately after a made shot.

In Practice Problem 1, I will give you the data obtained by my younger grandson, Breyton,

who is five weeks shy of his ninth birthday. Practice Problem 2 will present data from Breyton, his

10 year-old brother Corbin, Roger and me.

1. Breyton decides to play Frenzy 12 times, with four plays of each of the three games (de-

scribed above). Breyton’s grandfather (me) uses an online randomizer to assign his plays to

games by randomization. I obtained a rather bizarre assignment for Breyton:

3, 1, 1, 1, 2, 1, 3, 2, 2, 3, 3, 2.

I label this assignment bizarre because Breyton completed all four of his game 1 plays during

his first six plays! (It is not easy to explain to an eight year-old why randomization is a good

thing!)

Because Breyton had previously played all of the games of Frenzy many times before we

collected data, it is my opinion that this assignment did not ruin our results. But, of course,

this is what I want to believe.

(a) Enter Breyton’s data into vassarstats and check to make sure you get the numbers in

Tables 23.4 and 23.5.

(b) Examine the numbers you have obtained from vassarstats and comment.

(c) Comment on the P-value given by vassarstats.

(d) Calculate the 95% confidence interval for each of Breyton’s three population means.
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Table 23.5: Vassarstat’s ANOVA Summary for Breyton’s data presented in Table 23.4. (Slightly

edited.)

ANOVA Summary

Source SS df MS F P-value

Treatment 1036.5 2 518.25 16.99 0.000880
Error 274.5 9 30.50
Total 1311.0 11

Table 23.6: Family scores on game 3.

Play

Shooter 1 2 3 4 yi,+ ȳi,· s2i (ni − 1)s2i
Roger 55 93 72 84 304 76.00 270.00 810.00
Corbin 79 52 70 52 253 63.25 182.25 546.75
Breyton 56 56 56 55 223 55.75 0.25 0.75
Bob 37 52 30 39 158 39.50 84.33 253.00
Total − − − − 938 − − 1610.50

(e) Calculate the 95% confidence interval for each of the three differences of population

means. Comment.

2. In this problem I will examine the family’s data, presented in Table 23.6. The four popula-

tions are the four shooters: Roger, Corbin, Breyton and Bob. The response is the score on

game 3. Each shooter played game 3 a total of four times.

(a) Enter the family’s data into vassarstats and check to make sure you get the numbers in

Tables 23.6 and 23.7.

(b) Examine the numbers you have obtained from vassarstats and comment.

(c) Comment on the P-value given by vassarstats.

(d) Calculate the 95% confidence interval for each of the four population means.

(e) Calculate the 95% confidence interval for each of the six differences of population

means. Comment.
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Table 23.7: Vassarstat’s ANOVA Summary for Family’s data presented in Table 23.6. (Slightly

edited.)

ANOVA Summary

Source SS df MS F P-value

Treatment 2789.25 3 929.75 6.93 0.005833
Error 1610.50 12 134.21
Total 4399.75 15

23.6 Solutions to Practice Problems

1. (a) No answer is required.

(b) Of Breyton’s three mean scores, his largest was on game 3, which is no surprise. Brey-

ton’s second highest mean, on game 1 and his lowest was on game 2.

(Author’s note: Breyton’s brother, Corbin, also performed best on game 3 and worst

on game 2. Curiously, Roger also scored best on game 3, but was slightly better on

game 2 than he was on game 1. Most curious of all, I was horrible on game 1—no

surprise there—but performed almost identically on games 2 and 3.)

To me, the most striking feature about Breyton’s data was his incredible consistency on

game 3! (None of the other three shooters showed such amazing consistency. I don’t

have an explanation for this; of course, it could be simply chance variation.)

(c) The P-value is very small—less than 0.001. It seems clear the the null hypothesis

should be rejected.

(d) From Table 23.5, Breyton’s value of s is
√
30.5 = 5.52 which has (n− k) = 9 degrees

of freedom, giving t∗ = 2.262. Thus, the half-width of each interval is

2.262(5.52/
√
4) = 6.24.

Thus, his CIs are:

41.50± 6.24 for game 1; 33.25± 6.24 for game 2; and 55.75± 6.24 for game 3.

(e) Using the numbers I found in (d), the half-width of each interval is

2.262(5.52)
√

(1/4) + (1/4) = 8.83.

Thus, his CIs are:

(55.75− 41.50)± 8.83 = 14.25± 8.83 for µ3 − µ1;

(55.75− 33.25)± 8.83 = 22.50± 8.83 for µ3 − µ2; and
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(41.50− 33.25)± 8.83 = 8.25± 8.83 for µ1 − µ2.

I conclude that Breyton’s mean on game 3 is larger than each of his other means.

I further conclude that, while he performed better on game 1 than on game 2, the

difference is not quite conclusive.

2. (a) No answer is required.

(b) Based on means, the father (Roger) performed the best, followed by older brother

(Corbin) and younger brother (Breyton), with grandfather Bob far behind.

As in problem 1, the extreme variation in the variances is disheartening. As mentioned

above, Breyton showed amazing consistency of performance. Roger’s large variance is

due to his first score being very low for him. (He has a history of getting nervous when

his father behaves like a statistician. He quickly recovered this time.)

(c) The P-value is very small, roughly one in 170. It seems clear the the null hypothesis

should be rejected.

(d) From Table 23.7, the family’s value of s is
√
134.21 = 11.58 which has (n− k) = 12

degrees of freedom, giving t∗ = 2.179. Thus, the half-width of each interval is

2.179(11.58/
√
4) = 12.62.

Thus, the CIs are:

76.00± 12.62 for Roger; 63.25± 12.62 for Corbin;

55.75± 12.62 for Breyton; and 39.50± 12.62 for Bob.

(e) Using the numbers I found in (d), the half-width of each interval is

2.179(11.58)
√

(1/4) + (1/4) = 17.84.

Thus, the CIs are:

(76.00− 63.25)± 17.84 = 12.75± 17.84 for µ1 − µ2;

(76.00− 55.75)± 17.84 = 20.25± 17.84 for µ1 − µ3;

(76.00− 39.50)± 17.84 = 36.50± 17.84 for µ1 − µ4;

(63.25− 55.75)± 17.84 = 7.50± 17.84 for µ2 − µ3;

(63.25− 39.50)± 17.84 = 23.75± 17.84 for µ2 − µ4; and

(55.75− 39.50)± 17.84 = 16.25± 17.84 for µ3 − µ4.

I conclude Roger is better than both Breyton and Bob; and Corbin is better than Bob.

There is not enough evidence to conclude that: Roger is better than Corbin, Corbin is

better than Breyton or Breyton is better than Bob.
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Table 23.8: Family scores on game 3, after deleting Breyton’s data.

Play

Shooter 1 2 3 4 yi,+ ȳi,· s2i (ni − 1)s2i
Roger 55 93 72 84 304 76.00 270.00 810.00
Corbin 79 52 70 52 253 63.25 182.25 546.75
Bob 37 52 30 39 158 39.50 84.33 253.00
Total − − − − 715 − − 1609.75

Table 23.9: Vassarstat’s ANOVA Summary for Family’s data presented in Table 23.8. (Slightly

edited.)

ANOVA Summary

Source SS df MS F P-value

Treatment 2745.17 2 1372.58 7.67 0.011367
Error 1609.75 9 178.86
Total 4354.92 11

23.7 Homework Problems

1. Refer to the family data in Table 23.6. We analyzed these data in Practice Problem 2.

I want you to reanalyze these after deleting the data from Breyton.

(a) Enter the family’s data into vassarstats and check to make sure you get the numbers in

Tables 23.8 and 23.9.

(b) Compare the numbers you have obtained from vassarstatswith those obtained in Prac-

tice Problem 2 and comment.

(c) Comment on the P-value given by vassarstats.

(d) Calculate the 95% confidence interval for each of the three population means. Compare

your answers to the ones obtained in Practice Problem 2 and comment.

(e) Calculate the 95% confidence interval for each of the three differences of population

means. Compare your answers to the ones obtained in Practice Problem 2 and com-

ment.

2. In this problem you will examine the family’s data on game 2, presented in Table 23.6. The

four populations are the four shooters: Roger, Corbin, Bob and Breyton. The response is the

score on game 2. Each shooter played game 2 a total of four times.

(a) Enter the family’s data into vassarstats and check to make sure you get the numbers in

Tables 23.10 and 23.11.
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Table 23.10: Family scores on game 2.

Play

Shooter 1 2 3 4 yi,+ ȳi,· s2i (ni − 1)s2i
Roger 62 59 59 68 248 62.00 18.00 54.00
Corbin 55 35 45 47 182 45.50 67.67 203.00
Bob 38 37 31 47 153 38.25 43.58 130.75
Breyton 29 32 37 35 133 33.25 12.25 36.75
Total − − − − 716 − − 424.50

Table 23.11: Vassarstat’s ANOVA Summary for Family’s data presented in Table 23.10. (Slightly

edited.)

ANOVA Summary

Source SS df MS F P-value

Treatment 1890.50 3 630.17 17.81 0.000102
Error 424.50 12 35.38
Total 2315.00 15

(b) Examine the numbers you have obtained from vassarstats and comment.

(c) Comment on the P-value given by vassarstats.

(d) Calculate the 95% confidence interval for each of the four population means.

(e) Calculate the 95% confidence interval for each of the six differences of population

means. Comment.
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