
Chapter 21

Simple Linear Regression

Linear regression analysis is one of most popular methodologies in all of Statistics. The Statistics

Department at UW–Madison offers a one-semester course, Statistics 333, devoted to it. In this

chapter and the next, I will introduce you to the subset of regression methods that fall under the

name simple linear regression.

In the current chapter I will present descriptivemethods of regression and in Chapter 22, I will

present methods of inference. As you will see, we will be looking at scientific problems in which

each unit (subject or trial) yields two numbers; one denoted by x and the other by y. To distinguish
between data from different cases— by the way, units are called cases in regression—we will use

subscripts. Thus, for example, our first case gives the pair of numbers (x1, y1); the second case

gives (x2, y2); and so on. Our general notation is that case ‘i’ gives (xi, yi). When I am being less

formal, I will sometimes refer to the x’s and the y’s, without subscripts.

In our first example below, the cases are individual spiders and the two variables determined

for each spider are its heart rate and body weight. One of the spiders, for example, has body weight

x = 0.045 grams and heart rate y = 60 beats per minute. Thus, for this spider the pair (x, y) is the
pair of numbers (0.045, 60). Obviously, we need to be careful to keep the order of these numbers

straight; the pair (60, 0.045)would denote a spider that weighs 60 grams and has a heart beat about

once every 1/0.045 = 22.2 minutes! A really big spider with, presumably, a very short life span.

Remember that we use lower case letters, x and y, to denote the numbers obtained for any

particular case. We will user upper case letters,X and Y , to denote the variables being determined.

For example, in our spiders example,X denotes body weight in grams and Y denotes heart rate in

beats per minute.

Also, please remember the following: In this chapter I make no probability assumptions about

the data

(x1, y1), (x2, y2), (x3, y3), . . . , (xn, yn),

where n is the number of cases in the data set. In other words, in this chapter I will not assume

that these cases are a random sample—smart or dumb—from a finite population of cases nor will

I assume that they are the result of observing i.i.d. trials. Such assumptions will be considered in

Chapter 22.
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Table 21.1: Body weight, in grams, and heart rate, in beats per minute, for five categories of 48

spiders.

Primitive

Small Large Web Hunters and

Hunters Tarantulas Hunters Weavers Weavers

Weight Rate Weight Rate Weight Rate Weight Rate Weight Rate

0.045 60 10.75 11 0.980 27 0.422 27 0.050 13

0.031 61 11.10 13 0.623 43 0.387 44 0.090 15

0.105 90 8.01 14 0.483 15 0.324 48 0.104 19

0.093 125 13.80 10 0.431 19 0.234 55 0.108 9

0.139 100 12.60 11 0.324 22 0.439 36 0.132 10

0.050 108 11.40 12 0.289 27 0.357 42 0.117 12

0.161 82 1.135 19 0.325 68 0.095 17

0.146 98 0.906 23 0.106 54 0.127 22

0.140 105 0.591 23 0.325 63

0.570 25 0.287 75

1.152 34 0.404 45

1.363 36 0.540 63

0.506 68

21.1 The Scatterplot and Correlation Coefficient

You received a brief exposure to the scatterplot and correlation coefficient in Chapter 17 and a

more extended introduction in Chapter 20.

When I was writing a textbook, approximately 20 years ago, I found some interesting data on

spiders [1] that I present in Table 21.1. I am not an arachnologist—indeed, I can’t even spell it

without help; thus, I can’t really speak to why these data are important. Therefore, I will follow the

approach in the journal article. In addition, these spider data illustrate some interesting statistical

issues.

In this chapter, our focus will be on examining the association between two numbers; in the

current case, body weight and heart rate of spiders. First, however, it is useful to examine these

variables separately for our five categories of spiders. Various descriptive statistics are presented

in Table 21.2. Let me make a few brief comments about the means in this table.

1. Tarantulas are much heavier than the other types of spiders. At the other extreme, small

hunters and primitive hunters and weavers are quite tiny. It is reassuring to note that small

hunters are, indeed, smaller than large hunters!

2. The mean heart rate for small hunters is much larger than the other means. At the other

extreme are tarantulas and primitive hunters and weavers.

3. It is striking how the similarly sized small hunters and primitive hunters and weavers have
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Table 21.2: Summary statistics for body weight, in grams, and heart rate, in beats per minute, for

five categories of 48 spiders.

Body Weight Heart Rate

Category n Mean St. Dev. Mean St. Dev.

Tarantulas 6 11.3 1.96 11.8 1.47

Primitive hunters and weavers 8 0.103 0.026 14.6 4.50

Large hunters 12 0.737 0.357 26.1 8.03

Web weavers 13 0.358 0.114 52.9 14.1

Small hunters 9 0.101 0.049 92.1 21.5

such different heart rates. Also, tarantulas and primitive hunters and weavers, despite their

vastly different sizes, have similar mean heart rates.

For each spider, I have two numbers: heart rate and weight. It will be useful to view these two

variables in an asymmetrical fashion. In particular, I ponder the following question:

Which of the following perspectives makes more sense (scientifically)?

• A spider’s heart rate influences it body weight.

• A spider’s body weight influences it heart rate.

I choose the second of these perspectives. As you will see below, if you disagree with my choice,

some—but not all—of your analyses will differ from mine.

Anyways, given my chosen perspective, the language we use in Statistics is to refer to the heart

rate as the response and the body weight as the predictor. In the old days, heart rate was referred

to as the dependent variable and body rate was referred to as the independent variable; the

idea being that the former depended on the latter and the latter, well, didn’t depend on anything!

Fortunately, this older terminology is dying out; I say fortunately because this use of independent

is confusing because it does not match our earlier use of the term. Some social scientists’ appear

to prefer the words exogenous (for predictor) and endogenous (for response).

In any event, all agree to refer to the predictor with the symbol X and the response with the

symbol Y . (Thus, one way to keep the ex/end—ogenous terms straight: exogenous is X and

endogenous is nearer the end of the alphabet.)

Note the following. The implicit perspective in all regression analyses in these Course Notes

is:

A case’s value of X influences its value of Y .

In the current situation, we are interested in two numerical variables from each spider; its body

weight X and its heart rate Y . For any particular spider, these two variables take on numerical

values, denoted by lower case letters, x and y. Let’s look at the data in Table 21.1 for the small
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hunters. First, I note that there are data for nine small hunters; thus, I set the sample size at n = 9.
The data set for small hunters consists of n = 9 pairs of numbers, first symbolically as:

(x1, y1), (x2, y2), (x3, y3), . . . , (x9, y9),

and then, numerically as (reading down the table):

(0.045, 60), (0.031, 61), (0.105, 90), . . . , (0.140, 105).

We will now draw a picture of these nine pairs of numbers, called the scatterplot. (I told you

a bit about scatterplots in Chapters 17 and 20; forgive me the redundancies below.) I like to think

of a scatterplot as a dotplot in two dimensions, viewed from above. The scatterplot of heart rate

versus body weight for the n = 9 small hunter spiders is presented in the upper left picture in

Figure 21.1. First note that there are nine circles in this scatterplot, one for each pair of values

(x, y). Recall that our first observation from a small hunter is the pair x = 0.045 and y = 60.
Can you find this spider’s circle in the scatterplot? (Answer: Find the two circles in the southwest

corner of the scatterplot; the circle to the right in this twosome is the one we seek.) Locate a few

more of the (x, y) pairs in the scatterplot; you don’t necessarily need to find all nine pairs, just

enough to convince yourself that you understand the process.

After constructing a scatterplot we look for isolated cases. This brings me to one of the main

reasons I selected these spider data for an introduction to this material. I believe that with a small

value of n is is extremely difficult to decide whether cases are isolated. Moreover, any such deci-

sion tends to have big implications for how we interpret the data. I would label the two cases in the

southwest corner of the scatterplot as being isolated from the other seven cases. I will now argue

why this is important.

After considering the possibility of isolated cases, we look for a pattern in the scatterplot. The

first pattern we look for is the following.

As the value of x increases (i.e., moving our eyes left-to-right across the scatterplot)

what happens to y? Below are three possibilities:

• As x increases, y also increases—called an increasing relationship; or

• As x increases, y decreases—called a decreasing relationship; or

• Neither of the above (stay tuned for more details on this).

For the n = 9 small hunters, the relationship between x and y is increasing. If, however, we cover

up my two candidates for isolated cases and look at the remaining seven cases, I would say that

there is a clear and pretty strong decreasing relationship between x and y. The difference between
having an increasing relationship and having a decreasing relationship usually is huge in science.

Let memake one more comment about isolated cases for the small hunters. I am not advocating

that you discard the two isolated cases before analyzing the data. But neither am I advocating

that you keep them before analyzing the data. This decision should be made by a scientist, not

a statistician. I hope, of course, that the scientist will use solid knowledge—and not wishful

thinking—in making such a choice. My main goal is to encourage you to realize that with a
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Figure 21.1: Scatterplot and correlation coefficient, r, of heart rate (beats per minute) versus body

weight (grams) for each of four categories of spiders.
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Figure 21.2: Five scatterplots.
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slight change in the data, the analysis could change drastically. An obvious way to have a change

in the data is by having the researcher deliberately discard one or more cases. It is important,

however, to also remember that there is some chance involved in the data we have. I am not ready

to argue whether or not I am willing to pretend that these nine spiders are a random sample from

the population of all small hunters. (Try to imagine a way to obtain an actual random sample of

spiders!) It is, however, worth realizing that it is conceivable that our two isolated spiders might

not have ended up in our data set. (This is reminiscent of Kenny’s data on speeds of cars in which

we had to acknowledge the chance aspect of the large outlier even being in the data set.)

Briefly examine the other three scatterplots in Figure 21.1; what do you see? Regarding isolated

cases, I see two possibilities: the large hunter with the largest heart rate and the tarantula with the

smallest body weight. You, of course, may reasonably disagree with the possibilities I see.

Looking at the patterns in these three scatterplots I see: increasing for the larger hunters;

strongly decreasing for the tarantulas; and weakly decreasing for the web weavers. I see the same

patterns whether or not I exclude my two candidates for isolated cases.

Let’s briefly leave our study of spiders; I want to be a bit more general. Look at Figure 21.2.

This figure presents five scatterplots: two present increasing relationships; two present decreasing

544



Figure 21.3: Scatterplot of heart rate (beats per minute) versus body weight (grams) for eight

spiders classified as primitive hunters and weavers.
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relationships; and the remaining scatterplot shows neither. Or both. Depends on how you look at

it. What I most want you to note is that two of the scatterplots reveal a linear relationship between

x and y and three of the scatterplots reveal a curved relationship between x and y. With the

exception of Section 22.4, in the remainder of these Course Notes we will restrict attention to

relationships that are linear. Regression analysis is very useful for studying curved relationships,

but we won’t have time to explore this topic.

I don’t want to mislead you with Figure 21.2. In science, it is not always so easy to decide

whether a relationship is curved or linear. In my opinion, the four scatterplots in Figure 21.1 all

reveal linear relationships. If you don’t agree, remember the following. Statisticians hope to find

a linear relationship because assuming a linear relationship provides some advantages—in ease of

the work and, especially, interpretation—over assuming a curved relationship. Thus, I am aware

that I might be too eager to see a linear relationship.

Figure 21.3 presents the scatterplot for the fifth category of spiders, the primitive hunters and

weavers. In this picture, I see: no isolated cases; and a linear relationship that is neither increasing

nor decreasing: As I move my eyes from left-to-right, the values of y jump around, but trend

neither up nor down.

Each of my five spider scatterplots includes a number r, which is called the correlation coeffi-

cient. Many of you may be familiar with the correlation coefficient. I will assume that you are not

familiar with it and will now explain it.

Following our notation from Chapter 19, denote the mean and standard deviation of the x’s
by x̄ and s1, respectively. Also, denote the mean and standard deviation of the y’s by ȳ and s2,
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respectively. Our only restriction on these values is:

s1 > 0 and s2 > 0. (21.1)

In words, the x’s [y’s] are not all the same number. Remember that our goal is to determine whether

the value of x influences the value of y. If all of the xi’s are the same number, how can we look

for influence? Or, if all of the yi’s are the same number, there can be no evidence of them being

influenced by anything!

Definition 21.1 (The correlation coefficient.) (Pearson’s product moment) correlation coeffi-

cient is denoted by r and given by the following equation:

r =

∑
(xi − x̄)(yi − ȳ)

(n− 1)s1s2
(21.2)

By the way, you can see why I restrict our attention to data sets that satisfy Condition 21.1; oth-

erwise, both the numerator and denominator in Equation 21.2 would equal zero. Note that I will

never ask you to compute r by hand. Our scatterplot website from Chapter 20 reports the value

of r, but I won’t make you use it. In this course, I will give you r or provide you with enough

information so that obtaining r is a matter of simple (according to me!) algebra.

There are several important properties of the correlation coefficient. For convenience, I list six

of them below under the heading of a result. When you read through these you will see that the first

property is not really a mathematical result; it is simply terminology. Also, the second property

is a bit imprecise. I trust that you will forgive these transgressions of mine. In any event, read

through these properties quickly; the list is followed by explanations. Also, the 12 scatterplots in

Figure 21.4 will illustrate my explanations.

Result 21.1 (Six properties of the correlation coefficient.) The following six properties will help

you develop some intuition for the value of the correlation coefficient, given in Equation 21.2.

1. If the correlation coefficient is greater than zero, the variables Y and X are said to have a

positive linear relationship; if it is less than zero, the variables are said to have a negative

linear relationship; if it equals zero, the variables are said to have no linear relationship,

or to be uncorrelated.

2. The correlation coefficient is not appropriate for summarizing a curved relationship be-

tween Y and X . Therefore, it is always necessary to examine a scatterplot of the data to

determine whether computation of the correlation coefficient is appropriate.

3. The value of the correlation coefficient is always between −1 and +1. It equals +1 if, and

only if, all data points lie on a straight line with positive slope; it equals −1 if, and only if,

all data points lie on a straight line with negative slope.

4. The farther the value of the correlation coefficient from zero, in either direction, the ‘stronger’

the linear relationship.
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5. The value of the correlation coefficient does not depend on the units of measurement chosen

by the experimenter. More precisely, if X is replaced by aX + b and/or Y is replaced

by cY + d, where a, b, c, and d are any numbers with a and c bigger than zero, then the

correlation coefficient of the new variables is equal to the correlation coefficient of X and

Y . The numbers a and c are required to be positive to avoid reversing the direction of the

relationship; a related result can be obtained if a and/or c are negative, but it will not be

needed in these Course Notes. Among many examples, this result shows that changing from

miles to inches, pounds to kilograms, degrees Celsius to degrees Fahrenheit, or seconds to

hours will not change the correlation coefficient.

6. The correlation coefficient is symmetric in X and Y . In other words, if the researcher

changes perspective and relabels the predictor and response, the correlation coefficient will

not change. In particular, if there is no natural assignment of the labels predictor and re-

sponse to the two numerical variables, the value of the correlation coefficient is not affected

by which assignment is chosen.

21.1.1 Explanations of the Six Properties of the Correlation Coefficient

In the explanations below, imagine that the 12 scatterplots in Figure 21.4 are labeled A,B, . . . , L
according to the following correspondence:

A B C

D E F

G H I

J K L

Below I explain—or at the least, expand upon—the six properties of the correlation coefficient that

are listed above. I suggest that before you read each explanation below, reread the statement of the

property above.

1. This first item is about terminology. Actually, it’s a bit more than terminology, but it’s easy to

miss the extra. Look at our earlier scatterplots for small hunters and large hunters. Visually,

we (well, me anyways, I am the one who controls the keyboard) agreed that both of these

scatterplots revealed increasing linear relationships. Sure enough; both correlation coeffi-

cients are positive numbers: 0.397 and 0.360. Also, visually, the scatterplots for tarantulas

and web weavers revealed decreasing linear relationships. Sure enough; both correlation

coefficients are negative numbers: −0.872 and −0.121. Have you spotted what’s extra?

Well, literally, the first item makes no mention of what we see visually. (Formulas, after all,

involve math and math doesn’t care very much about what we see. Math rarely asks our

opinion!) The first item tells us: If r > 0, then there is an increasing linear relationship; i.e.,

whether something is increasing or decreasing is no longer a matter of visual assessment, it

is the result of a computation. If you can’t see the increasing linear relationship, then that is

your problem; the correlation coefficient is not going to change to make you happy!
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Figure 21.4: Twelve scatterplots and their correlation coefficients.

r= −1.00

o

oo

o

o

o

o

o

o

o

o

o

o
o

oo
o

oo

o

o

o

o

o

o

o

oo

o
o

o

o

o

o
o

o

o

o

o

o

r= −0.80

o

o

ooooo
o

o

o
o

o

o

o
o

o

o

o

o

o

o

o

o

o

o

o

o

o
o

o

o
o

o
o

o

o

o

o
o

o

r= −0.60

o

o

o
o

o

o
o

o

o
o ooo

o
o

o o
o

oo

o

o
o

o

o

oo

o

o

o

o

o
o

o
o

o
o

o

o

o

r= −0.40

oo
o

o o
o

o

o

o

o

o
o

o
o

o

o
o

o

o

o

o

o

o

o

o

o

o

o

o

o

o

o

o

o

o
o

o

o

o

o

r= −0.20

o

o

o
ooo

oo

o o

o

o

o
o

o
oo

o

o o

o

o
o

o

o
o

o

o

o

o

o

o o

o

o

o

o

o
o

o

r= 0.00

o

oo

o

o

o

o

o

o

o

o

o

o
o

o o
o

oo

o

o

o

o

o

o

o

oo

o
o

o

o

o

o
o

o

o

o

o

o

r= 0.20

o

o

o
o o o

o o

oo

o

o

o
o

o
o o

o

oo

o

o
o

o

o
o

o

o

o

o

o

oo

o

o

o

o

o
o

o

r= 0.40

o o
o

oo
o

o

o

o

o

o
o

o
o

o

o
o

o

o

o

o

o

o

o

o

o

o

o

o

o

o

o

o

o

o
o

o

o

o

o

r= 0.60

o

o

o
o

o

o
o

o

o
oo o o

o
o

oo
o

o o

o

o
o

o

o

oo

o

o

o

o

o
o

o
o
o
o

o

o

o

r= 0.80

o

o

o ooo o
o

o

o
o

o

o

o
o

o

o

o

o

o

o

o

o

o

o

o

o

o
o

o

o
o

o
o

o

o

o

o
o

o

r= 1.00

o

oo

o

o

o

o

o

o

o

o

o

o
o

oo
o

oo

o

o

o

o

o

o

o

oo

o
o

o

o

o

o
o

o

o

o

o

o

r= 0.00

o

oo

o
o

o

o

o

oo
o

o

o

o

oo
o

oo

o

o

o
o

o

o

ooo oo
o

o
o

o oo

o

o
o

o

548



This issue comes into play with the scatterplot for the primitive hunters and weavers. The

correlation coefficient is r = 0.055 which is positive; thus, whether you see it or not, there

is an increasing linear relationship. As we will see soon and then more precisely later, it is a

very weak increasing linear relationship.

The twelve scatterplots are encouraging: plots G–K look increasing and each has a positive

correlation correlation coefficient; plots A–E look decreasing and each has a negative corre-

lation correlation coefficient; and plot F appears to have no linear trend and its r equals 0.

Plot L is an anomaly that I will consider in the next item.

2. I have always loved plots like our plot L. I think it’s because I am red-green colorblind. If

you need a break, go to

http://www.toledo-bend.com/colorblind/Ishihara.asp

to see how the world looks to those of us who are red-green colorblind. (I can definitely see

the 25; sort of can see the 56; and when I am told it’s a 29, I can almost see it; but the other

three numbers don’t seem to be there at all!)

Anyways, as plot L shows, the correlation coefficient is colorblind when it comes to seeing

curved patterns.

3. Property 3 is a simple consequence of some things we learn a bit later. I do, however, want

to say a few things about it. You will never obtain a correlation coefficient that is larger than

+1 or smaller than −1. In addition, these extremes are obtained only when all data points

fall exactly on a straight line, as mentioned in the property. The two extremes have led to

confusion among students, so I do want to comment on them.

(a) What is the value of r if all of the points lie on a line with slope equal to 0?

Answer: If all points lie on a horizontal line, then all cases have the same value for y,
making s2 = 0, which I do not allow for reasons stated earlier.

(b) What is the value of r if all of the points lie on a vertical line?

Answer: If all points lie on a vertical line, then all cases have the same value for x,
making s1 = 0, which I do not allow for reasons stated earlier.

(c) Why doesn’t the numerical value of the slope matter? In particular, shouldn’t a slope

equal to +2 imply a stronger relationship than a slope equal to +1?

Answer: This one is tricky. Think about my spider data with Y equal to heart rate, in

beats per minutes, and X equal to body weight, in grams. Suppose that we had a new

category of spiders for whom all points lie exactly on a straight line with slope equal to

+2. Note, however, that the slope being +2 is tied to my choice of units. If I changed

the units for Y to beats per hour, then:

• All of the y data values would increase by a factor of 60; and

• Thus, the slope would increase by a factor of 60 and become +120.
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Thus, the exact same data give a slope of +2 or +120 and in both cases the correlation
coefficient r would equal +1.

4. For positive values of the correlation coefficient, you can see this fact by moving your atten-

tion from F to G toH to I to J toK. For negative values of the correlation coefficient, you

can see this fact by moving your attention from F to E to D to C to B to A.

Also, note the symmetry in, say, scatterplots C and I. Scatterplot C gives r = −0.60 and I

gives r = +0.60. While one scatterplot shows a decreasing relationship and the other shows

an increasing relationship, if you look carefully you can see that the two patterns have exactly

the same strength. If you cannot see this, I offer two suggestions:

• If you hold a mirror up to scatterplot C, it becomes scatterplot I; or

• Wait until we learn about the coefficient of determination, denoted by R2.

5. In the optional Appendix near the end of this chapter, I will discuss briefly why—algebraically—

property 5 is true. For now, note that we can rewrite the correlation coefficient as follows:

r =

∑
(xi − x̄)(yi − ȳ)

(n− 1)s1s2
= (

1

n− 1
)
∑ (xi − x̄)

s1

(yi − ȳ)

s2
.

In this latter form, we are taking the product of the standardized version of x with the stan-

dardized version of y and then summing the results. If, for example, relative to some group,

your height is one standard deviation above the mean in inches, then it is one standard devi-

ation above the mean in centimeters, kilometers, miles or even light-years. In other words,

the correlation coefficient is not influenced by units.

This property is very important because if you read that for some collection of cases the cor-

relation coefficient for height and weight is some number r, then you know that the units—

inches, meters or light-years matched with grams, pounds or tons—don’t matter.

6. Please look at definition of the correlation coefficient in Equation 21.2. You will see that

if you change all the x symbols to y symbols and all the y symbols to x symbols, then the

formula remains the same; i.e. the correlation coefficient does not depend on which variable

is labeled X and which is labeled Y .

21.1.2 Exam Scores in Statistics 371

I end this section with data from n = 36 students who took my traditional section of Statistics 371

during a recent summer school term. Each students took two exams: the midterm and the final.

The maximum number of points on the exams was 60 for the midterm and 100 for the final. I

graded in half-point increments. The scatterplot of the final exam score, Y , versus the midterm

exam score, X , is given in Figure 21.5.

Following my own advice, I look for isolated cases. I see one: the student with the lowest score

on the midterm had a very high score on the final. Either including or excluding my one isolated

case, I see an increasing linear relationship. Including all 36 students, r = 0.353; excluding the

one isolated case, r = 0.464.
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Figure 21.5: Final exam score versus midterm exam score for 36 students. There is a ‘2’ in the

scatterplot because two subjects had (x, y)= (55.5, 96.0).
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r= 0.353

21.2 The Least Squares Regression Line

Look again at the scatterplot of final exam score versus midterm exam score in Figure 21.5, but

delete the one isolated case. If you are not happy—or, at least, are confused—about this deletion,

I will mimic the work below for all 36 students in the Practice Problems. Thus, you will see

precisely the effect on my analysis of deleting the one isolated case.

My goal is to find the equation of the line that best describes this scatterplot. This is a big task!

It will take some time simply to explain what I mean. The line that best describes the scatterplot is

called the least squares regression line, or the best line for short.

I am going to spoil the story for you; a bit like first reading the last 10 pages of a mystery novel.

I am going to give you the best line for these data—or this scatterplot; whichever way you prefer

to say it is fine.

The best line for my n = 35 pairs of exam scores has intercept b0 = 68.42 and slope b1 =
0.4516. I want to be able to write this as an equation and I do so as:

ŷ = b0 + b1x, which becomes ŷ = 68.42 + 0.4516x for my n = 35 exam scores.

I suspect that this equation looks a bit strange to you. To explore my hunch, I googled equation of

a line and the first item on the list gave the equation

y = mx+ b.

This is the form I learned as a child and that I taught during my brief career as a teaching assistant

in math. It is strangely comforting that some math equations are, if not timeless, long-lived. Our
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current equation,

ŷ = b0 + b1x

is notably different than y = mx + b and it will be useful for me to take a few minutes to explore

the differences.

First, let’s look at the left sides of these equations: ŷ versus y. In Statistics, we may not write

our line as y = . . . because our collection of (x, y) values do not, in general, fall on a line. Indeed,
they fail to fall on a line for all of our real data examples, past, present and future. For convenience,

we need to have a symbol for the values of b0 + b1x and we choose to use the symbol ŷ. You are

familiar with statisticians’ use of a hat to denote a point estimate, as in p̂ in Chapter 12. In other

settings, statisticians use a hat to denote prediction. Indeed, if I had taken the time to show you

point predictions in Chapter 14—recall we did prediction intervals only—I would have used ŷ
as my point prediction of the number of successes y. For the current data set, we will view the

quantity 68.42+ 0.4516x as the predicted final exam score given that the midterm score is x; thus,
the use of a hat is natural.

Next, let’s look at the right sides of these equations: b0 + b1x versus mx + b. I don’t presume

to speak for mathematicians, but I conjecture that they put the mx before the b because the slope
is the more important component of the equation of a line: it denotes the change in y for any unit

change in x, whereas the intercept is literally the value of y when x equals 0. Statisticians agree

that the slope is far more important than the intercept, yet we put the intercept, b0, before the slope,
b1, in our presentation of the equation. Why?

We are studying simple linear regression. Simple implies that there is exactly one predictor

variable. As you may already know, in many scientific problems one predictor is not enough to

obtain useful answers. (For example, models for climate change are not restricted to the single

predictor: concentration of carbon dioxide in the atmosphere.) When we use more than one pre-

dictor, the methodology is called multiple linear regression. Suppose, for example, that we have

two predictors. The first issue with two predictors is that we need to be able to distinguish between

them. We do this by calling one predictorX1 and the otherX2. In this situation, case i would yield

three numbers: its response, yi; its value on the first predictor, x1,i; and its value on the second

predictor, x2,i. Note that we would need to use the dreaded double subscripts!

Anyways, with two predictors, we write the regression line as

ŷ = b0 + b1x1 + b2x2.

You can now see why we have replaced b and m from math with b0 and b1: If we are allowing

for an arbitrary number of predictors, we need to distinguish coefficients via subscripts to avoid

running out of letters! Finally, statisticians put the intercept before the slope because if we later

add additional predictors to our analysis, we like to place them at the (right) end of the equation

rather than inserting them in the middle so that the intercept can maintain its lowly position at the

end.

Figure 21.6 presents the scatterplot of the 35 pairs of exam grades with the graph of the regres-

sion line. Looking at this picture, I opine that the regression line appears to describe the data well,

but best? In this course we will be happy simply to use the line; if you want to learn why it is the
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Figure 21.6: Scatterplot of final exam score versus midterm exam score for n = 35 students, with
the graph of the regression line ŷ = 68.42 + 0.4516x.

...................
...................

...................
...................

...................
...................

...................
...................

...................
...................

...................
...................

...................
................. ŷ = 68.42 + 0.4516x
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best line—based on the Principle of Least Squares—then you should read the optional Appendix

near the end of this chapter.

We need to look more carefully at how the line describes the data. Go to the scatterplot and

locate the case that has x = 44.5 and y = 82.0. For ease of presentation, I will call the student with
these scores Sally—not his/her real name. Next, I substitute (plug-in) Sally’s value of x = 44.5
into the regression line and obtain her value of ŷ:

ŷ = 68.42 + 0.4516(44.5) = 68.42 + 20.10 = 88.52.

We now have three numbers for Sally:

Her midterm score: x = 44.5; her actual final exam score: y = 82.0; and her predicted
final exam score: ŷ = 88.52.

Thus, her actual final exam score was 6.52 points lower than its prediction based on Sally’s midterm

exam score and the regression line. Looking at Figure 21.6, we see that Sally’s ‘O’ is 6.52 points

below the regression line. Sally’s ‘O’ is quite far from the line, which tells us that the line does

not describe Sally’s data very well; or, if you prefer, this tells us that the prediction of Sally’s final

exam score is quite different from her actual score.

We now create a fourth number for Sally, to supplement her values of x, y and ŷ. We denote

this new number by e and call it Sally’s residual; its formula is below.

e = y − ŷ, which for Sally is e = 82.0− 88.52 = −6.52.

Sally’s residual compares, via subtraction, her actual final score and her predicted final score.
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Persons who are new to regression often wonder why statisticians define the residual as the

difference (y − ŷ) instead of its negation, (ŷ − y). One reason can be seen from Figure 21.6.

When I view this figure, I naturally look at how the data points (the O’s) are placed relative to the

regression line. Sally’s ‘O’ is below the line; down is the direction of smaller numbers, hence of the

negative numbers. Thus, I want Sally’s residual to be negative because it is below the regression

line. Similarly, for any circle above the line, the residual is positive. If a circle is exactly on the

regression line, then its residual is zero.

My extended discussion of Sally’s data point can be modified for each of the other 34 students

in my data set. With all this additional work, I will call upon my computer to help me. Table 21.3

presents output from Minitab for our current data set. I need to take a few minutes to walk you

through this output; it contains a great deal of information!

Minitab begins by telling us:

The regression equation is: Final = 68.4 + 0.452 Midterm

This is Minitab’s way of saying that the regression line is:

ŷ = 68.4 + 0.452x.

Each term in this equation has one fewer significant digit than I gave you earlier, but as we will

see soon, Minitab also gives more precise values of the intercept and slope. Minitab’s presentation

is quaint, some might say anachronistic; it was created for an age, circa 1970, when a computer

printer behaved like a typewriter that does not have a backspace key. Minitab could print a y or it

could print a hat, but it could not print both. On the brighter side, Minitab does allow me to name

my variables to make the output more user-friendly; I made the natural choices of Midterm for X
and Final for Y .

Farther down the output, Minitab presents:

Predictor Coef SE Coef T P

Constant 68.420 7.963 8.59 0.000

Midterm 0.4516 0.1501 3.01 0.005

S = 4.635 R-Sq = 21.5%

We will ignore most of this until Chapter 22, but note that the Coef (short for coefficient) for the

constant predictor is 68.42 and for the midterm is 0.4516, agreeing with my earlier reported values

of the intercept and slope.

The remainder of the output is a listing for all 35 cases in the data set. The headings for all

columns should make sense to you, excepting column 4; by Fit Minitab means the value of ŷ.
You should note that Obs(ervation) 4 is Sally and Minitab reports the same values we determined

earlier by hand. Well, except that Minitab gives one more digit of precision in columns 4 and 5.

Take a couple of minutes to peruse the information in the output. Note that the entries for

observations 21 and 22 are identical; these are the two students who both scored x = 55.5 and

y = 96.0. With the same value of x, they necessarily have the same value of ŷ; and with the same

values of both ŷ and y, they have the same residual.
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Table 21.3: Edited Minitab output for the regression of final exam score on midterm exam score

for 35 students.

The regression equation is: Final = 68.4 + 0.452 Midterm

Predictor Coef SE Coef T P

Constant 68.420 7.963 8.59 0.000

Midterm 0.4516 0.1501 3.01 0.005

S = 4.635 R-Sq = 21.5%

Obs Midterm Final Fit Residual

1 39.0 83.5 86.032 -2.532

2 43.0 89.0 87.838 1.162

3 44.0 92.0 88.290 3.710

4 44.5 82.0 88.515 -6.515

5 46.0 93.0 89.193 3.807

6 48.0 87.0 90.096 -3.096

7 48.5 91.5 90.322 1.178

8 49.0 99.5 90.548 8.952

9 49.0 88.0 90.548 -2.548

10 49.0 81.0 90.548 -9.548

11 49.5 91.0 90.773 0.227

12 49.5 95.0 90.773 4.227

13 50.0 97.5 90.999 6.501

14 53.0 83.0 92.354 -9.354

15 53.0 93.0 92.354 0.646

16 53.5 97.0 92.580 4.420

17 53.5 99.0 92.580 6.420

18 54.5 95.5 93.031 2.469

19 54.5 83.0 93.031 -10.031

20 55.0 94.5 93.257 1.243

21,22 55.5 96.0 93.483 2.517

23 55.5 92.5 93.483 -0.983

23 55.5 92.5 93.483 -0.983

24 56.5 93.5 93.934 -0.434

25 56.5 89.5 93.934 -4.434

26 56.5 90.5 93.934 -3.434

27 57.0 92.0 94.160 -2.160

28 57.5 97.5 94.386 3.114

29 58.5 99.0 94.838 4.162

30 58.5 95.0 94.838 0.162

31 58.5 91.0 94.838 -3.838

32 58.5 97.5 94.838 2.662

33 59.0 91.5 95.063 -3.563

34 59.0 98.5 95.063 3.437

35 59.0 94.0 95.063 -1.063
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I think that it is time that I told you how I obtained the equation of the regression line. Again,

if you want to see the algebra behind this, you should read the optional Appendix near the end of

this chapter.

Result 21.2 (The equation of the regression line.) The equation of the regression line is

ŷ = b0 + b1x, (21.3)

where b0 and b1 are given by:

b1 = r(s2/s1) and b0 = ȳ − b1x̄, (21.4)

where r is the correlation coefficient defined in Equation 21.2.

Notice that we need five summary statistics to obtain the regression line:

x̄, s1, ȳ, s2 and r.

The first two of these summaries are for the x values—i.e., they ignore the y’s—and the next

two are for the y values. Only the last one, r, looks at how the x and y values are associated.

This provides an example of why the correlation coefficient is important: The regression line is

a function of: how the x’s behave by themselves; how the y’s behave by themselves; and the

correlation coefficient. In other words, all we need to know about how the x’s and y’s influence
each other (vary together) is contained in the value of r.

I will never ask you to obtain the regression line from a set of data by hand. In these Course

Notes, I have shown you a site that will compute

x̄, s1, ȳ and s2,

and another site that will compute r. Also, I have shown you a site that will compute simply the

regression line. I will not ask you to use these sites on the final exam and, hence, am not bothering

to list them again.

Another, better, option is to use a statistical software package and a computer to obtain the

regression line, as I do above with Minitab. I will show you more about how to interpret output

from Minitab in Chapter 22. In the current chapter—and on the final—I will give you the five

summary statistics you require to obtain the regression line by hand. Let me give you a couple of

examples of the method.

Example 21.1 (The regression line for the exam scores data.) After deleting the isolated case,

for the 35 students pictured in Figure 21.5, I computed:

x̄ = 52.786, s1 = 5.295, ȳ = 92.257 and s2 = 5.154.

Recall that I previously told you that r = 0.464. We can now evaluate Equation 21.4:

b1 = 0.464(5.154/5.295) = 0.4516 and b0 = 92.257− 0.4516(52.786) = 68.4188.

Thus, the regression line is

ŷ = 68.42 + 0.4516x,

as stated earlier.
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Example 21.2 (The regression lines for the tarantula and small hunter data sets.) Please refer

to the scatterplot of heart rate versus body weight for the n = 6 tarantulas in Figure 21.1. Recall

that I previously told you:

x̄ = 11.277, s1 = 1.955, ȳ = 11.833, s2 = 1.472 and r = −0.872.

We can now evaluate Equation 21.4:

b1 = −0.872(1.472/1.955) = −0.6566 and b0 = 11.833 + 0.6566(11.277) = 19.24.

Thus, the regression line is

ŷ = 19.24− 0.6566x.

With a similar argument, for the small hunters we have:

x̄ = 0.101, s1 = 0.049, ȳ = 92.1, s2 = 21.5 and r = 0.397.

We can now evaluate Equation 21.4:

b1 = 0.397(21.5/0.049) = 174.2 and b0 = 92.1− 174.2(0.101) = 74.51.

Thus, the regression line is

ŷ = 74.51 + 174.2x.

Figure 21.7 presents the scatterplot for the tarantulas and for the small hunters with their regression

lines. Don’t worry about being able to draw lines on a scatterplot; if you ever get a job doing

regression analysis, (I hope) you will have computer software to help!

Now that you have three examples of regression lines—exam scores and two categories of

spiders—I want to make some general comments about the regression line.

First, take the equation of the regression line,

ŷ = b0 + b1x,

and replace the symbols b0 and b1 by the expressions in Equation 21.4; we get:

ŷ = ȳ + r(s2/s1)(x− x̄). (21.5)

Let’s suppose that we have a case for which x = x̄; in words, this case is average—one might say

mediocre—on its value of the predictor. What is its predicted response? Well, substituting x̄ for x
into Equation 21.5 we obtain:

ŷ = ȳ + b1(x̄− x̄) = ȳ + 0 = ȳ.

Thus, if a case is mediocre on x then the regression line predicts that it will be mediocre (i.e., equal

ȳ) on y. I have suggested that this result be labeled The Law of the Preservation of Mediocrity,

but, so far, without success.

Visually, the Law tells us that the regression line must pass through the point (x̄, ȳ).
Actually, my Law of the Preservation of Mediocrity has some merit. Let me explain. As

presented in these notes, the regression line is the result of applying the Principle of Least Squares.

But this principle is, at least in part, motivated by mathematical convenience. (Stop shouting all

you Ph.D.’s in Math!) The obvious practical question is:
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Figure 21.7: Scatterplot and the regression line of heart rate (beats per minute) versus body weight

(grams) for small hunters and for tarantulas.
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Does this mathematical convenience yield sensible answers?

Based on the Preservation of Mediocrity, I can state, “Perhaps.” Here is why. If the Preserva-

tion of Mediocrity were not true for the regression line, that would seem stupid! After all, how

could it make sense with a linear relationship to predict that a mediocre x yields an above [below]

average y!

21.3 The Regression Effect and the Regression Fallacy

I will introduce these ideas with a real data set. This is a large data set; I have pairs of numbers

for n = 124 cases. Having a large amount of data is useful for this section. Another good feature

is that the values of x̄ and ȳ are almost identical and the standard deviations s1 and s2 are similar.

As you will see, the material in this section is easier to understand if x̄ = ȳ and s1 = s2, but such
exact agreement is rare in real data.

Alas, these data have some bad features. First, they are data from Major League Baseball.

Thus, it is not classically a biology example, but baseball is played by human animals! Second, if

you are a baseball fan, you will probably be annoyed when you learn that the data are more than

25 years old!

Thus, you might wonder: Why am I using these very old sports data? To be honest, any such

example is a lot of work, I am running out of time to complete these notes and I performed the

analysis of these data many years ago.
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I will refer to my data set as the Batting Averages Study. Its cases are the 124 baseball players

who had 200 or more official at bats during both the 1985 and 1986 American League seasons.

Each player’s two variables are his batting averages (number of hits divided by official number of

at bats) for the two seasons [2]. I will let Y [X] denote the 1986 [1985] batting average. In short,

I want to use a player’s 1985 batting average to predict his 1986 batting average.

If you are not a baseball fan, there are three things you should realize:

1. A batting average is a proportion of successes, not a mean. (Note to literal math-types: yes,

every proportion is in a sense a mean, but if we were happy with that name, we would never

use the word proportion.)

2. When comparing two batting averages, the larger one is better.

3. A batting average of say, 0.325, is never read literally as 325 thousandths; it is read 325, as

in, “He batted 325.” (What did you expect from people who call a proportion an average?)

Figure 21.8 presents a scatterplot of the 124 cases and the regression line: ŷ = 0.095 + 0.633x.
When I look at the scatterplot I see one definite isolated case and two possibilities. The definite

isolated case is Floyd Rayford who batted x = 0.306 in 1985 and y = 0.176 in 1986; going from

the ninth largest batting average in 1985 to the lowest in 1986 is unusual! (In 1987, Mr. Rayford

batted 0.220 in only 50 at bats and his Major League career was over. He went on to have a

long career as a minor league coach; those who can’t . . . .) The two possible isolated cases are:

Wade Boggs, (0.368, 0.357), who had the highest batting average both years and Don Mattingly,

(0.324, 0.352), who had the third highest batting average in 1985 and the second highest in 1986.

In short, the data points for Boggs and Mattingly are isolated because they were great both years.

I will include all 124 cases in my analysis, although one might argue that Floyd Rayford should

be deleted.

The five summary statistics for the data are:

x̄ = 0.266, s1 = 0.028, ȳ = 0.264, s2 = 0.032 and r = 0.554.

As I stated earlier, the means are nearly identical and the standard deviations are similar; the mean

of the batting averages went down a bit and the standard deviation of the batting averages went up

a bit, both comparisons from 1985 to 1986.

Please forgive me the briefest of digressions. Let me tell you about a group of people I find

very annoying. I call them the naive predictors. A naive predictor believes that the future should

be exactly the same as the past. For example, if today I make 58 out of 100 free throws, a naive

predictor thinks that tomorrow I should make exactly 58 out of 100 free throws and if I fail to do

so, then something is wrong! To a naive predictor, if I make 59 out of 100 free throws tomorrow,

then there must be a reason why. It must be very frustrating to be a naive predictor!

Batting 300 (or higher) is considered to be quite good in baseball. The 12 players who batted

300 or higher in 1985 are listed in Table 21.4. A naive predictor would expect y to equal x for these

12 players (indeed for all players). Notice, however, that for 10 of the 12 players the 1986 batting

average was lower than the 1985 batting average. And not just a little bit lower: 67 points lower

for Salas, 53 for Iorg, 51 for Henderson and the massive 130 for Rayford. The mean decrease for
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Figure 21.8: Scatterplot of 1986 versus 1985 American League batting average with regression

line: ŷ = 0.095 + 0.633x.
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Table 21.4: 1985 and 1986 batting averages for the 12 players who batted 300 or more in 1985.

1985 1986 Change Residual

Name x y y − x ŷ e
Floyd Rayford 0.306 0.176 −0.130 0.289 −0.113
Mark Salas 0.300 0.233 −0.067 0.285 −0.052
Garth Iorg 0.313 0.260 −0.053 0.293 −0.033
Rickey Henderson 0.314 0.263 −0.051 0.294 −0.031
Wayne Tolleson 0.313 0.265 −0.048 0.293 −0.028
George Brett 0.335 0.290 −0.045 0.307 −0.017
Brett Butler 0.311 0.278 −0.033 0.292 −0.014
Harold Baines 0.309 0.296 −0.013 0.291 0.005

Wade Boggs 0.368 0.357 −0.011 0.328 0.029

Juan Beniquez 0.304 0.300 −0.004 0.287 0.013

Phil Bradley 0.300 0.310 0.010 0.285 0.025

Don Mattingly 0.324 0.352 0.028 0.300 0.052

Mean: −0.035 −0.014
Mean without Rayford: −0.026 −0.005

these 12 players is 35 points, a huge amount for a batting average. Even deleting Rayford, the

mean decline is 26 points.

Why did this happen? First, let’s look at some obvious possibilities.

1. Perhaps batting averages were simply much lower in 1986 than they were in 1985. No.

As we saw, the mean batting average in 1986, 0.264, is only two points less than the mean

batting average in 1985, 0.266. A two point drop overall does not explain a 35 point drop

for the top 12 hitters of 1985!

2. Perhaps the spread in the batting averages decreased dramatically from 1985 to 1986. The

consequences of this declining spread would include that the most extreme values in 1985

would shrink towards the mean in 1986. No. As we saw, the standard deviation of the batting

averages in 1986, 0.032, is actually larger than the standard deviation of the batting averages

in 1985, 0.028.

Before I explain why these changes occurred, let’s look at the nine worst hitters—based on batting

average—in 1985 and see how they did in 1986. The data are presented in Table 21.5. While the

changes in this new table are less dramatic than what we had earlier—there is no anti-Rayford or

anti-Salas in this group—there is still a notable pattern: seven of the nine hitters improved in 1986

and the mean change for the nine hitters is an improvement of 14 points.

To summarize, the naive predictors are too optimistic about good hitters and too pessimistic

about bad hitters.

How do the regression line predictions perform for these 21 extreme (in 1985) hitters?
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Table 21.5: 1985 and 1986 batting averages for the nine players who batted 228 or lower in 1985.

1985 1986 Change Residual

Name x y y − x ŷ e
Rick Manning 0.218 0.254 0.036 0.233 0.021

Dick Schofield 0.219 0.249 0.030 0.234 0.015

Rob Wilfong 0.189 0.219 0.030 0.215 0.004

Greg Gagne 0.225 0.250 0.025 0.237 0.013

Steve Buechele 0.219 0.243 0.024 0.234 0.009

Julio Cruz 0.197 0.215 0.018 0.220 −0.005
Pat Sheridan 0.228 0.237 0.009 0.239 −0.002
Darryl Motley 0.222 0.203 −0.019 0.236 −0.033
Gorman Thomas 0.215 0.187 −0.028 0.231 −0.044
Mean: 0.014 −0.002

• For the 12 best hitters in 1985, the regression prediction, ŷ, was too large—the residual is

negative—for seven players and too too small—the residual is positive—for five players.

The mean of these 12 residuals is−0.014 and, if we exclude Floyd Rayford, the mean of the

remaining residuals is −0.005.

Clearly, the least squares line is much better than the naive predictors for the players in

Table 21.4.

• For the nine worst hitters in 1985, the regression prediction, ŷ, was too large—the residual

is negative—for four players and too small—the residual is positive—for five players. The

mean of these nine residuals is nearly zero, −0.002.

Clearly, the least squares line is much better than the naive predictors for the players in

Table 21.5.

Here is what generalizes about the above example on baseball players and batting averages.

The following is not a mathematical result, although, as you will see soon, there is a math result

that supports it. The following is an empirical result; it is true for real data. Indeed, if you can

find data, real or pretend, that satisfies my conditions, but violates my conclusion, let me know

right away! Who knows, this could result in an

insert-your-name-here Paradox, similar to the Simpson’s Paradox you learned about

earlier.

• Conditions:

– There is a linear relationship in the data between X and Y .
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– The means and approximately equal, x̄ ≈ ȳ, and the standard deviations are approxi-

mately equal, s1/s2 ≈ 1. The correlation coefficient is positive, but smaller than 1. (A

similar result is true if the correlation coefficient is negative, but larger than −1, but I
want to keep this simple.)

• Conclusion:

– For cases with an x larger than the mean x̄, the values of y tend to be smaller than x
but larger than the mean ȳ.

– For cases with an x smaller than the mean x̄, the values of y tend to be larger than x
but smaller than the mean ȳ.

As best I can tell, this result first appeared in a 1886 paper by (later Sir) Francis Galton, [3]. Here

is what Galton did.

A case for Galton consisted of a pair of men, an adult father and his adult first born son. He

took X to be the height of the father and Y to be the height of the son. (In Galton’s day what we

call height was called stature.) My conditions above are met by Galton’s data and my conclusion

is true for his data too. Namely, Galton noted that the sons of extremely tall fathers also tended to

be tall, but shorter than their fathers. Also, he noted that the sons of extremely short fathers also

tended to be short, but taller than their fathers. Galton’s conclusion? I think that the title of his

paper says it all:

Regression Towards Mediocrity in Hereditary Stature.

Apparently, Galton thought that eventually all Englishmen would be the same height; after all,

if tall fathers beget shorter sons and short fathers beget taller sons, what else can one conclude?

Galton’s error was in failing to note that s2 was approximately equal to s1. If, indeed, men were re-

gressing to the same height, then s2 should be noticeably smaller than s1. (Also, if the phenomenon

of regression of heights was actually occurring from generation to generation, why weren’t all men

the same height by 1886?) In any event, Galton’s use of the word regression has persisted to this

day; hence, the name of this chapter.

This leaves the question: If the son’s of tall men are becoming shorter, but not too much

shorter; and the son’s of short men are becoming taller, but not too much taller; how is it that

s2 is not smaller than s1? The answer is quite simple: while the extremes are collapsing to the

mean this is counteracted by the fact that the son’s of average height fathers show more spread;

some are much taller than average dad; some are much shorter than average dad; and some are

approximately the same height as average dad.

Historical Note: Please do not construe the above as a criticism of Galton or his work. I

am unqualified for either task, but do note that he was a giant in the field of quantitative social

sciences. Stephen Jay Gould has written eloquently on the difficulty with judging scientists from

another era; if you are interested in this topic, read his book The Mismeasure of Man [4], which

is on my list of the five best books I have ever read. (I have read nearly 2,000 books.) Not only

is the above tale not a criticism, I cannot swear to its accuracy. As with FDR and Ronald Reagan,

supporters and detractors of Galton have very different views of his errors, if any. In particular, my
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statement that Galton believed all Englishmen would eventually be the same height is disputed. I

personally would be surprised if he believed this at his death in 1911, but in 1886? Who knows?

As Muhammad Ali once said,

A man who views the world the same at fifty as he did at twenty has wasted thirty

years of his life.

Even if part of my tale is above is historically inaccurate, I believe it is a good way to introduce

you to the topic of the regression effect. I am open to suggestions for a better story.

I will now show you the math behind the earlier result, as promised.

It is insightful to rewrite Equation 21.5 as follows:

ŷ = ȳ + r(s2/s1)(x− x̄) becomes

ŷ − ȳ = r(s2/s1)(x− x̄) becomes

ŷ − ȳ

s2
= r(

x− x̄

s1
). (21.6)

This last is equation is not designed for “Plugging in x to obtain ŷ.” It is designed to help us

understand the regression line better. This improved understanding requires a fair amount of work.

It will help if we use a specific value of r, say r = 0.554 from our batting average data. Let’s

suppose that we have a hitter whose 1985 batting average is

x = x̄+ s1 = 0.266 + 0.028 = 0.294.

Actually, none of the 124 players in my data set had x = 0.294, but I don’t mind because I simply

am trying to explore Equation 21.6.

As discussed earlier, a naive predictor would predict 0.294—i.e., no change—for the 1986

batting average of this player. A somewhat more sophisticated naive predictor might reason as

follows:

This player achieved one standard deviation above the mean on x; thus, I predict that
he will achieve one standard deviation above the mean on y.

Thus, the more sophisticated naive predictor would obtain

ȳ + s2 = 0.264 + 0.032 = 0.296.

The regression line disagrees with both versions of the naive predictor. The regression line says

that the predicted value of y, i.e., ŷ, equals only r = 0.554—not one—standard deviations more

than the mean:

ŷ − ȳ

s2
= r or ŷ = ȳ + rs2 = 0.264 + 0.554(0.032) = 0.264 + 0.018 = 0.282.

Let me share with you my picturesque interpretation of Equation 21.6. I will give it in terms of

the batting average study and its r = 0.554; I trust that you will be able to extend my interpretation

to other studies and other values of r that are strictly between 0 and 1.

564



Consider again the (fictitious) player who had x = 0.294. This is a good batting average for

1985; it is one standard deviation larger than the mean 1985 batting average of the 124 players.

I anticipate that this man will also be good in 1986; good but not as good as he was in 1985. In

particular, I predict that only 55.4% (the percentage version of r = 0.554) of whatever made him

better than average in 1985 will persist to 1986. My view of the world is: skill persists, luck does

not. Thus, my picturesque interpretation is that 55.4% of what made him special in 1985 was skill,

the other 44.6% must have been luck. As a statistician, by luck I mean what most people mean

plus I include all factors that are not included in my analysis. An obvious factor that I left out of

my batting average study was the age of the player. For example, George Brett was a great Hall-

of-Fame baseball player, but the drop in his batting average from x = 0.335 to y = 0.290 was—in

my opinion—in part due to his turning 33 years-old during the 1986 season. Brett had some good

seasons after 1985, but nothing compared to his performance before 1986.

The consequences on predictions of the presence of r in Equation 21.6 is called the regression
effect. (Remember if r was not there, or was equal to one, then the least squares predictions would
be the sophisticated naive predictions.) The regression fallacy is the mistake of believing that the

regression effect must be due to something other than simply the fact that r is smaller than 1.

21.4 Some Comments on the Regression Line

In this section I will gather together and present several loose ends that I failed to mention earlier

in this chapter. Sorry, but I could not find a way to mention these earlier without disrupting the

flow of ideas.

21.4.1 Don’t Round the Predictions!

Do you remember that in Chapter 14, I showed you how to predict the total number of successes

in future Bernoulli trials or future observation of a Poisson Process? At that time, I recommended

that you round your answers; for example, predicting that the total number of successes would

be between 53.7 and 81.2 seemed silly because the number of successes would be, perforce, an

integer.

Now, fast forward to the exam scores example of this chapter. Recall that the final exam was

graded in one-half point increments; as a result, for example, 92.0 was a possible score on the final

and 92.5 was a possible score on the final, but any number between these two was impossible.

Thus, if, say, you obtained ŷ = 92.3 it would seem that my advice would be to round this to

92.5. Wrong! In regression we do not round our value of ŷ, we are happy to leave it equal to an

impossible value. Why? There are two reasons:

1. First, a minor reason: We obtain the ŷ’s by applying the Principle of Least Squares. If we go
rounding these off, we are no longer following the principle.

2. Now the more important reason: If we round off the values of ŷ to possible values, then the

regression line is no longer a line; for my exams example, it will look like a staircase.
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Of course, anytime we deal with measurements, there will be rounding. Usually, with complicated

computations there will be rounding. Either of these is fine; just don’t round in order to obtain a

possible response. Nobody cares about that.

21.4.2 We Call it the Regression Line, but . . .

Lines in mathematics are infinite, they go on forever. Lines in Statistics don’t. More accurately,

statisticians should refer to the regression line as the regression line segment.

For every set of data we have examined, there is a limited range of x values. For two examples:

• In the exam scores data set, the midterm scores range from a low of 39.0 to a high of 59.0.

• In the batting averages study, the 1985 batting averages range from a low of 0.189 to a high

of 0.368.

For the spiders, the exams and the batting averages, I looked at a scatterplot and declared the

relationship to be linear. Obviously, I have no empirical evidence on whether the relationship is

linear outside the range of the x’s in my data set. The following example makes this point quite

well, but please don’t call me sadistic for showing it to you. Paraphrasing President Nixon, “I

would never do this experiment; it would be wrong.”

Example 21.3 (Fish activity and water temperature.) These data are from a student’s project

many years ago. Sadly, I don’t remember the student’s name; if you are out there and read this, let

me know!

My student was a biology major and she reported that she had read in a textbook,

As water temperature increases, fish activity increases.

My student owned an aquarium with a water temperature control and she decided to collect data

on her fish to investigate the textbook’s claim. She let Y denote fish activity and X denote water

temperature in degrees Fahrenheit. One of the most interesting things she learned in her study was

the difficulty in measuring fish activity! She did, however, manage to obtain a good set of valid

data, a scatterplot of which is presented in Figure 21.9.

Look at the scatterplot for a moment; what do you see? Well, I see no isolated cases. I see an

increasing linear relationship between x and y and I can almost see the graph of the regression

line superimposed on the scatterplot. It appears that for water temperature in the range of 69 to 81

degrees, the textbook is correct.

Here is my question for you:

Do you believe that it is scientifically valid to extend the regression line to temperatures

above 81 degrees? To 83 degrees? To 90 degrees? To 212 degrees?

Well, obviously, at 212 degrees there won’t be any fish activity! Similarly, there won’t be any fish

activity at 32 degrees.
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Figure 21.9: Scatterplot of fish activity versus water temperature (degrees F).
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21.4.3 The Regression of X on Y

In math, suppose you have the equation y = mx+ b form 6= 0. You can then solve for x in terms

of y and obtain x = (y − b)/m = (1/m)y − b/m. Note that the product of the slopes of these two

lines ism(1/m) = 1.
In Statistics, the situation is a bit more complicated. First, let me note that in many scientific

problems, it is reasonable to consider using Y to predict X . For example, on exams it is possible

that a student will miss a midterm and the teacher and student decides to use the final to predict the

midterm score. For the batting averages study, one might want to use the 1986 batting average to

predict the 1985 batting average. To this end, let’s look at the representation of the regression line

given in Equation 21.5:

ŷ = ȳ + r(s2/s1)(x− x̄).

To obtain the regression line for using y to predict x, we simply interchange the roles of y and

x—which includes interchanging the roles of s1 and s2—in the above and obtain the following

result. (Recall that changing the roles of x and y has no effect on the correlation coefficient r.)

Result 21.3 (The regression line for using y to predict x.) The regression line for using y to pre-
dict x is

x̂ = x̄+ r(s1/s2)(y − ȳ). (21.7)

This new regression line is not just obtained by taking the old regression line (y on x) and solving

for x. The easiest way to see this—i.e., that avoids messy algebra—is to note that the product of

the slopes of these two regression lines is:

r(s2/s1)× r(s1/s2) = r2,
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which is smaller than 1 unless r equals +1 or −1; in other words, unless all data points lie exactly

on a straight line. If the lines are mathematically equivalent, then the product of these slopes must

equal 1, as shown at the beginning of this subsection.

21.5 Summary

In this chapter, we consider scientific problems for which each unit—called a case now—yields

two numbers. Data from n cases are represented by

(x1, y1), (x2, y2), (x3, y3), . . . , (xn, yn).

Usually the variables, X and Y , are viewed asymmetrically by the researcher. In particular, Y is

viewed as the response and X as the predictor. These labels convey two features:

• That the researcher has a greater interest in Y than inX; and/or

• The value of X is obtained primarily to help one better understand Y .

If the researcher truly views the variables symmetrically—for example, if the two numbers are

the adult IQs of first versus second born identical twins—then the researcher should assign the

labels—for my example, say,X for the first born—in any arbitrary manner. In this situation, how-

ever, remember that each assignment gives a different regression line. (The value of the correlation

coefficient, however, is not affected by the assignment.)

Following what we did in Chapter 1, begin by drawing a picture of the data. In Chapter 1 with

one variable, our first picture was the dot plot. The scatterplot of this chapter is an extension of the

idea of a dot plot. I will not ask you to draw a scatterplot by hand, but if I give you a particular pair

(x, y) from a data set, you need to be able to locate it in the scatterplot.

Given a scatterplot for a set of data, the first thing to do is to look for one or more isolated

cases. Next, look at the scatterplot—perhaps the new scatterplot after deleting one or more isolated

cases—and determine whether the pattern it reveals is linear. In Chapter 21 and most of Chapter 22,

we only consider data sets that possess a linear relationship between X and Y .

The correlation coefficient, defined in Equation 21.2, tells us the direction and strength of the

linear relationship in the data. Make sure that you understand the six properties of the correlation

coefficient that are given in Result 21.1 on page 546. Note the 12 prototypical scatterplots and

their correlation coefficients given in Figure 21.4 on page 548. In particular, if given a scatterplot,

you should be able to determine its approximate correlation coefficient.

The correlation coefficient, r, along with the means and standard deviations of the x’s and the

y’s—i.e., five numbers in total—allow us to find the line that best describes the data set. This best

line is determined by an application of the Principle of Least Squares. You are not responsible for

either understanding or applying the Principle of Least Squares, but if you are interested in these

issues, see the Appendix near the end of this chapter.

The best line is called the regression line and it is given in Result 21.2 on page 556. I prefer

the following representation of it, given in Equation 21.5:

ŷ = ȳ + r(s2/s1)(x− x̄).
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This expression allows us to see easily the Law of the Preservation of Mediocrity, namely that if a

case has x = x̄, then the case’s ŷ = ȳ. In other words, the regression line passes through the point

(x̄, ȳ).
In the data set, case i has two numbers: xi and yi. By substituting xi into the regression line

for x, we get a third number for the case, its predicted value:

ŷi = b0 + b1xi.

Each case also has a residual:

ei = yi − ŷi,

giving each case a fourth number.

The residual equals 0 if, and only if, the prediction is perfect; i.e., ŷi = yi. A positive [negative]

residual means that the actual yi is larger [smaller] than the predicted value ŷi. In terms of the

scatterplot, a case is exactly on the line if, and only if the prediction is perfect. A case is above

[below] the regression line if its residual is positive [negative].

Another way to write the regression line is given in Equation 21.6:

ŷ − ȳ

s2
= r(

x− x̄

s1
).

For r strictly between 0 and 1, this equation shows the regression effect:

For any c > 0 [c < 0] and any case with x equal to x̄ + cs1—in words, the value of x
is c standard deviations larger [smaller] than the mean of the x’s—the predicted value

of y is only r × c standard deviations larger [smaller] than mean of the y’s.

In 1886, Francis Galton discovered this phenomenon and termed it regression towards mediocrity

and the term regression stuck. The regression fallacy is to believe that the regression effect has a

cause other than the fact that r is smaller than one.

Finally, the chapter ends with a few unconnected remarks, with examples:

1. Report the value of ŷ without regard to whether it is a possible value of y.

2. The regression line does not extend infinitely.

3. It is mathematically possible to regressX on Y ; whether this makes sense scientifically will

depend on the problem. An important feature of the two regression lines is that the product

of their respective slopes is r2.

21.6 Practice Problems

1. Refer to the exam data on 36 students, presented in Figure 21.5. In this chapter, I found the

regression line for the 35 cases that remained after I deleted the isolated case with x = 35.5
and y = 95.5. You are given the following summary statistics for the entire set of 36 cases:

x̄ = 52.31, s1 = 5.961, ȳ = 92.35, s2 = 5.109 and r = 0.353.
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(a) Obtain the regression line using the midterm exam score to predict the final exam score

for the 36 cases.

(b) Use the regression line to obtain the predicted value of y for the following four values of
x: 46.0, 50.0, 55.0 and 59.0. Compare your four predictions to the values in Table 21.3.

Comment.

2. Figure 21.10 presents a scatterplot of the public’s rating of a movie versus the rating given

by a panel of movie critics for n = 20 movies, circa 1991. The worst possible rating is one

star and the best possible rating is four stars. Compare this scatterplot to the 12 scatterplots

presented in Figure 21.4. One of the following numbers is the correlation coefficient for

these data; which one is it?

−0.83,−0.36, 0.00, 0.36, 0.83.

3. Figure 21.11 is a scatterplot of the number of victories (in 82 games) in 1991–92 versus

the number of victories (again, in 82 games) in 1990–91 for the n = 27 NBA (National

Basketball Association) teams.

One of the following numbers is the correlation coefficient for these data; which one is it?

0.000, 0.052, 0.302, 0.724, 1.000.

4. Sometimes we don’t need to use fancy statistics to learn from a scatterplot. We simply need

to avoid dumb ideas, as this example shows.

The data and details of this example are taken from [5] which provides additional information

for the interested reader. On January 28, 1986, shortly after lift-off one of the rocket boosters

on the space shuttle Challenger exploded resulting in the death of the seven crew members.

A Presidential Commission concluded that the disaster was caused by the failure of an O-

ring in a field joint on the rocket booster. The Commission further concluded that the failure

was due to a faulty design which made the O-ring unacceptably sensitive to a number of

factors, including temperature. The O-rings had been damaged on several of the 24 previous

shuttle program flights. Figure 21.12 is the scatterplot of the number of incidents of thermal

distress to field joint O-rings versus the launch temperature for 23 shuttle flights before the

Challenger disaster. (The hardware from the fourth shuttle flight was lost at sea.)

(a) Write a few sentences that describe what the scatterplot reveals.

(b) Based on the scatterplot (and not hindsight) criticize the decision to launch the Chal-

lenger when the temperature was 31 degrees.

(c) Unfortunately, the night before the Challenger launch when managers discussed the

effect of temperature on field joint O-rings, they decided the launches that yielded

y = 0 were irrelevant. Look at the seven cases in Figure 21.12 that have y > 0; is there
a convincing relationship between Y andX?
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Figure 21.10: Scatterplot of the public’s versus critics’ rating of 20 movies, circa 1991.
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5. (See Practice Problem 3 above.) For the data in Figure 21.11:

x̄ = ȳ = 41.00, s1 = 12.96, s2 = 13.08 and r = 0.724.

(a) Explain why it is no surprise that x̄ = ȳ = 41.00.

(b) Find the equation of the regression line. Use the form

ŷ = ȳ + r(s2/s1)(x− x̄).

Explain this equation to a basketball fan who has not read this chapter.

(c) In the 1990–91 season: Chicago won 61 games; Seattle won 41 games; and Miami won

24 games. Calculate the value of ŷ for each of these teams.

(d) In the 1991–92 season: Chicago won 67 games; Seattle won 47 games; and Miami won

38 games. Calculate the value of the residual e for each of these teams.
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Figure 21.11: Scatterplot of the number of victories in the 1991–92 season versus the number of

victories in the 1990-91 season for 27 National Basketball Association (NBA) teams.

1991-92 Number of Victories

1990-91 Number of Victories

10 20 30 40 50 60 70
10

20

30

40

50

60

70

O

O

O

O

O

O
O

O

O

O
O

O
O

O

O

O

O

O

O

O

O

O

O

OO

O

O

572



Figure 21.12: Scatterplot of the number of incidents of thermal distress to field joint O-rings versus

launch temperature for 23 space shuttle flights before the Challenger accident.
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21.7 Solutions to Practice Problems

1. (a) The slope and intercept of the regression line are:

b1 = r(s2/s1) = 0.353(5.109/5.961) = 0.3025 and

b0 = ȳ − b1x̄ = 92.35− 0.3025(52.31) = 76.526.

Thus, the regression line is:

ŷ = 76.526 + 0.3025x.

(b) For x = 46.0, I get

ŷ = 76.526 + 0.3025(46.0) = 90.444 the old ŷ is 89.19.

For x = 50.0, I get

ŷ = 76.526 + 0.3025(50.0) = 91.654; the old ŷ is 91.00.

For x = 55.0, I get

ŷ = 76.526 + 0.3025(55.0) = 93.166; the old ŷ is 93.26.

For x = 59.0, I get

ŷ = 76.526 + 0.3025(59.0) = 94.376; the old ŷ is 95.06.
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2. The relationship is clearly increasing and linear; thus, we may eliminate r = −0.83, r =
−0.36 and r = 0.00. The relationship is weaker than our prototype for r = 0.80; thus, we
may eliminate r = 0.83. By process of elimination, r = 0.36.

3. The relationship is clearly increasing and linear; thus, we may eliminate r = 0.00. The

relationship is not perfect; thus, we may eliminate r = 1.00. The relationship is stronger

than our prototype for r = 0.40; thus, we may eliminate r = 0.052 and r = 0.302. By

process of elimination, r = 0.724.

4. (a) The relationship is definitely strong and decreasing. In my opinion, with a count re-

sponse that takes on very few values, the idea of linear is somewhat meaningless. Ex-

cepting the three cases with x > 65 and y ≥ 1, the pattern for the remaining 20 cases is

perfectly monotonic and deterministic: for x = 53, y = 3; for 57 ≤ x ≤ 63, y = 1;
and for x ≥ 66, y = 0. Looking at these 20 cases, it’s hard to imagine that anyone

would think that temperature doesn’t matter!

I conjecture that the case with x = 75 and y = 2 had a big role in the disaster. To me,

this suggests that some O-rings had defects. It amazes me (not in a good way) that the

observation that a warm temperature cannot fix a bad O-ring, could ever lead anyone to

ignore the evidence a that cold temperature could damage a good O-ring!

(b) As with my example of fish activity and water temperature, I don’t see a data-based

reason to worry about a launch at 31 degrees, simply because there are no data for any

temperature remotely close to 31 degrees. I have tried throughout these notes to en-

courage you to use Statistics to supplement your scientific knowledge. As I understand

it, simple physics suggests rather strongly that as temperature falls, the O-rings pre-

dictably will perform worse. (Sadly, my understanding of physics falls between none

and simple.) Limitations of statistical methods should never be used as an excuse for

ignoring scientific knowledge!

(c) With only the seven cases with y ≥ 1 and no knowledge of physics, I cannot argue

with the decision. I am amazed (again not in a good way), however, that anyone would

ever think that the cases with y = 0 were irrelevant.

5. (a) Every team played 82 games. Every game has a winner and a loser. Hence, the mean

number of victories is 82/2 = 41 each year.

(b) First, the slope is

r(s2/s1) = 0.724(13.08/12.96) = 0.7307.

Thus, the equation of the regression line is:

ŷ = 41 + 0.7307(x− 41).

Here is my description. Every team plays 82 games. Thus, winningmore than 41 games

in 1990–91 is an above average performance. Thus, (x−41), if positive, measures how
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many games above average a team was in 1990–91. The regression line predicts that

only 73% (more precisely, 73.07%) of the skill exhibited in x is inherited by y. Thus,
for example, a team that was 10 games better than average in 1990–91 is predicted to

be only 7.3 games better than average in 1991–92.

Similarly, if (x−41) is negative, we predict the team will win more games in 1991–92.

Lest you go all Galton on me and predict that eventually every team will win one-half

of its games, note that s2 is slightly larger than s1.

(c) First, Seattle is easy; because its x equals x̄, its ŷ = ȳ = 41. The Law of the Preserva-

tion of Mediocrity at work!

For Chicago: ŷ = 41 + 0.7307(61− 41) = 41 + 14.6 = 55.6.

For Miami: ŷ = 41 + 0.7307(24− 41) = 41− 12.4 = 28.6.

(d) The residuals are e = y − ŷ = 47 − 41 = 6 for Seattle; e = 67 − 55.6 = 11.4 for

Chicago; and e = 38− 28.6 = 9.4 for Miami.

21.8 Appendix: Optional Material

21.8.1 Properties 3 and 5 of the Correlation Coefficient

I will begin with property 3, which I will state again for convenience:

3. The value of the correlation coefficient is always between −1 and +1. It equals +1 if, and

only if, all data points lie on a straight line with positive slope; it equals −1 if, and only if,

all data points lie on a straight line with negative slope.

In particular, let’s suppose that for all cases,

yi = a+ bxi, with b > 0.

In words, all of the data lie exactly on a straight line with positive slope. We need the following

useful facts about means and standard deviations, which I could have proven in Chapter 1, but they

are not much fun to prove; thus, it is optional for you to view it.

ȳ = a+ bx̄ and s2 = bs1.

The proof, described below, is not intellectually challenging, but is a bit messy algebraically.

First, I note that ∑
yi =

∑
(a + bxi) = na + b

∑
xi.

Dividing both sides by n, we obtain
ȳ = a + bx̄,
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the first of our results. Next, we look at the deviations for the y’s:

yi − ȳ = a+ bxi − a− bx̄ = b(xi − x̄).

Thus, ∑
(yi − ȳ)2 =

∑
[b(xi − x̄)]2 = b2

∑
(xi − x̄)2.

Thus, dividing both sides by the degrees of freedom, (n− 1), we find

s2
2
= b2s2

1
.

Taking square roots of both sides we get the desired result.

Now, we are ready to revisit the definition of the correlation coefficient for the current situation:

r =

∑
(xi − x̄)(yi − ȳ)

(n− 1)s1s2
=

∑
(xi − x̄)(a+ bxi − a− bx̄)

(n− 1)s1bs1
=

∑
b(xi − x̄)(xi − x̄)

b(n− 1)s1s1
=

s2
1

s1s1
= 1.

If, instead, let’s suppose that for all cases,

yi = a+ bxi, with b < 0.

The above proof works with the following change. The relationship between standard deviations

becomes

s2 = |b|s1 = −bs1 because b < 0.

This changes the denominator of my earlier proof. The numerator is unaffected and eventually,

after much rewriting and canceling, we have r = b/(−b) = −1.
Although I will not provide details, a slight modification of the algebra above will prove prop-

erty 5 of the correlation coefficient in Result 21.1.

21.8.2 The Principle of Least Squares

My goal is to find the best line for describing my exam score data. Stating the obvious, there are

two ways for us to go about this task:

• We can specify a way to measure how good each possible line is. Which ever line has the

most goodness, is the best line.

• We can specify a way to measure how bad each possible line is. Which ever line has the

least badness, is the best line.

It turns out that it is more fruitful to measure how bad a line is and then find the line with the least

amount of badness. The particular method we use to do this is obtained by adopting the Principle

of Least Squares. Take a moment and look at this name; in particular, note the word principle.

This word reminds us that in the work below we are making a value judgment; with a different

value judgment, an analyst would likely find a different best line.

Using the Principle of Least Squares to find the best line for a set of bivariate data is a big task.

I will ease you into it in the following subsection.
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21.8.3 The Principle of Least Squares for One Variable

Suppose that we have n = 5 numbers that, after sorting, are:

0, 1, 2, 7, 10.

In Chapter 1 you learned two ways to summarize these numbers: by their mean x̄ = 4 or by their

median x̃ = 2. We are now going to spend a few minutes looking at these five numbers and their

two summaries in the context of this section.

Let me pose the following question:

Which number c is best at describing these five numbers?

Of course, this question is meaningless until we decide how to measure badness. To be concrete,

let me start by guessing c = 4. I want to know how badly c = 4 does, overall, at describing my

five numbers. I decide that when I describe a number x by c = 4, I incur a loss of magnitude:

|x− c| = |x− 4|.

This loss (function) is called absolute error loss. It tells us, for example, that when I describe

x = 1 by c = 4, I incur a loss of |x− c| = |1− 4| = 3; when I describe x = 10 by c = 4, I incur a
loss of |x− c| = |10− 4| = 6; and so on. I measure the overall badness of c = 4 by summing the

errors over all five data points:

|0− 4|+ |1− 4|+ |2− 4|+ |7− 4|+ |10− 4| = 4 + 3 + 2 + 3 + 6 = 18.

For comparison, the overall badness of c = 2 is:

|0− 2|+ |1− 2|+ |2− 2|+ |7− 2|+ |10− 2| = 2 + 1 + 0 + 5 + 8 = 16.

We see that for these data, the median, 2, is better than the mean, 4, at describing these data. Well,

more precisely, the median is better than the mean if we use absolute error to measure badness.

It can be shown that for any set of data, when we use absolute error to measure badness, then

the best descriptor of the numbers in the data set is the median. For an odd sample size, the median

is the unique best descriptor; for an even sample size, there can be an interval of best descriptors.

The interested reader may prove this fact.

I could argue that absolute error is the natural choice for measuring loss, but I don’t want to

be so restrictive; after all, many great discoveries in science were considered unnatural, at least at

first.

There is another popular way to measure loss; it is called squared error. As the name suggests,

when the data point x is described by the number c, then the loss incurred is

(x− c)2.

For this choice of loss the overall badness in a set of data is

∑
(xi − c)2.
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Our goal is to find the number c that minimizes this overall badness. I will show you two ways to

obtain the value of c, one way uses algebra and the other calculus. Obviously, if you have never

studied calculus, you are free to ignore my calculus argument and it won’t affect your performance

on the final.

First, I will do algebra. We rewrite our overall badness as follows:

∑
(xi − c)2 =

∑
(xi − x̄+ x̄− c)2 =

∑
[(xi − x̄) + (x̄− c)]2 =

∑
(xi − x̄)2 + 2

∑
(xi − x̄)(x̄− c) +

∑
(x̄− c)2 = d1 + d2 + d3, respectively.

Let’s look at these three pieces separately. Remember: Our goal is to determine the value of c that
minimizes d1 + d2 + d3. First, we can ignore d1 because it is unaffected by the value of c. Next,

d2 = +2
∑

(xi − x̄)(x̄− c) = 2(x̄− c)
∑

(xi − x̄) = 2(x̄− c)× 0 = 0;

first, because the term (x̄ − c) can be factored outside the summation because its value does not

depend on i and, second, because the sum of the deviations always equals zero. Thus, d1 is un-
affected by c and d2 = 0 regardless of the value of c. Thus, we minimize the overall badness by

minimizing d3. Obviously, d3 ≥ 0 is minimized when by c = x̄ which makes it equal to 0.

The calculus argument is much easier. Define the function

f(c) =
∑

(xi − c)2.

Take the derivative of f with respect to c and set it equal to 0:

−2
∑

(xi − c) = 0.

Solving this equation for c gives c = x̄. The second derivative of f is the constant 2, which means

that c = x̄ minimizes f . (We don’t really need to find the second derivative; it is obvious that the

function f has no maximum.)

To summarize, for a single set of data, the median is the best descriptor for absolute error and

the mean is the best descriptor for squared error.

21.8.4 Back to Finding the Best Line

I want to generalize the above ideas relating the mean and median to two different loss functions

to the problem of finding the best line for describing a scatterplot.

Our first principle is that if a particular case in a scatterplot lies exactly on a line, then the line’s

description of that point is perfect and no loss is incurred. (This is analogous to the idea that if a

particular xi is equal to the describer c, then with either absolute error or squared error loss, no loss
is incurred.) The obvious question is: How do we measure the badness of the line for a point that

does not lie on it?

To this end, please look at Figure 21.13. This figure shows just one case from our data set on

exam scores, namely the student who scored x = 44.5 and y = 82.0. This figure also shows the

regression line from Figure 21.6 and various dashed lines.
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Figure 21.13: The regression line for the final exam score versus midterm exam score for n = 35
students, with the case x = 44.5 and y = 82.0.

...................
...................

...................
...................

...................
...................

...................
...................

...................
...................

...................
...................

...................
................. ŷ = 68.42 + 0.4516x

44.5

88.52

82.0

80

85

95

100

35 40 50 55 60

O

Look at the graph of the regression line above the value x = 44.5. The height of the line above
x = 44.5 is the value of

ŷ = 68.42 + 0.4516(44.5) = 88.52,

because this is what the graph presents: all pairs (x, ŷ) that satisfy the equation of the regression

line. By contrast, the height of the circle above x = 44.5 is that student’s actual final exam score,

y = 82.0. In words, the actual y does not agree very well with the predicted y. We measure this lack

of agreement by calculating the residual, e = (y−ŷ)which for this case is (82.0−88.52) = −6.52.
The Principle of Least Squares tells us to measure the badness in this value by squaring it:

(−6.52)2 = 42.5104.

Thus, the squared residual, usually called squared error, suffered (statisticians like to be a bit dra-

matic, at times) by using the regression line to predict the final for the student we have been

considering is equal to 42.5104.

It would be incredibly tedious, but we could repeat the above argument to the other 34 cases

in the data set. This would give us 35 squared errors. The Principle of Least Squares says to

sum these 35 squared errors. We call this sum of squared errors, rather noncreatively, the sum of

squared errors for the regression line. With the help of Minitab, I find that for the regression line,

these 35 squared errors sum to 708.9464.

Why am I so enamored of our regression line? Answer: For the following mathematical fact

that I will prove shortly:

Suppose that I use any line other than

ŷ = 68.42 + 0.4516x.
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For this new line, for every case I calculate the predicted value of y, call it ẏ. Then I

calculate the squared error of the difference between the actual and predicted response:

(y − ẏ)2. I sum all of these squared errors. I will obtain a total of squared errors

that is larger than 708.9464. In words, the regression line is the best line because it

minimizes the sum of the squared errors; i.e., using the Principle of Least Squares, it

is the winner!

Using calculus, the proof of this fact is quite simple. I will briefly give the details below.

Define the function f with two arguments by:

f(a0, a1) =
∑

(yi − a0 − a1xi)
2.

Take two partial derivatives of f , one with respect to a0 and one with respect to a1. Solve for

the values b0 and b1 of a0 and a1, respectively, that make both equations equal 0. The resultant

equations are: ∑
(yi − b0 − b1xi) = 0 and

∑
xi(yi − b0 − b1xi) = 0. (21.8)

Look at the first of these equations. Rewriting it, we obtain

∑
yi = nb0 + b1

∑
xi.

Divide both sides by n to obtain

ȳ = b0 + b1x̄ or b0 = ȳ − b1x̄;

our familiar result in Equation 21.4.

This turns our second equation into

∑
xi(yi − ȳ + b1x̄− b1xi) = 0 or

∑
xi(yi − ȳ) = b1

∑
xi(xi − x̄). (21.9)

Note that

∑
(xi − x̄)(yi − ȳ) =

∑
xi(yi − ȳ)− x̄

∑
(yi − ȳ) =

∑
xi(yi − ȳ),

because deviations sum to zero. Similarly,

∑
(xi − x̄)(xi − x̄) =

∑
xi(xi − x̄)− x̄

∑
(xi − x̄) =

∑
xi(xi − x̄),

Thus, Equation 21.9 can be written as

∑
(xi − x̄)(yi − ȳ) = b1(n− 1)s2

1
.

Divide both sides by (n− 1)s1s2 and obtain:

r = b1(s1/s2) or, our familiar b1 = r(s2/s1).
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Thus, the regression line given in these Course Notes is, indeed, the best line according to the

Principle of Least Squares.

If you are still reading—no mean task given the messiness of the above algebra—you might

wonder: What line do we get if we use the principle of absolute error? After all, for univariate

data, the Principle of Least Squares gives us the mean as the best descriptor and the principle of

minimizing total absolute error gave any median as the best descriptor.

The answer? Sadly, there is no closed-form representation of the best line unless we square

errors. This is not interpreted, however, as a major disappointment because, as you will see in

Chapter 22, the best line according to the Principle of Least Squares is very useful in science.
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