
Chapter 18

Inference for One Numerical Population:

Continued

Chapter 17 did most of the heavy lifting for inference for one numerical population. By compari-

son, this chapter is pretty user-friendly.

18.1 A Test of Hypotheses for µ

This section is very similar to Section 12.5, which presented a test of hypotheses for a binomial p.
Again, the idea is that of all of the possible values of µ, there is one value of special interest to

the researcher. This known special value of interest is denoted by µ0 and the null hypothesis is

that µ = µ0. As in Chapter 12, the justification for the value µ0 is: history; theory; or contracts

or law. As in Chapter 12, the test of this section is not terribly useful in science. Recall that the

very important McNemar’s test of Chapter 16 was a special case of the not-so-important test of

Chapter 12. Similarly, Chapter 20 will present an important use for the test of this section.

As usual, there are three possibilities for the alternative:

µ > µ0; µ < µ0; or µ 6= µ0.

As in Chapter 17, we assume that our data will consist of n i.i.d. random variables:

X1, X2, X3, . . . , Xn,

with summary random variables X̄ and S, the mean and standard deviation of these variables. The

observed values of these guys are:

x1, x2, x3, . . . , xn, x̄ and s.

Because our hypotheses involve the mean of the population, the obvious and natural choice for the

test statistic is X̄ , with observed value x̄. In order to obtain an approximate sampling distribution

we standardize X̄ and obtain

Z =
X̄ − µ

σ/
√
n
.
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We don’t yet have our test statistic; there is a flaw inherent in this Z: we don’t know the values µ
and σ. Handling σ is easy enough; we replace it in Z with S, giving

Z ′ =
X̄ − µ

S/
√
n
.

We will follow our approach of Chapter 17 and use Gosset’s t-curve with df = n − 1 to obtain

approximate probabilities for Z ′. But Z ′ is not a test statistic because we don’t know the value of µ.
Just in time, we recall that we want to know how the test statistic behaves on the assumption that

the null hypothesis is true. Given that the null hypothesis is true, we can replace the unknown µ
in Z ′ with the known µ0. The result is our test statistic:

T =
X̄ − µ0

S/
√
n
; (18.1)

after data are collected, the observed value of T is

t =
x̄− µ0

s/
√
n
; (18.2)

The three rules for finding the P-value are similar to earlier rules and are summarized in the follow-

ing result. The website we are using in these Course Notes gives areas to the left under a t-curve.

In the items listed below, I include an equivalent area to the right rule.

Result 18.1 In the formulas below, t is given in Equation 18.2 and areas are computed under the

t-curve with df = n− 1.

1. For the alternative µ > µ0, the approximate P-value equals the area to the right of t. If you
prefer, the approximate P-value equals the area to the left of −t.

2. For the alternative µ < µ0, the approximate P-value equals the area to the left of t. If you
prefer, the approximate P-value equals the area to the right of −t.

3. For the alternative µ 6= µ0, the approximate P-value equals twice the area to the right of |t|.
If you prefer, the approximate P-value equals twice the area to the left of −|t|.

I will illustrate the use of these rules.

Suppose that we have

µ0 = 20, n = 16, x̄ = 23.00 and s = 8.00.

First, we use Equation 18.2 to obtain the observed value of the test statistic:

t =
x̄− µ0

s/
√
n

=
23.00− 20

8.00/
√
16

= 3/2 = 1.50.

Using the website introduced in Chapter 17:
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http://stattrek.com/online-calculator/t-distribution.aspx

and the rules above:

• For the alternative >: enter n − 1 = 16 − 1 = 15 for the degrees of freedom; enter −t =
−1.50 in the t score box; and click on Calculate. The approximate P-value, 0.0772, appears
in the Cumulative probability box.

• For the alternative <: leave 15 for the degrees of freedom; enter t = 1.50 in the t score

box; and click on Calculate. The approximate P-value, 0.9228, appears in the Cumulative

probability box.

• For the alternative 6=: the approximate P-value equals twice the area to the left of −|t| =
−1.50. From the above, we know that this area equals 0.0772. Thus, the approximate P-

value equals 2(0.0772) = 0.1544.

If you believe that the population is symmetric or approximately symmetric, then the approxi-

mate P-values given above should be reasonably accurate, even for relatively small values of n.
If you suspect that the population is strongly skewed and your alternative is two-sided (6=),

my advice is to use the above rules if your n is very large. Of course, very large is vague; the

guidelines we had in Chapter 17—i.e., how large depends on how skewed—are fine here too.

If, however, you suspect that the population is strongly skewed and your alternative is one-

sided (> or <), then my advice is to never use the rules above. I don’t have the time to explain

why, but it’s related to the fact that for a population that is strongly skewed to the right [left] the

incorrect confidence intervals are too small [large] much more often than they are too large [small].

This translates into the approximate P-value being either much too large or much too small.

18.2 Estimating the Median of a pdf

Recall that a fundamental feature of a pdf is that the total area under it is equal to 1. It thus follows

that there exists a number ν (pronounced new) with the following property.

The area under the pdf to the left (and right) of ν is equal to 0.5.

The number ν is called the median of the pdf, for rather obvious reasons. Note my use of the

definite article: the median. I am being a bit dishonest here. Let me explain. For every pdf we

have seen, including all the families of pdfs mentioned in Chapter 17, there is a unique number, ν,
with the property that:

the area under the pdf to the left (and right) of ν is equal to 0.5.

It is possible mathematically, however, for there to be an interval of numbers with this property.

Figure 18.1 presents a pdf (a combination of two rectangles) for which all numbers in the closed

interval [10, 15] are medians. Notice how this happens. It requires a gap between two collections

of possible measurement values and exactly one-half of the area is on each side of the gap. Such
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Figure 18.1: A bizarre pdf with an interval of medians. In particular, every real number between

10 and 15 inclusive is a median of this pdf.
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a picture is perfectly reasonable to a mathematician, but I am still waiting for someone to suggest

a scientific situation for which it would be the pdf. As a result, I label such a pdf to be bizarre.

In these Course Notes I exclude such bizarre pdfs although, with a bit of awkwardness, we could

include them. I just don’t want to do so!

There is a really amazing exact result for estimating ν. Recall that we assume that we will

observe i.i.d. random variables:

X1, X2, X3, . . . , Xn.

The observed values of these random variables are denoted by:

x1, x2, x3, . . . , xn.

We take these n numbers and sort them, from smallest to largest and denote these sorted data by:

x(1) ≤ x(2) ≤ x(3) ≤ . . . ,≤ x(n).

Following the notation of Chapter 10, the median of these data is denoted by x̃ and this median is

our point estimate of ν.
Here is the amazing part. Without any assumptions about the pdf, we can obtain an exact

confidence interval estimate of ν. For n ≤ 20 the exact confidence interval estimate of ν can be

found in Table 18.1. Here is an example of its use.

Suppose we have a random sample of size n = 10 from a pdf. Using our table, we have the

choice of the following exact confidence interval estimates of ν:

• [x(1), x(10)] is the exact 99.8% confidence interval estimate of ν;

• [x(2), x(9)] is the exact 97.9% confidence interval estimate of ν; and

• [x(3), x(8)] is the exact 89.1% confidence interval estimate of ν.

It will be instructive for you to see how to obtain the levels of the intervals in Table 18.1.

For each measurement random variable,Xi, define the random variable Yi as follows:

Yi = 1 ifXi < ν
= 0.5 ifXi = ν
= 0 ifXi > ν
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Table 18.1: Confidence interval estimates of the median of a pdf. The confidence levels are exact..

Exact Exact

Confidence Confidence Confidence Confidence

n Interval Level n Interval Level

2 [x(1), x(2)] 50.0% 14 [x(2), x(13)] 99.8%
14 [x(3), x(12)] 98.7%

3 [x(1), x(3)] 75.0% 14 [x(4), x(11)] 94.3%
14 [x(5), x(10)] 82.0%

4 [x(1), x(4)] 87.5%
15 [x(3), x(13)] 99.3%

5 [x(1), x(5)] 93.8% 15 [x(4), x(12)] 96.5%
15 [x(5), x(11)] 88.2%

6 [x(1), x(6)] 96.9%
6 [x(2), x(5)] 78.1% 16 [x(3), x(14)] 99.6%

16 [x(4), x(13)] 97.9%
7 [x(1), x(7)] 98.4% 16 [x(5), x(12)] 92.3%
7 [x(2), x(6)] 87.5% 16 [x(6), x(11)] 79.0%

8 [x(1), x(8)] 99.2% 17 [x(3), x(15)] 99.8%
8 [x(2), x(7)] 93.0% 17 [x(4), x(14)] 98.7%

17 [x(5), x(13)] 95.1%
9 [x(1), x(9)] 99.6% 17 [x(6), x(12)] 85.7%
9 [x(2), x(8)] 96.1%
9 [x(3), x(7)] 82.0% 18 [x(4), x(15)] 99.2%

18 [x(5), x(14)] 96.9%
10 [x(1), x(10)] 99.8% 18 [x(6), x(13)] 90.4%
10 [x(2), x(9)] 97.9%
10 [x(3), x(8)] 89.1% 19 [x(4), x(16)] 99.6%

19 [x(5), x(15)] 98.1%
11 [x(1), x(11)] 99.9% 19 [x(6), x(14)] 93.6%
11 [x(2), x(10)] 98.8% 19 [x(7), x(13)] 83.3%
11 [x(3), x(9)] 93.5%

20 [x(4), x(17)] 99.7%
12 [x(2), x(11)] 99.4% 20 [x(5), x(16)] 98.8%
12 [x(3), x(10)] 96.1% 20 [x(6), x(15)] 95.9%
12 [x(4), x(9)] 85.4% 20 [x(7), x(14)] 88.5%

13 [x(2), x(12)] 99.7%
13 [x(3), x(11)] 97.8%
13 [x(4), x(10)] 90.8%
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The argument below is invalid for a count response. Thus, in particular, the confidence levels in

Table 18.1 are invalid for a count response. See Result 18.3 below for a fact of a positive nature

for a count response.

The Yi’s are n random variables with the following features:

1. A researcher who does not know the value of ν will not be able to observe the Yi’s. Nature,

however, will be able to observe the Yi’s.

2. For every value of i,
P (Yi = 1) = 0.5 and P (Yi = 0) = 0.5.

This follows from the definition of the median of a pdf.

3. The Yi’s are independent. This is true because theXi’s are independent.

4. The Yi’s are Bernoulli trials with p = 0.5. Thus, if we define

Y = Y1 + Y2 + . . .+ Yn,

then Y has the binomial distribution with parameters n and p = 0.5. In words, Y counts the

number of response values that will be smaller than ν.

Let’s look at the confidence interval [x(3), x(8)] for n = 10. As with all confidence intervals, it can
be too small, too large or correct. Let’s look at the first two of these possibilities:

• The confidence interval is too small if, and only if, its upper bound, x(8), is < ν. This occurs
if, and only if, y ≥ 8; i.e., the eighth ordered observation is less than ν if, and only if,

at least eight unordered observations are smaller than ν. Thus, the probability that the

confidence interval is too small can be obtained easily from our binomial calculator website:

http://stattrek.com/Tables/Binomial.aspx.

If you go to this site and enter: 0.5, 10 and 8 and then click on Calculate, you will obtain

P (Y ≥ 8) = 0.05469.

• The confidence interval is too large if, and only if, its lower bound, x(3) is > ν. This occurs
if, and only if: y ≤ 2. Because the binomial distribution with p = 0.5 is symmetric,

P (Y ≤ 2) = P (Y ≥ 8) = 0.05469.

(If you don’t like this argument, you may use the website a second time.)

• The probability that the confidence interval is correct is:

1− P (The CI is too small)− P (The CI is too large) = 1− 2(0.05469) = 0.89072,

which I have rounded to 0.891, or 89.1%, in Table 18.1.
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For n > 20 it is possible to obtain an exact CI for ν with a modification of my argument above. In

this class, however, we will be happy with the approximation given in the following result.

Result 18.2 (Approximate confidence interval estimate of the median, ν, of a pdf.) Proceed as

follows:

1. First, obtain the usual z∗—see Table 12.1 on page 296—for your target confidence level.

2. Calculate

k′ =
n+ 1

2
− z∗

√
n

2
.

Round k′ down to the nearest integer and call the result k. (If k′ is an integer, then k = k′;

but if k′ is an integer, you were probably sloppy in calculating it!)

3. The approximate confidence interval estimate of ν is [x(k), x(n+1−k)]. Note that x(n+1−k) is

the kth largest observation in the sorted list. Thus, this confidence interval is symmetric in

position; it extends from the kth smallest observation to the kth largest observation.

I will illustrate this method with a sample size of n = 50. I will choose 95% for the confidence

level, which gives z∗ = 1.96. I calculate

k′ =
51

2
− 1.96

√
50

2
= 25.50− 6.93 = 18.57,

which I round down to k = 18. Thus, the approximate 95% confidence interval estimate of ν is

[x(18), x(33)].
For the purposes of this course, if n > 20 you may simply use Result 18.2 to obtain a confidence

interval estimate of ν for a pdf. I will, however, present a brief digression on the quality of the

approximation.

Consider the interval above for n = 50: [x(18), x(33)]. For my definition of Y above, this

interval is too small if, and only if, Y ≥ 33, where Y ∼ Bin(50,0.5). With the help of the binomial

calculator website,

http://stattrek.com/Tables/Binomial.aspx,

we find

P (Y ≥ 33) = 0.0164.

Because of the symmetry in the binomial for p = 0.5, this is also the probability that the interval

will be too large. Thus, the exact probability that this interval will be correct is

1− 2(0.0164) = 0.9672.

This probability is a bit larger than our target, 0.95; thus, we might look at a narrower interval:

[x(19), x(32)]. Again, using the website, we find

P (Y ≥ 32) = 0.0324.

As a result, the probability that the narrower interval will be correct is only 1−2(0.0324) = 0.9352.
I would stick with the original interval.
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18.2.1 Examples with Real Data

I introduced you to Brian’s study of running in Problem 1 of Section 1.8. Below are his ten sorted

times to run one mile in combat boots:

321 323 329 330 331 332 337 337 343 347

and below are his ten sorted times to run one mile in jungle boots:

301 315 316 317 321 321 323 327 327 327

I will add the assumption that Brian’s times, with either footwear, are the result of observing n = 10
i.i.d. trials from a pdf with unknown median ν. From Table 18.1, I choose the confidence interval

with exact level 89.1%: [x(3), x(8)]. For Brian’s data the 89.1% confidence interval estimate of ν
is:

[x(3), x(8)] = [329, 337] for combat boots; and [316, 327] for jungle boots.

In Chapter 2 you learned of Sara’s study of golf. She had two samples of size n = 40. If

we assume that each sample is the result of observing i.i.d. trials, then we may use Result 18.2 to

obtain an approximate 95% confidence interval estimate of each population median.

For n = 40 and z∗ = 1.96, we get

k′ =
40 + 1

2
− 1.96

√
40

2
= 20.50− 6.20 = 14.30.

Thus, k = 14 and the approximate 95% confidence interval estimate of ν is [x(14), x(27)]. Sara’s
data, sorted by club, are in Table 2.2 on page 29. Using this table, we find that

[x(14), x(27)] = [107, 122] for the 3-Wood; and [x(14), x(27)] = [92, 108] for the 3-Iron.

For Kymn’s study of rowing in Chapter 2, n = 5 for each treatment. If we assume that each

sample is the result of observing i.i.d. trials, then from Table 18.1, the 93.8% (exact) confidence

interval estimate of ν is:

[x(1), x(5)] = [489, 493] and [479, 488] for treatments 1 and 2, respectively.

These numerical values can be found in Figure 2.1 on page 28.

Finally, for Cathy’s study of running in Chapter 2, n = 3 for each treatment. If we assume

that each sample is the result of observing i.i.d. trials, then from Table 18.1, the 75.0% (exact)

confidence interval estimate of ν is:

[x(1), x(3)] = [521, 539] and [520, 528] for the high school and park routes, respectively.

These numerical values can be found in Table 2.5 on page 41.
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Table 18.2: The population distribution for the cat population.

x 0 1 2 3 Total

P (X = x) 0.10 0.50 0.30 0.10 1.00

18.2.2 Estimating the Median of a Count Response

The confidence intervals given in Table 18.1 and Result 18.2 clearly state that the population must

be a pdf. And there is a sign at a favorite park of mine: No Skateboards Allowed. Right. People

always obey signs.

In this subsection I will explore what happens if the population is a probability histogram. I

will begin with a particular example.

Suppose that a researcher selects a dumb random sample of size n = 20 from the cat population

presented in Table 17.1 and reproduced in Table 18.2. After looking at Table 18.1, I decide on the

exact confidence level of 95.9% which gives the interval [x(6), x(15)]. Recall that the median, ν, of
the cat population is 1. I will calculate the probability that the interval [X(6), X(15)] will be correct.
(Are you thinking: Why? It’s 95.9%. Recall, however, that the 95.9% comes from the assumption

that the population is a pdf, which is no longer the situation.)

The confidence interval estimate will be too small if, and only if, its upper bound is smaller

than ν = 1. This happens if, and only if, at least 15 of the 20 observations are smaller than 1. I go

to

http://stattrek.com/Tables/Binomial.aspx

and enter 0.1, 20 and 15; I click on Calculate and find that the probability the interval will be too

small is 9.48× 10−12. Let’s call this zero.

The confidence interval estimate will be too large if, and only if, its lower bound is larger than

ν = 1. This happens if, and only if, at most 5 of the 20 observations are 1 or 0. I go to

http://stattrek.com/Tables/Binomial.aspx

and enter 0.6, 20 and 5; I click on Calculate and find that the probability the interval will be too

large is 0.0016.

As a result of the two above computations, the probability that the interval [X(6), X(15)] will be
correct is 1 − 0.0016 = 0.9984. This is way too large! The probability of an incorrect interval is

more than 25 times smaller than I wanted (0.041/0.0016 = 25.625).
The above example for the cat population illustrates the following result.

Result 18.3 (Confidence interval for the median for a count population.) The actual probabil-

ity of a correct confidence interval is larger for a probability histogram than it is for a pdf. Some-

times it is very much larger.

There is another—in my mind, more important—issue with the cat population. The possible

values ofX are 0, 1, 2 and 3. Below are two additional possibilities for the cat population. (Given

that the cat population is totally hypothetical, we should not become attached to one possibility!)
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u 0 1 2 3 Total

P (U = u) 0.100 0.401 0.309 0.190 1.000

w 0 1 2 3 Total

P (W = w) 0.100 0.399 0.311 0.190 1.000

These two populations are almost identical, but the median for U is 1 and the median for W is 2.

This is a huge difference, especially when you note the values of U and W have the very small

range of 0 to 3. By contrast, the mean of U is 1.589 and the mean of W is 1.591 (details not

shown). Thus, the means are far superior to the medians for summarizing the extremely small

difference between the two populations.

Thus, my general guideline is: If the number of possible values of a count response is small

do not use the median, either to summarize the data or describe the population.

The remaining situation I will discuss is when the number of possible values of a count response

is large. Admittedly, there is a big gap between small and large, but I need to limit the time we

spend on this topic.

Earlier I derived the confidence level for one of the intervals in Table 18.1. The derivation was

based on the following facts for a pdf:

P (X < ν) = 0.50;P (X = ν) = 0; and P (X > ν) = 0.50.

Almost always, one or more of these equations is not true for a probability histogram. (See the

Practice Problems for the exception.) For example, for the cat population,

P (X < ν) = P (X = 0) = 0.10;P (X = ν) = P (X = 1) = 0.50;

and P (X > ν) = P (X > 1) = 0.40.

The result we saw above—for n = 20—is that the actual error rate of the interval was more than 25

times smaller than the nominal error rate. This huge discrepancy was due to the fact that P (X = ν)
is so large. If the researcher believes that P (X = ν), while not literally zero, is close to zero, then
the actual confidence levels are only a bit larger than what they are for a pdf. I will illustrate these

ideas in the following example.

Example 18.1 (Bob playing Tetris, circa 1990.) Years ago, I enjoyed playing the video game

Tetris. The score on the game I played was equal to the number of lines I completed before the

screen overflowed. (If this makes no sense, don’t worry; the score was a count and higher counts

were better.) My sorted scores from 25 games are in Table 18.3.

Even if you exclude my uncharacteristic small outlier, 51, there is a lot of variation in these re-

sponses. Neither the nature of Tetris nor my scores suggest that P (X = ν), whatever ν might be,

is very large. Thus, I personally feel comfortable to use our designed-for-pdf confidence intervals

for this count response. For completeness, I will calculate the 95% confidence interval estimate.

First,

k′ =
25 + 1

2
− 1.96

√
25

2
= 13− 4.9 = 8.1,
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Table 18.3: Twenty-five Sorted Tetris scores from 1990.

51 70 73 74 75 81 85 90 90 93 94 94 95

98 100 100 101 103 106 106 107 110 111 112 114

giving k = 8. The approximate confidence interval is

[x(8), x(18)] = [90, 103].

18.3 Prediction

In Chapter 14 you learned how to predict the total number of successes inm future Bernoulli trials

and the total number of successes in a future observation of a Poisson Process. We will consider

again prediction in Chapters 21 and 22 when we study regression. This brief section introduces

you to two prediction methods for i.i.d. trials with a measurement response; i.e., for which the

population is a pdf.

Here is our mathematical model. We plan to observe (n+ 1) i.i.d. random variables:

X1, X2, . . . , Xn, Xn+1.

Our goal is to use the values of the first n of these:

X1, X2, . . . , Xn,

to predict the value of the last oneXn+1. I will give you two methods for doing this:

1. Assume the pdf is a Normal curve with both the mean µ and the standard deviation σ un-

known.

2. Making no assumptions about the form of the pdf. This is the so-called distribution-free

method.

18.3.1 Prediction for a Normal pdf

Summarize the variables

X1, X2, . . . , Xn

with their mean X̄ and their standard deviation S. The observed values of these summaries are x̄
and s. Below is the main result. I won’t give any proof or motivation of it.

Result 18.4 (Prediction interval for Xn+1 for a Normal pdf.) With the framework described above,

the prediction interval is

x̄± t∗s
√

1 + (1/n) (18.3)
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The value of t∗ depends on the sample size and the desired probability of the interval being cor-

rect, as described below. (This is exactly the same procedure we had in Chapter 17 for Gosset’s

confidence interval.)

1. Select the desired probability of a correct prediction and write it as a decimal; e.g., 0.95 or

0.99.

2. Subtract the desired probability from one and call it the error rate. Divide the error rate by

two and subtract the result from one; call the final answer c; e.g., 0.95 gives c = 1−0.05/2 =
0.975 and 0.99 gives c = 1− 0.01/2 = 0.995.

3. Go the website

http://stattrek.com/online-calculator/t-distribution.aspx.

Next, enter n− 1 for degrees of freedom; enter c in the Cumulative probability . . . box; and

click on Calculate. The value t∗ will appear in the t-score box.

I will illustrate this result with data from Chapter 17.

Table 17.6 on page 432 presents the scores from 250 games of mahjong played by my friend

Walt. I want to focus on the n = 216 games he lost (x > 0) and use that data to predict his score

on the next game he loses. For these n = 216 games, we have the following summary statistics:

x̄ = 23.051 and s = 10.739.

In addition, I commented on the fact—but did not demonstrate it—that the distribution of these 216

scores is approximately symmetric. Thus, even though a count can never have exactly a Normal

pdf, I will use a Normal pdf as an approximation to the unknown probability histogram.

I want the probability that my prediction interval is correct to equal (approximately) 0.95. With

the help of the t-curve website, I find t∗ = 1.971. Thus, the (approximate) 95% prediction interval

is

23.051± 1.971(10.739)
√

1 + (1/216) = 23.051± 21.216 = [1.835, 44.267] = [2, 44],

after rounding. This is a very wide interval!

Walt’s next game, a loss, yielded x = 5; thus, the prediction interval was correct. Indeed, Walt

played six more losing games—with one win mixed in—and his scores—12, 24, 6, 26, 9, 20—all

were in the 95% prediction interval. Thus, the 95% prediction interval gave seven out of seven

correct predictions. Hardly conclusive, but better than zero out of seven!

18.3.2 Distribution-Free Prediction

Let’s assume that our population is a pdf, but otherwise we make no assumption about it. This is

why we use the name distribution-free.

In this situation, we take our n variables:

X1, X2, X3, . . . , Xn,
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and sort them from smallest to largest:

X(1) ≤ X(2) ≤ X(3) ≤ . . . ≤ X(n),

Actually, because we assume that the population is a pdf, the probability that any adjacent values

are equal is 0. Thus, when I present math arguments, I may assume that the sorted random variables

satisfy:

X(1) < X(2) < X(3) < . . . < X(n),

These sorted random variables yield the following sorted observed data:

x(1) < x(2) < x(3) < . . . < x(n).

My method below is messy for general n, so let’s look at a fairly simple example.

First, I need to show you a useful consequence of assuming our random variables are i.i.d.

from a pdf. Suppose that n = 3 and our sorted data are: 2, 4, and 9. There are six possibilities for

unsorted data:

2, 4, 9 2, 9, 4 4, 2, 9 4, 9, 2 9, 2, 4 and 9, 2, 4

Here is the result: Because we assume that the n = 3 random variables are i.i.d., these six arrange-

ments are equally likely to have occurred. (We had a special case of this result earlier for Bernoulli

trials, which allowed us to develop the runs test and analyze the lengths or runs of successes.)

Visually, before we observe n = 3 i.i.d. random variables from a pdf, we know that our sorted

variables will look like the following:

X(1) X(2) X(3)

Now suppose that we plan to observe X1, X2, X3 and X4. We plan to sort only the first three of

these which will give us a picture like the one above. It is true—and follows from the above, but

don’t worry about it if this is getting too mathematical—that each of the following four possibilities

are equally likely to occur:

• X4 < X(1);

• X(1) < X4 < X(2);

• X(2) < X4 < X(3); and

• X(3) < X4.

In the context of this section—prediction—we see that if we use [x(1), x(3)] as a prediction interval
for X4, the probability that the interval will be correct is 2/4 (see the above listing), or 50%.
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Let’s catch our breath. In the terminology of this section, I have shown you that if we want to

use n = 3 observations to predict the value of observation number n + 1 = 4, then the prediction

interval

[X(1), X(3)] with observed value [x(1), x(3)]

has probability 0.50 of being correct. Except for the fact that our probability of being correct, 0.50,

is disappointingly small, this is a great method!

I will spare you the details, but the above argument can be generalized from n = 3 to any value
of n. The result is given below.

Result 18.5 (Our first result on distribution-free prediction.) Given we have n i.i.d. random vari-

ables from a pdf, the probability that the prediction interval

[X(1), X(n)] (18.4)

will contain the observed value of Xn+1 is equal to

1− 2

n + 1
. (18.5)

Below are three evaluations of the probability given in Formula 18.5.

1. For n = 3, the probability is
1− (2/4) = 0.50,

as we had found earlier.

2. For n = 99, the probability is
1− (2/100) = 0.98.

3. For n = 999, the probability is

1− (2/1000) = 0.998.

As the above computations show, for n = 99—and certainly for n = 999—the probability that the

prediction interval is correct is perhaps larger than we require. And, obviously, for a large value of

n, the interval from the minimum to the maximum of the observations will usually be extremely

wide and, naturally, sensitive to even one extreme outlier. This is not a practical difficulty, because

Result 18.5 can be generalized quite easily. (But don’t worry about proving or even seeing the

generalization; just be able to use it.)

Result 18.6 (The general result on distribution-free prediction.) Let k be any positive integer

with k < (n/2). Given we have n i.i.d. random variables from a pdf, the probability that the

prediction interval

[X(k), X(n+1−k)] (18.6)

will contain the observed value of Xn+1 is equal to

1− 2k

n + 1
. (18.7)
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I will look at the probability for this general result—Formula 18.7—for n = 99 and several choices
of k.

1. For n = 99 and k = 1, the probability is

1− (2/100) = 0.98,

which agrees with our earlier result.

2. For n = 99 and k = 2, the probability is

1− (4/100) = 0.96.

3. For n = 99 and k = 3, the probability is

1− (6/100) = 0.94.

4. For n = 99 and k = 5, the probability is

1− (10/100) = 0.90.

Before I illustrate this result with real data, let me just comment that if the actual population is a

probability histogram, then the actual probability of a correct prediction is greater than or equal

to—perhaps much greater than—the value in Formula 18.7.

Let’s revisit using the scores from Walt’s 216 losing games of mahjong to predict his score on

his next losing game. For our first method—assuming a Normal pdf—we obtained [2, 44] for the
95% prediction interval.

For the distribution-free method we need to figure out the value of k. A good starting point is

to compute

k′ = 217(0.025) = 5.425.

(If you want a probability other than 95%, replace 0.025 in this equation by one-half of: one minus

your desired probability.) This value of k′ suggests trying k = 5 or k = 6.

1. With k = 5 the prediction interval is

[x(5), x(212)] = [1, 45],

from the data in Table 17.6. The probability associated with this interval is

1− (10/217) = 0.9539.

2. With k = 6 the prediction interval is

[x(6), x(211)] = [2, 44],

which coincides with the Normal curve interval. The probability associated with this interval

is

1− (12/217) = 0.9447.

Of course, because Walt’s response is a count, the above probabilities, 0.9539 and 0.9447, might

be a bit smaller than the actual (unknowable) probabilities.

In summary, I would say that the Normal curve method and the distribution-free method give

similar results.
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18.3.3 Which Method Should be Used?

I performed a simulation experiment with m = 1,000 runs. For each run I had Minitab generate

n = 999 i.i.d. observations from a Normal pdf. (It does not matter which Normal pdf I use; for

the work below, one experiment covers the entire family.) I then calculated two 95% prediction

intervals for observation number 1,000:

• I used the Normal pdf interval method given in Formula 18.3.

• I used the distribution-free method given in Result 18.6. (Note that k = 25 gives exactly

0.95 for the probability of a correct interval.)

It is fairly easy to compare these two methods because they both give exactly 95% for the proba-

bility of a correct interval. So, what do we compare? The idea is that the narrower the prediction

interval the more useful it is to the researcher. What I found in my simulation was pretty amazing:

The mean width of the Normal pdf prediction intervals was 0.4%—yes, this is not a typo; less

than one-half of one percent—narrower than the mean width of the distribution-free prediction

intervals!

Thus, my recommendation is that for n large, use the distribution-free prediction interval. The

Normal curve interval, however, might be preferred for small n. For example, if n = 24, from
Result 18.6 we see that the largest possible probability of a correct distribution-free interval is for

k = 1 and it equals

1− (2/25) = 0.92.

There are two difficulties with this answer. First, I might want a larger probability of obtaining a

correct interval. Second, I really hate to use k = 1 because it makes the prediction sensitive to

even one outlier!

Finally, a published source might provide the mean and standard deviation of a set of data, but

not a listing of the data. In this situation prediction assuming a Normal pdf can be used, but the

distribution-free method cannot be used.

18.4 Some Cautionary Tales

Chapters 17 and 18 have been pretty technical. Lots of formulas and—for my taste—perhaps too

much algebra. This section is a change-of-pace, but very important. I begin with a story from my

life. (I know you love these!)

18.4.1 You Need More Than a Random Sample

In view of the fact that nearly every inference method in nearly every introductory Statistics text

begins:

Assume you have a random sample from a population

484



we should, perhaps, forgive novice researchers who seem to focus only on obtaining a random

sample. I don’t mean to be too blunt, but:

Having a random sample does not salvage a stupid study.

Below is the promised story from my past.

Several years ago, the student government at UW–Madison published a booklet with the ap-

proximate title The 100 Best Professors at UW–Madison. I was very impressed that a colleague

and friend of mine, Professor Wei-Yin Loh of Statistics, was included. Indeed, Wei-Yin was and is

a wonderful teacher: thorough, creative, demanding. I think he deserved such an honor; but I am

surprised he received it. Let me explain why.

The booklet proudly described the methodology. The student government selected a random

sample of undergraduate students and asked each one to list the three best professors from

whom he/she had taken a class at UW–Madison. The researchers compiled the results and the 100

professors whose names were mentioned most often were placed in the booklet.

Before you read further, think about this methodology. Can you spot its fatal flaws? I would

imagine that I have failed to spot all of the flaws, but here are two huge flaws.

1. Full-time students typically take four–five courses each semester. Thus, a first semester

freshman in the sample would have at most—many courses are taught by TAs and this was

a compilation of professors—five professors to choose from, compared to up to 40 or more

for a senior! Thus, a professor who teaches freshmen will have a huge advantage over a

professor who teaches seniors.

2. A teacher who teaches a class of size 300 obviously has an advantage over a professor who

teaches classes of size 15.

When I now tell you that my friend, Wei-Yin Loh, teaches smallish classes to juniors and seniors,

you see why I was amazed that he received the honor of being among the 100 Best Professors at

UW–Madison.

18.4.2 Cross-sectional Versus Longitudinal Studies

I searched the web looking for a good explanation of cross-sectional and longitudinal studies and

could not find one. If you know of one, please let me know. Lacking a better source, I will give

you two stories from my career.

Early in my career as a teacher of introductory Statistics, I followed whatever textbook the

course coordinator told me to use. After doing this a few years I noticed that many students

were giving essentially the same comment in my student evaluations; below is one example of this

collection of similar comments:

If Wardrop does one more example about dice or decks of cards, I am going to . . . .

(Note to reader: In an uncharacteristic display of restraint, I will delete the remainder

of the comment.)
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This surprised the math-person I was then; after all, when I was a student all of the examples

involved selecting balls out of an urn. I survived, even though I had never seen an urn, except in

an art museum; and those urns were too old and valuable to fill with balls!

Such experiences led me to decide to search the local newspaper for a real data set. As luck

would have, the first study I happened upon was monumentally bad! Let me describe it to you.

The headline read,

Men Reach Their Peak Weight Before Age 55, But Women Keep Growing Heav-

ier!

I might be mistaken in remembering an exclamation point, but the headline was oozing with judg-

ment. Oh, those virtuous men; those, well, the opposite-of-virtuous women. Let me now describe

the basis for this headline.

Data on age, height, weight and sex were available for 20,000 persons. The data were collected

over a brief period of time—as I recall, less than two years—during routine physical examinations

in a physician’s office.

First, the data were divided into two data sets: one for men and one for women. Within each

sex, the data sets were further divided based on height, to the nearest inch. Thus, for example,

there were data sets for men who were . . . 67, 68, 69, . . . inches tall and similarly for women. The

data for each sex-height combination was further divided into six age groups:

18–25, 25–34, 35–44, 45–54, 55–64, and 65–74.

Finally, for every combination of sex-height-age, the mean weight of the persons in the data set

was calculated. The first thing to note is that the patterns were not as consistent as the headline

implied; i.e., whoever wrote the headline was not being honest. Nevertheless, let me give you two

examples that do agree with headline.

For women who were five feet, four inches tall the means, by age group, were as follows:

Age: 18–24 25–34 35–44 45–54 55–64 65–74

Mean Wt.: 135 142 152 154 157 154

Indeed, if you read from left-to-right the means consistently increase before decreasing for the last

age group.

For men who were five feet, six inches tall the means, by age group, were as follows:

Age: 18–24 25–34 35–44 45–54 55–64 65–74

Mean Wt.: 150 160 163 164 163 160

Again, if you read from left-to-right the means increase until they begin to decrease in age group

55–64.

Think about this story and these data for a few moments. . . . Nothing in these data tell us

whether any particular person gained weight or lost weight or stayed the same weight throughout

his/her life. All that the data showed is that for people of a fixed sex and height, the mean weight

in one age group differs from the mean weight in an adjacent age group. What are some possible

explanations for this?
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1. The headline could be correct. And then everybody dies at age 75 when a meteor lands on

their head.

2. Perhaps everybody gains weight throughout their lives, but for men a heavier weight leads

to a larger mortality rate, beginning in their fifties. To put it bluntly, the dip in mean weight

for men might be due to the heavier ones dying.

In technical terms, the study reported in the newspaper is a cross-sectional study. It took a sample

of persons and measured them at a fixed point in time. By contrast, a longitudinal study would

select a sample of persons and recorded their weights over a period of years. To put it succinctly,

if you want to study the effect of time, you must study your units over time.

Here is a similar story. I read a study that sampled senior women and found that 75 year-old

women ate, on average, a healthier diet than 60 year-old women. The analyst wrote, “This shows

that as women age, their eating habits improve.” What do you think?

18.4.3 Another Common Difficulty

Consider the community described in Example 17.2 on page 429. To briefly summarize, there are

7,000 households in the community; and the response of interest is the number of children in a

households who attend public school. I defined the first population to be all 7,000 households and

the second population to be the 4,200 households with at least one child in public school. Consider

the following three possible ways to sample.

1. Researcher A selects n1 households at random (dumb sample) from population 1.

2. Researcher B selects n2 households at random (dumb sample) from population 2.

3. In the solution to Practice Problem 1 in Chapter 17, I showed that the total number of children

in public school in the community is 12,012. Researcher C selects n3 children in public

schools at random (dumb sample) from the community.

Now, I will discuss these three samples, ignoring the issue of nonresponse; i.e., I will assume that

every household or child sampled will supply the requested information (the number of children in

the household attending public school).

The data from Researcher A may be used to estimate the entire probability histogram of pop-

ulation 1 or estimate its mean with confidence. If Researcher A discards from the sample the

households that responded ‘0,’ then the remaining data may be viewed as a random sample from

population 2 and, hence, may be used to estimate the entire probability histogram of population 2

or estimate its mean with confidence.

The data from Researcher B may be used to estimate the entire probability histogram of popu-

lation 2 or estimate its mean with confidence. These data should not be used to make any estimates

of population 1 because it is biased in that it refuses to sample any household with the smallest

response, 0.

My recommendation is that neither Researcher A nor B should estimate ν, the population

median, even though the confidence levels will be exact for population 2. (Remember, the median
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for population 2 is ν = 2.5; thus, exactly one-half of the population responses are smaller [larger]

than ν.) My recommendation is based on my opinion that for so few possible responses, the median

is a poor way to summarize either population or sample.

The data from Researcher C should not be used to estimate any features of either population.

Let me explain why for population 2.

Going back to Chapter 1 or 10, the notion of the unit or population member seemed dull, even

by the standards of these notes! But it is important! In population 2, the population members—also

called sampling units—are households. When Researcher C collects data, it is not the case that all

households are equally likely to be selected because he/she is sampling children. In particular, on

any given selection a particular family with response 7 is seven times as likely to be sampled as a

particular family with response 1! (Do you see why?)

I opine that when the situation is described as I have done above—carefully specifying what

each researcher is doing—then most people will see the difficulty with the sampling method of

Researcher C. Real life, however, is not always so forthcoming. I will illustrate this idea with

an example shared with me by Professor Stephen Stigler of the Department of Statistics at the

University of Chicago. Any errors in the following are due to failings in my memory and not the

work of Steve. In particular, I do not remember the means reported by Steve, only that the first

mean was substantially smaller than the second mean.

Many years ago a survey of 50 prominent men was taken. Each man was asked two questions:

1. Question 1: How many children do you have? The 50 responses were combined and the

mean was found to be 1.8.

2. Question 2: Including yourself, how many children were in your family when you were a

child. The 50 responses were combined and the mean was found to be 3.3.

The conclusion of the study: This is a disaster! The size of families that produce prominent men is

shrinking! Something needs to be done! Take a moment. Can you see the flaw in the above study?

Of course, an obvious flaw is that these prominent men might have more children in the future;

thus, the mean of 1.8 is likely a bit small. Here is a hint: Think about the sampling units.

For question 1, the researcher is sampling households, by sampling the male head. For ques-

tion 2, the researcher is again collecting data on households, but is sampling children from the

households, much like Researcher C above. Thus, households with more children are more likely

to be sampled; this makes me opine that the mean of 3.3 is too large.

The above are sampling issues. Underlying the entire study is this notion that the children of

prominent men are more likely to be, if not prominent, at least extra-special. Is this true? I have

no idea. The interested reader is referred to, “Singapore’s Patrimony (and Matrimony)” in The

Flamingo’s Smile by Stephen Jay Gould. This wonderful essay describes and criticizes a recent

scheme in Singapore to encourage successful people to have more children and to reward those

who do have more children.

I will leave you with one more, admittedly vague, example that combines some of the ideas of

this section. I am sorry that I don’t have a specific reference for what follows. I am not unduly

troubled by this, because my goal is to encourage you to think about statistics you hear reported.
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It is not my goal to critique America’s welfare system because, frankly, I am not at all qualified to

do so!

I heard the following exchange between two analysts. Analyst A stated:

Welfare works! Data show that 50% of welfare recipients receive benefits for three

months or less.

Analyst B stated:

Welfare is a disaster! Data show that 50% of people currently on welfare, have re-

ceived benefits for more than six months!

What do you think?

I can’t say that I am a big fan of Analyst A. Yes, it’s good that one-half of the recipients have

a short stay on welfare, but an honest analysis should not ignore the half of the data set that costs

the most to support.

As a statistician, I find myself to be more offended, however, by Analyst B who is taking

cross-sectional data and implying—without actually stating it—that it gives a valid picture of what

happens longitudinally. (A person on welfare one year will have a much higher chance of being in

a sample than one on welfare for a week.)

18.5 Summary

As in Chapter 17, we plan to observe n i.i.d. random variables, denoted by:

X1, X2, X3, . . . , Xn,

with summary random variables X̄ and S. These variables come from a population with mean µ
and standard deviation σ, both of which are unknown. After the data are collected, we have the

observed values of these random variables:

x1, x2, x3, . . . , xn,

with observed values of the summary statistics x̄ and s.
Section 18.1 presented the test of the null hypothesis that µ = µ0, where µ0 is a known number

specified by the researcher. There are three options for the alternative:

µ > µ0; µ < µ0; or µ 6= µ0.

The test statistic is given in Formula 18.1, reproduced below:

T =
X̄ − µ0

S/
√
n
.

After the data are collected, the observed value of T is denoted by t and is given in Formula 18.2,

reproduced below:

t =
x̄− µ0

s/
√
n
.

Result 18.1 presented the rules for using the value of t and the website:
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http://stattrek.com/online-calculator/t-distribution.aspx

to obtain the P-value for each of the three possible alternatives.

If the population is actually a member of the family of Normal pdfs, then the P-value is exact.

As in Chapter 17, the approximate P-values are reasonable accurate if the population is symmetric

or has a small amount of skewness. For a skewed population, I recommend against using this test

with a one-sided alternative; the approximate P-values are very inaccurate, even for large values

of n.
Section 18.2 presented the confidence interval estimate of the median, ν, of a population. With

the assumption that the population is a pdf—and no assumption about its shape—the confidence

level is exact. For n > 20, I give an approximate method, but its level can be made exact by using

the website

http://stattrek.com/Tables/Binomial.aspx,

but we won’t worry about that in this course.

Subsection 18.2.2 examined the performance of the confidence interval for the median for a

count response.

Section 18.3 presented two methods for creating a prediction interval for the value of a future

trial Xn+1 from the same process that generated the data. The first method assumes that the pop-

ulation is a Normal pdf, with unknown mean and unknown standard deviation. The prediction

interval is given in Formula 18.3, reproduced below:

x̄± t∗s
√

1 + (1/n),

where t∗ is the same number we used for Gosset’s confidence interval.

The second method makes no assumptions about the population, other than it is a pdf. It is

called the distribution-free interval. The interval is given in Formula 18.6, reproduced below:

[X(k), X(n+1−k)].

The probability that this interval will contain the observed value ofXn+1 is equal to 1−2k/(n+1).
Finally, Section 18.4 presents a number of cautionary tales on the use of statistical methods.
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18.6 Practice Problems

1. I enjoy playing four-suit spider solitaire online. If you have ever played this game, you know

that a large proportion of the games end in losses. In fact, for most games you can tell from

the original display of cards that the game is essentially hopeless. Thus, I often quit a game

without even trying! As a result, I will not study my probability of winning a game; suffice

to say, it is small.

I do, however, win quite often. When I win, the website reports the time I needed to complete

the game, in seconds. Table 18.4 presents the sorted responses for n = 49 games that I won.

The summary statistics for these n = 49 numbers are x̄ = 1070.6 and s = 168.8, both
measured in seconds.

(a) Obtain Gosset’s approximate 95% confidence interval estimate of µ.

(b) Obtain the approximate P-value for testing the null hypothesis that the mean equals 19

minutes, versus all three possible alternatives.

(c) Obtain the approximate 95% confidence interval estimate of ν.

(d) Assuming that the pdf is a Normal curve, calculate the 92% prediction interval for the

time it takes to finish a future winning game. (When you do the homework, you will

see why I make the unusual choice of 92%.)

(e) Calculate the 92% distribution-free prediction interval for the time it takes to finish a

future winning game.

(f) Compare your answers to parts (d) and (e). Comment.

(g) In seven future winning games, my sorted times to finish are: 960, 1049, 1058, 1372,

1448, 1448 and 2160. Comment on your answers to parts (d) and (e).

2. Below is yet another version of the cat population.

x 0 1 2 3 Total

P (X = x) 0.100 0.400 0.300 0.200 1.000

(a) Verify that the median of the population, ν, equals 1.5 cats; i.e., describe the sorted

response values in the 100,000 households.

(b) For this version of the cat population, we have:

P (X < ν) = 0.50;P (X = ν) = 0; and P (X > ν) = 0.50.

Thus, the confidence levels in Table 18.1 are exact for this version of the cat population.

(c) In this course we have dealt with many kinds of uncertainty. We are especially good

at quantifying the uncertainty in the equally likely case. Now, I want your opinion on

uncertainty related to the behavior of the world, which is, admittedly, much trickier. In

particular, please comment on the following:
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Table 18.4: The sorted times, in seconds, required to win a game of four-suit spider solitaire.

775 776 804 827 898 899 909 914 919 923

934 935 941 944 958 976 996 1019 1019 1021

1023 1033 1037 1045 1048 1052 1073 1085 1089 1094

1108 1116 1117 1130 1133 1142 1154 1156 1174 1182

1206 1269 1269 1286 1321 1350 1443 1466 1472

How likely is it that exactly 50,000 households—not 49,999 and not 50,001—

give a count response smaller than ν? (And, by logical implication, that ex-

actly 50,000 households give a count response larger than ν?)

18.7 Solutions to Practice Problems

1. (a) This first question checks to see whether you remember what you learned in Chapter 17.

Following the method presented in Result 17.4 on page 448, we obtain t∗ = 2.011.
Thus, Gosset’s 95% confidence interval estimate of µ is:

1070.6± 2.011(168.8/
√
49) = 1070.6± 48.5 = [1022.1, 1119.1].

(b) First, remember to convert µ0 = 19minutes to µ0 = 1140 seconds. The observed value
of the test statistic is

t =
1070.6− 1140

168.8/
√
49

= −69.4/24.114 = −2.878.

Next, go to the website

http://stattrek.com/online-calculator/t-distribution.aspx

and follow the rules given in Result 18.1.

• For the alternative<, the approximate P-value is the area to the left of t = −2.878;
this area equals 0.0030.

• For the alternative>, the approximate P-value is the area to the left of−t = 2.878;
this area equals 0.9970.

• For the alternative 6=, the approximate P-value is twice the area to the left of−|t| =
−2.878. Thus, it is 2(0.0030) = 0.0060.

(c) For 95% confidence, z∗ = 1.96. Thus,

k′ =
49 + 1

2
− 1.96

√
49

2
= 25− 6.86 = 18.14,
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which gives k = 18. Thus, the confidence interval is

[x(18), x(32)] = [1019, 1116].

Note that this interval is almost identical to the interval for µ in part (a).

(d) Following the method in Result 18.3 on page 479, we to the website

http://stattrek.com/online-calculator/t-distribution.aspx;

enter 48 for the degrees of freedom; and place c = 1−0.08/2 = 0.96 in the Cumulative
probability box. Click on Calculate and obtain t∗ = 1.789. Thus, the 92% prediction

interval is:

1070.6± 1.789(168.8)
√

1 + (1/49) = 1070.6± 305.0 = [765.6, 1375.6].

Because the computer reports data to the nearest second, I will round-off these end-

points to obtain [766, 1376].

(e) First, I need to determine the value of k by solving:

1− 0.92 = 0.08 = 2k/50; this gives k = 2.

Thus, the 92% prediction interval is:

[x(2), x(48)] = [776, 1466].

(f) The distribution-free interval 690 seconds wide and the Normal curve interval is 610

seconds wide. The distribution-free interval is greatly influenced by the three large

outliers.

(g) The Normal curve prediction intervals contains only only four out of seven future

games; the distribution-free method does better, containing six out of seven. For

some unknown reason, my times increased dramatically after win number 49. In

particular, the very large outlier of 2160 exceeded my second largest response by

2160 − 1472 = 688 seconds! This trend—some very large observations—continued

in subsequent data. Paradoxically, I believe this happened because I became better at

playing the game. I am now able to win some particularly difficult games—which re-

quire much more time—whereas previously I would just quit (and lose) and the game

would never make it into the data set.

2. (a) Recall that the population consisted of 100,000 households. Based on the table, exactly

50,000 households had either 0 or 1 cats, and the remaining exactly 50,000 households

had either 2 or 3 cats. Thus, in the sorted list of population values, the value 1 is in

position 50,000 and the value 2 is in position 50,001. Thus, ν = (1 + 2)/2 = 1.5.

(b) Part (b) does not ask you to do anything.

(c) I would be amazed if this happened in real life!
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Table 18.5: The sorted times, in seconds, required to win a game of four-suit spider solitaire.

827 919 923 976 996 1021 1023 1033

1052 1085 1089 1108 1116 1117 1130 1156

1174 1206 1269 1269 1321 1350 1443 1472

18.8 Homework Problems

1. Refer to Practice Problem 1. Table 18.5 presents the sorted times of my first 24 winning

games. Essentially, I want you to mimic what we did in Practice Problem 1 for this new,

smaller, data set.

For the n = 24 numbers in Table 18.5, the summary statistics are x̄ = 1128.1 and s = 163.0

(a) Obtain Gosset’s approximate 95% confidence interval estimate of µ. Compare your

answer to the answer we obtained with n = 49 times.

(b) Obtain the approximate P-value for testing the null hypothesis that the mean equals 19

minutes, versus all three possible alternatives. Compare your answers to the answers

we obtained with n = 49 times.

(c) Obtain the approximate 95% confidence interval estimate of ν. Compare your answer

to the answer we obtained with n = 49 times.

2. Refer to Homework Problem 1. Do the following for the n = 24 numbers in Table 18.5.

(a) Assuming that the pdf is a Normal curve, calculate the 92% prediction interval for the

time it takes to finish a future winning game. Compare this answer to the interval we

obtained in Practice Problem 1.

(b) Calculate the 92% distribution-free prediction interval for the time it takes to finish

a future winning game. Compare this answer to the interval we obtained in Practice

Problem 1.

(c) Compare your answers to parts (a) and (b). Comment.

(d) The sorted times of victories 25–34 are:

899 935 958 1019 1045 1094 1142 1182 1286 1466

Use these data to evaluate your answers in (a) and (b). Comment.
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