
Chapter 17

Inference for One Numerical Population

In Chapter 10 you learned about finite populations. You learned about smart and dumb random

samples from a finite population. You learned that i.i.d. trials can be viewed as the outcomes of

a dumb random sample from a finite population. Chapter 11 developed these ideas in the special

case of a dichotomous response. This was a very fruitful development, leading to all the results not

named Poisson in Chapters 12–16. And, of course, our results for the Poisson are related to our

results for the binomial.

In Chapters 17–20 we mimic the work of Chapters 11–16, but for a numerical response rather

than a dichotomy. First, you will see the familiar distinction between a finite population and a

mathematical model for the process that generates the outcomes of trials. Second, you will see that

responses that are counts must be studied differently than responses that are measurements. We

begin by studying responses that are obtained by counting.

Before we get to count responses, let me lay out some notation for this chapter. Recall that

either dumb random sampling from a finite population or the assumption that trials are i.i.d., result

in our observing n i.i.d. random variables:

X1, X2, X3, . . . , Xn.

The probability/sampling distribution for each of these random variables is determined by the

population. Recall that for a dichotomous response the population is quite simple; it is determined

by the single number p. For a numerical response, as you will soon see, the population is more

complex—it is a picture, not a single number. Finally, when I want to talk about a generic random

variable—one observation of a trial or one population member selected at random—I will use the

symbolX , without a subscript.

You may need—on occasion—to refer back to the preceding paragraph as you work through

this chapter.

17.1 Responses Obtained by Counting

I will begin with finite populations.
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Table 17.1: The population distribution for the cat population.

x 0 1 2 3 Total

P (X = x) 0.10 0.50 0.30 0.10 1.00

Figure 17.1: The probability histogram for the cat population.
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17.1.1 Finite Populations for Counts

Please remember that the two examples in this subsection are both hypothetical. In particular, I

claim no knowledge of cat ownership or household size in our society.

Example 17.1 (The cat population.) A city consists of exactly 100,000 households. Nature knows

that 10,000 of these households have no cats; 50,000 of these households have exactly one cat;

30,000 of these households have exactly two cats; and the remaining 10,000 households have

exactly three cats.

We can visualize the cat population as a population box that contains 100,000 cards, one for

each household. On a household’s card is its number of cats: 0, 1, 2 or 3. Consider the chance

mechanism of selecting one card at random from the population box. (Equivalently, selecting one

household at random from the city.) Let X be the number on the card that will be selected. It is

easy to determine the sampling distribution ofX and it is given in Table 17.1. For example, 50,000

of the 100,000 households have exactly one cat; thus P (X = 1) = 50,000/100,000= 0.50. It will
be useful to draw the probability histogram of the random variableX; it is presented in Figure 17.1.

To this end, note that consecutive possible values of X differ by 1; thus, δ = 1 and the height of

each rectangle in Figure 17.1 equals the probability of its center value. For example, the rectangle

centered at 1 has a height of 0.50 because P (X = 1) = 0.50. Either the distribution in Table 17.1 or
its probability histogram in Figure 17.1 can play the role of the population. In the next section, we

will see that for a measurement response the population is a picture, called the probability density

function. (Indeed, the population must be a picture for mathematical reasons—trust me on this.)
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Because we have no choice with a measurement—the population is a picture—for consistency, I

will refer to the probability histogram of a count response as the population. Except when I don’t;

occasionally, it will be convenient for me to view the probability distribution—such as the one in

Table 17.1—as being the population. As Oscar Wilde reportedly said,

Consistency is the last refuge of the unimaginative.

It can be shown that the mean, µ, of the cat population equals 1.40 cats per household and its

standard deviation, σ, equals 0.80 cats per household. I suggest you trust me on the accuracy of

these values. Certainly, if one imagines a fulcrum placed at 1.40 in Figure 17.1, it appears that the

picture will balance. If you really enjoy hand computations, you can use Equations 7.1 and 7.3

on pages 147 and 148 to obtain µ = 1.40 and σ2 = 0.64. Finally, if you refer to my original

description of the cat population in Example 17.1, you can easily verify that the median of the

100,000 population values is 1. (In the sorted list, positions 10,001 through 60,000 are all home

to the response value 1. Thus, the two center positions, 50,000 and 50,001 both house 1’s; hence,

the median is 1.) For future use it is convenient to have a Greek letter to represent the median of a

population; we will use ν, pronounced as new.
You have now seen the veracity of my comment in the first paragraph of this chapter; the

population for a count response—a probability histogram—is much more complicated than the

population for a dichotomy—the number p.
Thus far with the cat population, I have focused exclusively on Nature’s perspective. We now

turn to the view of a researcher.

Imagine that you are a researcher who is interested in the cat population. All you would know is

that the response is a count; thus, the population is a probability histogram. But which probability

histogram? It is natural to begin with the idea of using data to estimate the population’s probability

histogram. How should you do that?

Mathematically, the answer is simple: Select a random sample from the population of 100,000

households. Provided that the sample size, n, is 5% or fewer of the population size, N = 100,000,

whether the sample is smart or dumb matters little and can be ignored. For the cat population, this

means a sample of 5,000 or fewer households. (It is beyond my imagination—see Wilde quote

above—that a cat population researcher would have the energy and resources to sample more than

5,000 households!)

In practice, a researcher would attempt to obtain a sample for which the WTP assumption

(Definition 10.3 on page 240) is reasonable.

Because the cat population is hypothetical, I cannot show you the results of a real survey.

Instead, I put the cat population in my computer and instructed my favorite statistical software

package, Minitab, to select a random sample of n = 100 households. (I chose a dumb sample

because it is easier to program.) The data I obtained are summarized in Table 17.2. In this table,

of course, the researcher would not know the numbers in the Unknown Probability column; but

Nature would. Nature can see that the researcher’s relative frequencies are somewhat close to the

unknown probabilities. Given that the population is a picture, it seems reasonable to draw a picture

of the data. Which picture?

The idea is that I want to allow Nature to compare the picture of the data to the picture of the

population. Thus, the dot plot is not a good idea—it’s like comparing apples to music. A histogram
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Table 17.2: Data from a simulated random sample of size n = 100 from the cat population in

Table 17.1.

Relative Unknown

Value Frequency Frequency Probability

0 9 0.09 0.10

1 44 0.44 0.50

2 35 0.35 0.30

3 12 0.12 0.10

Total 100 1.00 1.00

Figure 17.2: The density histogram for the data in Table 17.2. This is our picture-estimate of the

population in Figure 17.1.
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seems reasonable, but which one? The natural choice is the density histogram because, like the

probability histogram, its total area is one.

For a count response—but not a measurement response—we need one modification of the den-

sity histogram before we use it. Remembering back to Chapter 2, one of the reasons for drawing

a histogram of data is to group values into class intervals—sacrificing precision in the response

values for a picture that is more useful. In Chapter 7, we never grouped values for the probabil-

ity histogram. Thus, when we use a density histogram to estimate the probability histogram of a

population, we do not group values together. Without grouping, there is no need for an endpoint

convention; thus, we modify slightly our method for drawing a density histogram. The modifica-

tion is presented in Figure 17.2, our density histogram of the data in Table 17.2.

In Chapter 12 our population is a number, p. Our estimate of it, p̂, is called a point estimate

because it is a point/number estimating a point/number. In the current chapter, we estimate a

picture—the probability histogram—by a picture—the density histogram; thus, it is natural to

refer to the density histogram as the picture-estimate of the population.
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Table 17.3: Data from a simulated random sample of size n = 5,000 from the cat population in in

Table 17.1.

Relative Unknown

Value Frequency Frequency Probability

0 504 0.1008 0.1000

1 2,478 0.4956 0.5000

2 1,478 0.2956 0.3000

3 540 0.1080 0.1000

Total 10,000 1.0000 1.0000

A picture-estimate can be quite useful, especially if it is based on a large amount of data. For

example, because the cat population is completely hypothetical, it is easy to generate a random

sample of any size we want. I decided to select a dumb random of size n = 5,000 households from

the cat population; my data are in Table 17.3. Even a cursory comparison of the numbers in the

third and fourth columns of this table indicates that for a sample of size 5,000, the picture-estimate

of the cat population is very nearly perfectly accurate.

Now I need to give you the bad news. In Chapter 12, you learned how to estimate the population

with confidence. We called the result the confidence interval estimate of p because it consisted of
an interval of numbers—in other words, it consisted of a bunch of potential populations. I wish

that I could estimate a probability histogram with confidence, but that goal is unattainable. As a

result, as a researcher, you must choose either or both of the following strategies.

1. Create the picture-estimate—the density histogram—and be happy with it, despite our in-

ability to estimate with confidence.

2. Estimate some feature of the probability histogram with confidence. The feature most often

estimated is the mean, µ; we will learn about another possible feature in Chapter 18.

Thus far in this chapter, I have restricted attention to a count response for a finite population;

indeed, I have presented only one example! Nevertheless, the above two strategies are the choices

you face for every numerical response, be it count or measurement.

I end this subsection with another example of a count response on a finite population. I want

to remind you that the following example is totally hypothetical; I have chosen it for two reasons.

1. It will be convenient to have second and third specific examples—the cat population was the

first—of a skewed population.

2. This example will be useful in Chapter 18 when I discuss various common errors in estima-

tion.

Example 17.2 (The family size population.) A community consists of exactly 7,000 households.

The variable of interest is the number of children in the household who are attending public school.

Population counts and two population distributions are given in Table 17.4. The two probability

histograms are given in Figure 17.4.
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Table 17.4: The population counts and two distributions for the family size population.

Value: 0 1 2 3 4 5 6 7 Total

Counts: 2, 800 1, 260 840 714 546 420 294 126 7, 000

Population 1: All 7,000 households

x : 0 1 2 3 4 5 6 7 Total

P (X = x) : 0.400 0.180 0.120 0.102 0.078 0.060 0.042 0.018 1.000

Population 2: The 4,200 households with a positive response

y : 0 1 2 3 4 5 6 7 Total

P (Y = y) : 0.000 0.300 0.200 0.170 0.130 0.100 0.070 0.030 1.000

Figure 17.3: The probability histograms for the two family size populations.
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Population 2 (Y): All households with a positive response
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Table 17.5: The 36 quartets in solitaire mahjong.

Category Number Quartets

Numerals 9 1, 2, 3, 4, 5, 6, 7, 8 and 9

Letters 7 B, C, E, F, N, S and W

Circles 8 2, 3, 4, 5, 6, 7, 8 and 9

Bamboo 8 2, 3, 4, 5, 6, 7, 8 and 9

Miscellaneous 4 Woman, platter, plant and bird

Total 36

We will revisit the family size population in the Practice Problems and Homework.

17.1.2 A Population of Trials

In Example 12.1, I introduced you to my friend Bert and his 100 games of online solitaire mahjong.

Below I will show you data from another friend of mine, Walt, who plays a different version of

online solitaire mahjong. Walt’s version is definitely more difficult than Bert’s; thus, I am not

particularly interested in comparing their performances.

In my presentation of Bert’s data, I made the outcome of a game a dichotomy: win or lose. I

now want to make the outcome of Walt’s game a count. To do this, I need to tell you a bit about

online solitaire mahjong. First, for ease of presentation, I will say simplymahjong instead of online

solitaire mahjong. Feel free to ignore the description below and jump ahead to the beginning of

Example 17.3.

If you are interested in learning more about mahjong, you can play Walt’s version at

http://freegames.ws/games/boardgames/mahjong/freemahjong.htm.

Mahjong begins with 144 tiles, consisting of 36 quartets. The quartets are described in Table 17.5.

The 144 tiles are arranged in three dimensions. The player studies the arrangement and clicks on

a pair of tiles of the same quartet type. (There are rules governing which tiles one may click on;

again, if you are interested, play it a few times.) For example, the player might click on two birds.

The tiles that have been clicked disappear, leaving two fewer tiles in the arrangement. The game

ends in a victory if all tiles—72 pairs—are removed and ends in a loss if no legal moves remain.

(A nice feature of the game is it tells you when no moves are available.) Let T denote the number

of tiles remaining in the arrangement when the game ends. If T = 0 the game ends with a victory;

if T > 0 the game ends with a loss. I define the response to be X = T/2, the number of pairs of

tiles remaining when the game ends. Thus, the possible values ofX are the integers between 0 and

72, inclusive.

Example 17.3 (Walt playing mahjong.) Walt played 250 games of mahjong. A score of x = 0
means he won the game; a score of x > 0 means the game ended with x pairs remaining. The

smaller the value of x, the better Walt performed.
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Table 17.6: Data from Walt’s 250 games of mahjong. The value is the number of pairs remaining

when the game ended. A value of 0 means that Walt won the game.

Rel. Rel. Rel. Rel.

Value Freq. Freq. Value Freq. Freq. Value Freq. Freq. Value Freq. Freq.

0 34 0.136 13 5 0.020 25 8 0.032 37 5 0.020

1 5 0.020 14 7 0.028 26 6 0.024 39 4 0.016

2 3 0.012 15 5 0.020 27 9 0.036 40 1 0.004

4 1 0.004 16 8 0.032 28 6 0.024 41 2 0.008

5 3 0.012 17 3 0.012 29 5 0.020 42 3 0.012

6 1 0.004 18 6 0.024 30 4 0.016 44 2 0.008

7 4 0.016 19 6 0.024 31 13 0.052 45 1 0.004

8 4 0.016 20 8 0.032 32 4 0.016 47 2 0.008

9 1 0.004 21 7 0.028 33 4 0.016 55 1 0.004

10 7 0.028 22 8 0.032 34 6 0.024 57 1 0.004

11 3 0.012 23 14 0.056 35 4 0.016 Total 250 1.000

12 5 0.020 24 8 0.032 36 3 0.012

We assume that Walt’s games are the outcomes of i.i.d. trials with probabilities given by an

unknown probability histogram. Table 17.6 presents Walt’s data.

It is not easy to learn from this table! Notice that the data range from a low of 0 to a high of 57,

with a number of gaps; in particular, none of Walt’s games ended with x equal to: 3, 38, 43, 46,

48–54, 56 or 58–72. I won’t draw the density histogram of Walt’s data; i.e., the picture-estimate of

the unknown probability histogram. I will note, however, that the histogram is strongly skewed to

the right with a tall peak above 0 and a number of minor peaks. Suffice to say, looking at the data

in Table 17.6, I conclude that 250 observations are not enough to obtain a good picture-estimate of

the population.

For future reference, I will note that for these 250 observations, the mean is x̄ = 19.916,
the standard deviation is s = 12.739 and the median is x̃ = 21. (This is another example of the

surprising result that the mean is smaller than the median even though the data are strongly skewed

to the right.)

Later in these Course Notes I will look at the 216 observations that remain after deleting the 34

games Walt won. (My reason for doing this will be explained at that time.) For future reference, I

will note that for these remaining 216 observations, the mean is x̄ = 23.051, the standard deviation
is s = 10.739 and the median is x̃ = 23. Also, the distribution of these remaining 216 observations

is close to symmetric; thus, it is no surprise that the mean and median nearly coincide.

17.2 Responses Obtained by Measuring

Under the entry,Measurement, Wikipedia lists seven basic measurement quantities:
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Figure 17.4: The balanced spinner.

0.75 0.25

0.50

0.00,1.00

t
.....
........
...........
...............
............
.....
......
.......
........
.........
..........
............
..............
..................
.......................
....................................

...........................................................................................................................................................................................................................................................................................................................................................................................................................................................................................................................................................................................................
..........................

...................
...............
.............
...........
.........
........
.......
......
.....
.....
.................
.............
..........
.......
...
.

@
@
@
@

@
@
@R

@
@

@

�a

�
b

time, length, mass, temperature, electric current, amount of substance and luminous

intensity.

All of the examples in these Course Notes are limited to the first four of these and a select few

mathematical functions of one or more of these; for example, area, volume and velocity. Also, I

tend to prefer weight and speed to their closely related mass and velocity.

If you reflect on our development of probability in these Course Notes, you will realize that

almost everything we have done has grown from the notion of the equally likely case. For a CRD,

we assume that all possible assignments are equally likely to occur. For a finite population, we

assume that all cards in the population box are equally likely to be selected. For the i.i.d. trials

we have studied, the outcome of a trial could be viewed as selecting a card from a box. The only

exception is the Poisson Process, which is derived from a mathematical model for randomness

in time. But even the Poisson distribution is tied to the equally likely case in the sense that it

approximates the binomial.

In order to develop the mathematical theory we use for a numerical response, we need a new

basic chance mechanism; one that, indeed, is similar to the equally likely case. This new chance

mechanism is the (balanced) spinner model. I will usually suppress the adjective balanced be-

cause, in these notes, we will not consider any unbalanced spinner models. The spinner model is a

refinement of the balanced roulette wheel we discussed earlier in these notes. Figure 17.4 presents

a circle with circumference equal to 1. If you think of this as a pre-digital-clock clock face, put

the numbers: 0.00 at the 12:00, 0.25 at the 3:00, 0.50 at the 6:00, 0.75 at the 9:00 and 1.00 at the

12:00, as I have done in this figure. Ignore the fact, for now, that 0.00 and 1.00 share the same

point on this circle. The figure also contains a spinner with its arrow pointing at what appears to be

at or near 0.375. The modifier balanced in the balanced spinner model reflects the assumption that

433



Figure 17.5: The uniform or rectangular pdf on the interval [0,1].
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if one flicks the spinner with adequate force, then the arrow shows no preference in its stopping

point.

One needs to be careful with this notion of showing no preference. We cannot say that every

stopping point—every number between 0 and 1—is equally likely to occur, because there are an

infinite number of stopping points. If one allows an infinite number of equally likely outcomes,

then all of the results of probability theory that we use will collapse. (Trust me on this.) Instead,

somebody figured out a clever way to look at this. The idea is that instead of assigning probabilities

to points on the circle, we assign probabilities to arcs of the circle. The rule of the spinner model

is:

The probability that the arrow lands in an arc is equal to the length of the arc.

For example, in Figure 17.4 find the arc from point a, moving clockwise, to point b. By the rule,

the probability that the arrow lands within this arc is equal to b−a, which, from the figure, appears

to be a bit smaller than 0.05.

The balanced spinner model states that successive operations of it yield i.i.d. random variables

with probabilities given by the rule above. The spinner model is important because it gives us a

physical device to think about for measurements.

Let X be a random variable whose observed value is obtained by an operation of the spinner

model; i.e., by flicking the spinner. I will now show you how to use a mathematical function to

calculate probabilities forX . Figure 17.5 presents the graph of a very important function in Statis-

tics. It is called the uniform probability density function on the interval [0, 1]. It is an example

of a very important class of functions that are called probability density functions, abbreviated

pdf for the singular and pdfs for the plural, pronounced simply as pea-dee-eff(s). Let me point out

some features of this function and its graph.

1. If we denote the function by f(x), we see that f(x) = 0 if x < 0 or if x > 1. This means that

the graph of f(x) coincides with the horizontal axis for x < 0 and for x > 1; I emphasize

434



this feature in the figure by typing a ‘0’ to represent the height of the graph. In future graphs,

I won’t bother with the ‘0’ anymore.

2. The function f(x) equals 1 for all 0 ≤ x ≤ 1, as noted in the figure.

3. The total area under the pdf (and above the horizontal axis, which is always implied) equals 1.

This pdf is called the uniform pdf because—except for where it equals zero—it has a uniform

height. It is sometimes called the rectangular pdf because its graph—again ignoring where it

equals zero—has the shape of a rectangle. It is my impression that uniform is the more popular of

the two names.

Remember that just before I first referred you to Figure 17.5, I defined the random variable

X whose observed value is obtained by an operation of the spinner model. Statisticians say that

probabilities for X are given by the uniform pdf on [0, 1]. Let me show you why.

Suppose that we have any two numbers a and b that satisfy 0 ≤ a < b ≤ 1. We are interested in

the probability of the event (a ≤ X ≤ b). From the spinner model, we know that the probability of

this event equals the length of the arc that begins at a and moves clockwise to b; i.e., the probability
equals (b−a). We can also obtain this answer from the pdf. We simply calculate the area under

the pdf between the numbers a and b. This is the area of a rectangle with base equal to (b− a) and
height equal to 1; thus, it equals

(b− a)× 1 = b− a.

In other words, we obtain probabilities for the spinner model by calculating areas under the uniform

pdf.

If this were a course for math majors, I would show you that the above demonstration for the

event (a ≤ X ≤ b) can be extended to all possible events, but this is too tedious for my purposes

for this course.

17.2.1 The General Definition of a Probability Density Function

I have shown you one extended example of a measurement random variable. For the random

variable X with observed value given by one operation of the spinner model, we have found that

X has a pdf which will yield its probabilities by computing areas. The general result is that if we

have a chance mechanism that yields a measurement random variable X , then it will have its own

pdf, which will not necessarily be the uniform pdf on the interval [0, 1]. The pdf for X is given in

the following definition.

Definition 17.1 The pdf of a measurement random variable X is a function which satisfies the

following equation for every pair of real numbers a and b with a ≤ b.

P (a ≤ X ≤ b) equals the area under the graph of the pdf between the numbers a and b. (17.1)

The above definition has two important consequences.

1. The total area underX’s pdf equals one because the total probability is one.
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2. The graph of a pdf may not fall below the horizontal axis because, if it did, there would be

some negative areas and probabilities cannot be negative.

Nowwe get to a subtle issue. I have been looking at this situation from the perspective of a scientist.

I have a chance mechanism that arises in a scientific problem and it yields a measurement random

variable X . I next try to find X’s pdf. (We had a successful quest for the spinner model; can we

be successful for other situations?) For example, think back to Sara’s study of golf, introduced in

Chapter 1. Consider Sara’s trials with the 3-Wood; if we assume that these are i.i.d. trials, what is

the pdf?

Here is a surprise. At this time, we are not going to try to answer this question for Sara. Instead,

we switch perspective to that of a mathematician. Rather than try to find the pdf for a particularX ,

we simply study functions that could be pdfs. As a mathematician, I am interested in properties

of functions that could be pdfs; whether there is a scientific application for a particular function

does not concern me.

(Aside: The following link will take you to what passes for humor in this area:

http://www-users.cs.york.ac.uk/susan/joke/3.htm#real.)

The above ideas lead to the following definition.

Definition 17.2 A function f could be a pdf for some measurement random variable if it satisfies

the following conditions.

1. The value of f(x) is nonnegative for all real numbers x.

2. The total area under the function f(x) equals 1.

We get the following result, which is quite useful and comforting.

Result 17.1 Let a and b be any numbers with a < b. Let X be a measurement random variable;

hence, it has a pdf. Then the following is true:

P (a ≤ X ≤ b) = P (a ≤ X < b) = P (a < X ≤ b) = P (a < X < b).

In words, this result tells us that for a measurement random variable X , the probability of that X
falls in an interval of numbers does not depend on whether the interval includes either or both of

its endpoints. (We know that this is not true for a count random variable.) This result is actually

very easy to prove; thus, I will prove it for you.

We can write

P (a ≤ X ≤ b) = P (a ≤ X < b) + P (X = b).

Thus, the result will follow when I prove that P (X = b) = 0. We write,

P (X = b) = P (b ≤ X ≤ b).

By Definition 17.1, the probability of the latter term is the area under the pdf between b and b. But
this is simply the area of a line; thus, it equals zero.

As a mathematician, I want to study functions that could be pdfs; i.e., that satisfy Defini-

tion 17.2. Not surprisingly, it is most efficient if I can develop properties for families of pdfs.

Let’s pause for a moment. You might be thinking,
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Families of pdfs? I barely know what a pdf is!

Actually, you have already met the most famous family of pdfs. Dating back to Chapter 7, we have

found several uses for the family of Normal curves; namely, these uses involved using a particular

Normal curve to obtain an approximate probability. Notice that a Normal curve could be a pdf; its

total area is one and it is never negative. Indeed, the family of Normal curves is usually called the

family of Normal pdfs.

During the 20th century, many clever mathematical statisticians exerted a great deal of time

and effort to obtain many wonderful features of the family of Normal pdfs, some of which you

will learn in the remainder of these Course Notes. Because of the plethora of useful results for

Normal pdfs, it is predictable—recall Maslow’s hammer—that scientists and statisticians love to

state that the pdf of a scientifically important random variableX is a Normal curve. In many cases,

a Normal pdf may be a good approximation to the true and unknown pdf, but, sadly, in many cases

it is not. My advice is that when you come across such a claim, be skeptical; think about whether

it makes sense scientifically. For example, if your response is the age for a population of college

students, you know that the pdf will be strongly skewed to the right and, hence, it will not be well

approximated by a Normal curve.

17.2.2 Families of Probability Density Functions

Almost always in these notes, when faced with a measurement random variable I will simply

assume that it has an unknown pdf. On occasion, however, it will be useful to at least entertain the

possibility that the unknown pdf is the member of some family. There are four families that we

will consider; they are listed below, with comments.

1. The family ofNormal pdfs. You saw the graph of a Normal pdf in Figure 7.4 on page 151. If

you believe that the unknown pdf is exactly or approximately symmetric, you might entertain

the possibility that it is a Normal curve.

2. The family of Laplace pdfs; also called the family of double exponential pdfs. Graphs of

some Laplace pdfs are given at:

http://en.wikipedia.org/wiki/Laplace_distribution.

(Note: Unless you really love this material, do not attempt to read the entire passage. I

simply want you to look at the graphs of select Laplace pdfs at the top of the page on the

right. Similar comments apply to the sites below.) If you believe that the unknown pdf is

exactly or approximately symmetric, you might entertain the possibility that it is a Laplace

pdf. In other words, a Laplace pdf is a natural competitor to a Normal pdf.

3. The family of exponential pdfs. Graphs of some exponential pdfs are given at:

http://en.wikipedia.org/wiki/Exponential_distribution.

An exponential pdf is skewed to the right and its most important feature is its connection to

the Poisson Process; this connection is explored in a Practice Problem in this chapter.

437

http://en.wikipedia.org/wiki/Laplace_distribution
http://en.wikipedia.org/wiki/Exponential_distribution


4. The family of log-normal pdfs. Graphs of some log-normal pdfs are given at:

http://en.wikipedia.org/wiki/Log-normal_distribution.

If the random variable of interest takes on positive values only—i.e., zero or negative mea-

surements are not allowed—then you might consider using a log-normal pdf. The log-normal

is a rich family, including pdfs that are nearly symmetric as well as those that are strongly

skewed to the right.

Why the name log-normal? Well, if the random variable X has a log-normal pdf, then the

random variable Y which equals the natural log of X has a normal pdf. (This is why X
must be strictly positive; one cannot take the log of zero or a negative number.) Reversing

this, if Y has a Normal pdf, and we let X be equal to exp(Y ), then X has the log-normal

distribution. Bonus points if you have spotted that the name is dumb; it should be called the

exponential-normal distribution, but the inaccurate name log-normal has persisted.

The family of Weibull pdfs is a competitor to the family of log-normal pdfs, but we won’t consider

it in these Course Notes.

17.3 Estimation of µ

As I mentioned earlier, for a count response, the population—a probability histogram—can be

estimated by the density histogram of the data. Sadly, estimation with confidence is not possible.

The story is similar for a measurement response. A density histogram of the data can be used to

estimate the pdf. (Grouping values, as we did in Chapter 2 is allowed.) If you want a smoother

estimate, you can employ a kernel estimate, as discussed in Chapter 2. Again sadly, estimation

with confidence is not possible.

Even though we cannot estimate with confidence, I believe that it is always a good idea to use

the data to obtain a picture-estimate of the population picture. In addition, often a scientist wants

to estimate the mean, µ, of the population, for either counts or measurements. The estimation of

the mean is the topic of this section. As you will learn, there are some really useful results on

estimating the mean of a population.

Statisticians, as a group, have been criticized for being a bit too enthusiastic in their interest in

the mean. I remember seeing a textbook in which the author stated, more or less, the following:

Tom owns a store and is interested in the income of his customers.

So far, this is fine, but then the author, without any explanation, proceeded to say:

Let µ be the mean income of his population of customers.

Huh? How did interest translate into the mean? Before I introduce the technical results, I want to

share three brief stories; the first two are in the category of jokes and the third is from real life.

1. When I first studied Statistics in the late 1960s, here is the first joke I heard about my area

of interest:
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A statistician is a person who, while standing with one foot in a vat of boiling

water and one foot in a vat of ice water, will say, “On average, I feel fine!”

2. I told the story of the statistician and the water every semester for many years until some

undergraduate math majors provided me with an updated version which takes into account

the popularity of bow hunting in Wisconsin. Their story went as follows:

Three statisticians are bow hunting. They locate a deer and take aim. The first

statistician fires and his arrow lands 40 feet to the left of the deer. The second

statistician fires and her arrow lands 40 feet to the right of the deer. The third

statistician jumps up and down shouting, “We hit it!”

3. Quoting from

http://en.wikipedia.org/wiki/Aloha_Airlines_Flight_243:

On April 28, 1988, a Boeing 737-297 . . . suffered extensive damage after an ex-

plosive decompression in flight, but was able to land safely at Kahului Airport on

Maui.

The safe landing of the aircraft despite the substantial damage inflicted by the

decompression established Aloha Airlines Flight 243 as a significant event in the

history of aviation, with far-reaching effects on aviation safety policies and pro-

cedures. . . .

. . . the United States National Transportation Safety Board (NTSB) concluded that

the accident was caused by metal fatigue exacerbated by crevice corrosion. The

plane was 19 years old and operated in a coastal environment, with exposure to

salt and humidity.

I cannot overemphasize what a big deal this was in America. It inspired a 1990 television

movie, Miracle Landing. In real life, there was an anxiety among fliers concerning metal

fatigue and, especially, flying in an older airplane.

So, what does this have to do with Statistics? Reportedly, an airline sent a memo to flight

attendants (see [1]), which stated:

To avoid increasing a potentially high level of customer anxiety, please use the

following responses when queried by customers. Question: How old is this air-

craft? Answer: I’m unaware of the age of this particular aircraft. However, the

average age of our aircraft is 13.5 years.

The airline proposed responding to a question about a particular airplane with an answer

about their fleet of airplanes. Is this really very different from my earlier reference to what

the textbook author said about the merchant Tom?

Remember: Science trumps (is more important than) Statistics. For an extremely depressing

example, consider the distribution of the sizes (mass or diameter) of all meteors/asteroids that

enter Earth’s atmosphere during the next 100 years. I don’t care about the mean or median of the

distribution; it’s the maximum that we need to worry about!
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17.3.1 The Assumptions

Recall that we plan to observe random variables

X1, X2, X3, . . .Xn.

We assume that these are i.i.d. random variables from an unknown population. Our goal is to esti-

mate the mean of the population, denoted by µ. Also, for later use, let σ denote the unknown stan-

dard deviation of the population. We will be interested in the following summaries—themselves

random variables too—of the random variablesX1, X2, X3, . . .Xn:

X̄ and S, the mean and standard deviation of the random variables.

The observed values of these random variables are x̄ and s.
The obvious point estimator [estimate] of µ is X̄ [x̄]. We now face a new problem. When

we studied the binomial or the Poisson, we could calculate the exact sampling distribution of our

point estimator. This allowed us to obtain exact—actually conservative—confidence intervals for

the parameter of interest, either p or θ. In addition, we could use a Normal curve and Slutsky’s

Theorem to obtain approximate confidence intervals for either p or θ and we had a pretty good idea
when the approximation was good. The problem of estimating µ is much more difficult.

It is more difficult because we are studying a much more general problem. Above I state

that our random variables come from an unknown population, without specifying any features of

the population. The exact sampling distribution of X̄ will vary from population to population

and—with one notable exception, which is discussed later—is a mess to derive. Thus, we will

work almost exclusively—I would say exclusively, but some statisticians like to split hairs on this

issue—on finding approximate answers, with the added annoyance that it is very difficult to tell

whether the approximation is good.

The mathematical theory needed for our results begins with a famous result, called the Central

Limit Theorem. See

http://en.wikipedia.org/wiki/Central_limit_theorem

if you are interested in details of its history. Let’s examine this three word name. Theorem, of

course, means it is an important mathematical fact. Limit means that the truth of the theorem is

achieved only as n grows without bound. In other words, for any finite value of n the result of the

theorem is only an approximation. This should remind you of our earlier presentation of the Law

of Large Numbers, which is also a limit result. Central, finally, refer to its importance; i.e., it is

central to all of probability theory.

There are two parts to the Central Limit Theorem. The first part tells us how to standardize X̄
and is given in the equation below. If we define Z by:

Z =
X̄ − µ

σ/
√
n

(17.2)

then Z is the standardized version of X̄ . The second part of the Central Limit Theorem addresses

the following issue. I want to calculate probabilities for Z, but I don’t know how to do this.
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I decide to use the N(0,1) curve to obtain approximate probabilities for Z. The Central Limit

Theorem shows that in the limit, as n grows without bound, any such approximate probability will

converge to the true (unknown) probability. This is a fairly amazing result! It does not matter what

the original population looks like; in the limit, the N(0,1) curve gives correct probabilities for Z.
Of course, in practice, it is never the case that ‘n grows without bound;’ we have a fixed n

and we use it. But if n is large we can hope that the N(0,1) curve gives good approximations.

Ideally, this hope will be verified with some computer simulations and we will do this on several

occasions.

If we expand Z in Equation 17.2, we get the following result, that, while scientifically useless,

will guide us to better things.

Result 17.2 (The approximate confidence interval for µ when σ is known.) As usual, the tar-

get confidence level determines the value of z∗, as given in Table 12.1 on page 296. The confidence
interval estimate of µ is

x̄± z∗(σ/
√
n). (17.3)

Recall the cat population, introduced in Example 17.1 with probability histogram given in Fig-

ure 17.1. Recall that Nature knows µ = 1.40 and σ = 0.80. Imagine a researcher who does not

know µ, but somehow knows that σ = 0.80. Scientifically, this is ridiculous, but many mathemat-

ical statisticians seem to love the television show Jeopardy: any answer—Equation 17.3—must

have a question!

Thus, please humor me while I illustrate some computations. In my role as Nature, I put the

cat population into my computer. Then, switching gears, I become the researcher who knows that

σ = 0.80, but does not know the value of µ; again, a neat trick, given that the value of µ is needed

to compute σ! Anyways, as the researcher I select a random sample of n = 25 households (smart

or dumb doesn’t matter) and obtain the following data:

1 1 1 1 2 0 1 0 1 3 2 0 0

2 1 1 3 1 1 3 1 3 2 1 2

For 95% confidence, z∗ = 1.96. Thus, the 95% confidence interval estimate of µ, given σ = 0.8
and n = 25, is:

x̄± 1.96(0.80/
√
25) = x̄± 0.314.

For the 25 observations above, you may verify that x̄ = 1.36; also, although we don’t need it for

the confidence interval, the standard deviation of these 25 numbers is s = 0.952
Nature can see that the point estimate, 1.36, is almost correct because µ = 1.40. Both Nature

and the researcher can see that the standard deviation of the data is quite a bit larger—0.952 is 19%

larger than 0.80—than the standard deviation of the population. The 95% confidence interval for

µ is:

x̄± 0.314 = 1.36± 0.314 = [1.046, 1.674].

Nature can see that this particular confidence interval is correct because it includes µ = 1.40; the
researcher, ignorant of the value of µ, would not know this fact.
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By looking at one random sample of size n = 25, we have had the experience of evaluating the
formula, but we don’t know how it performs. The Central Limit Theorem approximation, which

gives us the 95%, is accurate as n grows without bound, but is it any good for n = 25?
To answer this last question, I repeated the above activity another 9,999 times. To be precise, I

had Minitab generate a total of 10,000 random samples of size n = 25. For each generated random
sample I calculated the interval

x̄± 0.314.

I obtained the following results:

• A total of 286 simulated confidence intervals were too small. Recall that this means that the

upper bound of the interval, u, is smaller than µ = 1.40.

• A total of 318 simulated confidence intervals were too large. Recall that this means that the

lower bound of the interval, l, is larger than µ = 1.40.

• A total of 286+318 = 604 confidence intervals were incorrect. This is larger than the target
of 500. If we calculate the nearly certain interval for the probability of an incorrect 95%

confidence interval, we get:

0.0604± 3
√

(0.0604)(0.9396)/10000 = 0.0604± 0.0071.

Thus, the Central Limit Theorem approximation, while not horrible, is clearly not exact; The

true probability of an incorrect confidence interval is definitely larger than 0.0500.

I repeated the above simulation study on the cat population, but took n = 100. I obtained the

following results:

• A total of 253 simulated confidence intervals were too small.

• A total of 260 simulated confidence intervals were too large.

• A total of 253+260 = 513 confidence intervals were incorrect. This is larger than the target
of 500, but well within the bounds of sampling error. Thus, it appears that the Central Limit

Theorem approximation is quite good for n = 100.

In science, σ is always unknown. We need a way to deal with this. The obvious idea works;

replace the unknown σ with the s computed from the data. More precisely, define Z ′ as follows.

Z ′ =
X̄ − µ

S/
√
n

(17.4)

According to the work of Slutsky, the Central Limit Theorem conclusion for Z is also true for Z ′;

i.e., we can use the N(0,1) curve for Z ′ too. This leads to our second confidence interval formula,

which we will call Slutsky’s confidence interval estimate of µ:
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Table 17.7: Results from three simulation experiments. Each simulation had 10,000 reps, with

a rep consisting of a random sample of size n from the cat population in Table 17.1. For each

sample, Slutsky’s approximate 95% confidence interval estimate of µ, Formula 17.5, is computed

and Nature classifies it as too small, too large or correct.

Sample size Number of Number of Number of

(n) Too Small Intervals Too Large Intervals Incorrect Intervals

10 451 371 822

20 377 286 663

40 363 245 608

Result 17.3 (Slutsky’s approximate confidence interval estimate of µ.) As usual, the target con-

fidence level determines the value of z∗, as given in Table 12.1 on page 296. Slutsky’s approximate
confidence interval estimate of µ is:

x̄± z∗(s/
√
n). (17.5)

Playing the role of Nature, I put the cat population into my computer. Then, switching roles to

the researcher, I selected a random sample of size n = 10. I obtained the following data:

2, 1, 2, 2, 1, 2, 1, 1, 3, 2.

These data yield x̄ = 1.700 and s = 0.675. Thus, for these data, Slutsky’s 95% confidence interval

estimate of µ is

1.700± 1.96(0.675/
√
10) = 1.700± 0.418 = [1.282, 2.118].

Reverting to Nature, I note that, in fact, µ = 1.40. Thus, the point estimate is incorrect, but the

95% confidence interval is correct.

I performed three simulation experiments for the cat population, each with 10,000 reps, to

investigate the performance of Slutsky’s approximate 95% confidence interval estimate of µ. The
first simulation experiment was for random samples of size n = 10; the second was for n = 20;
and the third was for n = 40. My results are presented in Table 17.7. Take a minute to look at the

numbers in this table; below is their most important feature.

• For each sample size, there are too many incorrect intervals. Note, however, that as n in-

creases, the number of incorrect intervals declines. This is in agreement with the math theory

which states that as n grows without bound, the 95% confidence level becomes accurate.

Imagine that you are a mathematical statistician thinking about the results in Table 17.7. The only

formula you have is Slutsky’s and it is yielding too many incorrect intervals! What can you do?

Let’s look at the confidence interval formula again:

x̄± z∗(s/
√
n).
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Figure 17.6: Some possible effects of making Slutsky’s confidence intervals wider. Slutsky’s

interval is [l, u]; its wider version is [l′, u′].

µl u

Both intervals are correct:

l′ u′

µl u

Both intervals are too small:

l′ u′

µl u

Slutsky’s interval is too small, but its wider version is correct:

l′ u′

The values of x̄, s and n come from the data; you can’t change them. All that you can possibly

change is the number z∗. You realize that if you replace z∗ by a larger number, the interval will

become wider. Think back to any one of my simulation studies that are reported in Table 17.7. If I

make every one of the 10,000 intervals wider, this is what will happen:

1. Intervals that had been correct will remain correct; because the center (x̄) does not change,
the new interval will include the original interval, which includes µ. See Figure 17.6.

2. Some of the intervals that had been incorrect will remain incorrect. See Figure 17.6 for a

picture of a too small interval that remains too small.

3. Intervals that had been incorrect might become correct. Figure 17.6 illustrates this possi-

bility for a too small confidence interval.

So, how much wider should we make Slutsky’s intervals? We will replace z∗ by a larger number

that we will denote by t∗. Table 17.7 suggests that we will need a bigger correction for n = 10
than we will need for n = 40. Also, for n sufficiently large, we won’t need any correction. In other

words, the value of t∗ should depend on the sample size n. Actually, statisticians prefer to say that

t∗ is a function of the number of degrees of freedom in the deviations, which is (n− 1).
A solution to this difficulty—finding t∗—was obtained by William Sealy Gosset in 1908, who

published his findings under the name Student. Gosset invented a new family of pdfs, called the

t-curves or, sometimes, Student’s t-curves. A specific t-curve is determined by one parameter,

called its degrees of freedom (df ). Possible values for the degrees of freedom are the positive
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integers: 1, 2, 3, . . . . Every t-curve has its one peak at 0 and is symmetric. As the number of

degrees of freedom increases, the t-curves have less spread; visually, the peak becomes taller and

the symmetric tails shorter. As the degrees of freedom grow, the t-curves converge to the N(0,1)

curve; thus, in an abuse of language, the N(0,1) curve is sometimes referred to the t-curve with

df = ∞. Pictures of the t-curves for df = 1, 2, 5 and∞ (i.e., the N(0,1) curve) are available at

http://en.wikipedia.org/wiki/Student’s_t-distribution

Note the following. For degrees of freedom as small as 5, visually it is difficult to distinguish

between a t-curve and the N(0,1) curve. For df > 5, even though we might not be able to see the

differences between the two curves, the differences are important!

We will use the following website for calculating areas under a t-curve for you.

http://stattrek.com/online-calculator/t-distribution.aspx

(I used a different site during the Summer 2013 class, but it has exploded; well, the internet equiv-

alent of exploding. Don’t use it!) We are going to use this website quite a lot; thus, it will be

convenient for me to present a facsimile of it in Table 17.8. In this facsimile, I have replaced the

website’s three boxes by three horizontal line segments because it is easier to create the latter with

my word processor.

Above the three boxes in the website is the default option t-score for the first user specification:

Describe the random variable. There is another option of which you will learn later; for now, do

not change the default.

Next, you need to enter the number of degrees of freedom for the t-curve/distribution of interest.

In my illustrative examples below I will use df = 10. Your next choice is to enter a value for t

score or Cumulative probability: P (T < t) but not both. If you:

• Opt for t score, you may enter any real number; negative, zero or positive. Alternatively, if

you

• Opt for Cumulative probability: P (T < t) then you must enter a number that is strictly

between 0 and 1.

Let me do a few examples to illustrate the use of this site. Remember in each example below, I

have entered df = 10.

1. I want to obtain the area under the t-curve with df = 10 to the left of −1.367.

• I enter −1.367 in the box next to t score and click on the box Calculate.

• My answer, 0.1008, appears in the Cumulative probability: P (T < −1.367) box.

Note that in order to remind me of what I am doing, in the Cumulative probability: box, the

site replaces the generic t with the value I am using, −1.367.

2. I want to find the number, let’s call it t, with the following property: the area under the

t-curve with df = 10 to the left of t is equal to 0.05.
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Table 17.8: Facsimile of t-curve calculator website.

Describe the random variable t-score

Degrees of freedom

t score

Cumulative probability: P (T < t)

• I enter 0.05 in the box next to Cumulative probability: P (T < t) and click on the box

Calculate.

• My answer, −1.812, appears in the t-score box.

(Aside: Do you need a break from this exciting presentation? If so go to

http://www-users.cs.york.ac.uk/susan/joke/3.htm#boil.

The mathematician’s behavior in this joke is relevant to the next two examples. If you can’t

stand to take a break or don’t have the time, carry on.)

3. I want to obtain the area under the t-curve with df = 10 to the right of 2.863. For this

problem, the site is annoying! It only gives areas to the left. There are two ways to attack

this problem; I will use the fact that the total area under any pdf equals 1. (The other way

uses the fact that the t-curves are symmetric around 0; you don’t need to know it.)

Proceeding as in (1) above, I find that the area under the curve to the left of 2.863 is equal to
0.9916. As a result, the area I seek is 1− 0.9916 = 0.0084.

4. I want to find the number, let’s call it t, with the following property: the area under the t-

curve with df = 10 to the right of t is equal to 0.15. This problem is similar to the problem

in (2) above, except that left has been changed to right.

As in (3) above, I rewrite the problem. The number I seek, t, has the property that the area

to the left of it equals 1 − 0.15 = 0.85. Proceeding as in (2) above, I obtain the answer

t = +1.093.

Now that you are familiar with how this site operates, I will use it to solve a very specific

problem.

Recall that for the cat population and n = 10, Slutsky’s confidence interval did not perform

well. I am now going to show you Gosset’s interval for these data. (I will give you the general

method shortly.) I go to the t-curve website calculator and enter n − 1 = 9 for the degrees of

freedom.
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Figure 17.7: Finding the value of t∗ for Gosset’s 95% confidence interval estimate.

t∗−t∗ 0

Area = 0.95 Area = 0.025Area = 0.025

Our goal is to find the number t∗ with the property:

The area under the t-curve between −t∗ and t∗ is equal to 0.95.

Figure 17.7 illustrates this idea (except that I did not bother to draw the t-curve). We see that

because of the symmetry of the t-curve, the areas to the left of−t∗ and to the right of t∗ both equal
0.025. Because our website calculator handles only areas to the left, I change my problem slightly:

My new goal is to find the number t∗ with the property that the area under the t-curve to the left of
it equals 0.95 + 0.025 = 0.975. I enter 0.975 into the box Cumulative probability . . . . I click on

calculate and obtain the answer 2.262. In other words, the number 2.262 plays the same role for

the t-curve with df = 9 as 1.96 does for the N(0,1) curve. Thus, I replace z∗ = 1.96 Slutsky’s 95%
confidence interval by t∗ = 2.262, and obtain:

x̄± 2.262(s/
√
10).

For n = 20, Gosset’s 95% confidence interval is:

x̄± 2.093(s/
√
20).

Finally, for n = 40, Gosset’s 95% confidence interval is:

x̄± 2.023(s/
√
40).

Note that as n increases from 10 to 20 to 40, the value of t∗ for Gosset’s interval becomes closer to

the z∗ = 1.96 for Slutsky’s interval. This is because as n grows, Slutsky performs better and, thus,

less correction is needed.

I simulated 10,000 of Gosset intervals for the cat population and each of the values of n = 10,
20 and 40; my results are in Table 17.9. Look at the numbers in this table for a few minutes and

note the following.

1. For n = 10, Gosset’s interval performs awesomely! (Bieberly?) The number of incorrect

intervals, 510, almost matches the target number, 500. This discrepancy—between 510 and

500—is well within the bounds of chance.

2. Be careful! For n = 20, Gosset gives more incorrect intervals than it does for n = 10; does
this mean its performance is declining as n grows? No! The difference between 510 and 540

is well within the random variation of a simulation study. If Gosset (or Slutsky) performs

well for a particular value of n, it will also perform well for any larger value of n.

447



Table 17.9: Results from three simulation experiments. Each simulation had 10,000 reps, with

a rep consisting of a random sample of size n from the cat population in Table 17.1. For each

sample, Gosset’s approximate 95% confidence interval estimate of µ is computed and Nature

classifies it as too small, too large or correct.

Sample size Number of Number of Number of

(n) Too Small Intervals Too Large Intervals Incorrect Intervals

10 362 148 510

20 332 208 540

40 320 209 529

I will now give you Gosset’s general approximate confidence interval for µ.

Result 17.4 (Gosset’s approximate confidence interval estimate of µ.) Gosset’s confidence in-

terval is:

x̄± t∗(s/
√
n). (17.6)

The value of t∗ depends on the sample size and the desired confidence level, as described below.

1. Select the desired confidence level and write it as a decimal; e.g., 0.95 or 0.99.

2. Subtract the desired confidence level from one and call it the error rate. Divide the error

rate by two and subtract the result from one; call the final answer c; e.g., 0.95 gives c =
1− 0.05/2 = 0.975 and 0.99 gives c = 1− 0.01/2 = 0.995.

3. Go the website

http://stattrek.com/online-calculator/t-distribution.aspx.

Next, enter n− 1 for degrees of freedom; enter c in the Cumulative probability . . . box; and

click on Calculate. The value t∗ will appear in the t-score box.

Take a moment and verify that you know how to obtain t∗ = 2.093 for 95% confidence and n = 20.

17.3.2 Gosset or Slutsky?

If n = 500 and you want 95% confidence, you may use Slutsky with z∗ = 1.960 or Gosset with

t∗ = 1.965. For n = 1,000 and 95% confidence, Gosset’s t∗ = 1.962. In words, for n sufficiently

large, the two confidence interval formulas are essentially identical. When n is small enough for

z∗ and t∗ to differ substantially, I recommend using Gosset’s t∗. In other words, for the problem of

estimation of µ, you can forget about Slutsky’s formula; I recommend that you always use Gosset.

Do not read too much into my endorsement of Gosset. All I am saying is that Gosset is prefer-

able to Slutsky; I am not saying that Gosset always performs well. Let me give you an example in

which Gosset performs poorly.
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Figure 17.8: The log-normal pdf with parameters 5 and 1.
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Figure 17.8 presents the log-normal pdf with parameters 5 and 1. Recall that this means if X
has the log-normal pdf with parameters 5 and 1, then Y equal to the natural log ofX has the N(5,1)

curve for its pdf. We can see that this log-normal pdf is strongly skewed to the right. It can be

shown that its mean is µ = 244.7 and its standard deviation is σ = 320.8. (The value ν = 148.4 is
the median of the pdf; it divides the pdf’s total area of one into two equal areas. We will discuss

the estimation of ν in Chapter 18.)

Suppose that a researcher is interested in a measurement random variable X which takes on

positive values. Nature knows that the pdf ofX is given in Figure 17.8, but the researcher does not

know this. Based on the scientific goals of the study, the researcher decides to estimate µwith 95%

confidence. Thus, the researcher will use Gosset’s interval to estimate µ with 95% confidence. I

will now explore the performance of Gosset’s interval for the population in Figure 17.8.

I performed eight simulation experiments, each with 10,000 reps. As in our earlier examples,

each rep yielded Gosset’s 95% confidence interval for a simulated random sample of size n from

the pdf in Figure 17.8. Each simulated confidence interval is classified as: too small, too large or

correct. The eight simulations are for different values of n; my results are presented in Table 17.10.

Remember: Because I want 95% confidence, the target number of incorrect intervals is 500.

Let me make a few comments about this massive simulation study.

1. For n = 10 Gosset’s interval performs very poorly. The nominal probability of obtaining an

incorrect interval is 5%; the estimated probability is almost 16%.

2. As I kept doubling n in my simulations, the performance of Gosset improved, but very

slowly. At n = 640, the error rate might be ok—the nearly certain interval, details not

given, 0.0564 ± 0.0069, barely includes the target 0.0500—but it might be a bit large. For

n = 1,280, finally, the error rate seems to be very close to 0.0500. Remember that the math

theory says that in the limit as n goes to infinity the error rate will be 0.0500.

3. Note that, for all values of n in the table, and especially n ≤ 40, the number of intervals that

are too small is vastly larger than the number of intervals that are too large. We will explore
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Table 17.10: Results from eight simulation experiments. Each simulation had 10,000 reps, with

a rep consisting of a random sample of size n from the log-normal pdf in Figure 17.8. For each

sample, Gosset’s approximate 95% confidence interval estimate of µ = 244.7 is computed and

Nature classifies it as too small, too large or correct.

Sample size Number of Number of Number of

(n) Too Small Intervals Too Large Intervals Incorrect Intervals

10 1,582 13 1,595

20 1,355 12 1,367

40 1,122 22 1,144

80 823 44 867

160 674 54 728

320 533 90 623

640 440 124 564

1,280 376 136 512

this issue later.

Sometimes a fancy math argument allows us to use one simulation experiment for an entire

family of populations. Such a family is the exponential. I performed three simulation experiments

on an exponential pdf. As usual, each of the 10,000 reps: generated random sample from the

exponential pdf; calculated Gosset’s 95% confidence interval; checked to see how the interval

compared to µ. My results are given in Table 17.11. The exponential distribution is skewed to the

right and Gosset’s interval does not work well for n ≤ 40. At n = 80, the nearly certain interval

for the true error rate includes the target, 0.0500, but just barely.

17.3.3 Population is a Normal Curve

I have told you that if the population is an exponential pdf, then one simulation experiment on

confidence intervals covers every member of the family. The same is true for the family of Laplace

pdfs, and I will give you my simulation results for it in a Practice Problem. The log-normal family

is not so amenable; a different simulation experiment is needed for every member of the family.

The family of Normal pdfs also has the property that one simulation covers all curves. In fact,

I performed a simulation experiment with 10,000 reps to study the performance of Gosset’s 95%

confidence interval for a Normal pdf population and n = 5. The results were:

• Two hundred twenty-seven of the simulated intervals were too large.

• Two hundred forty-five of the simulated intervals were too small.
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Table 17.11: Results from eight simulation experiments. Each simulation had 10,000 reps, with a

rep consisting of a random sample of size n from the exponential pdf with parameter λ = 1. For
each sample, Gosset’s approximate 95% confidence interval estimate of µ = 1/λ = 1/1 = 1. is
computed and Nature classifies it as too small, too large or correct.

Sample size Number of Number of Number of

(n) Too Small Intervals Too Large Intervals Incorrect Intervals

10 928 29 957

20 738 45 783

40 584 96 680

80 472 93 565

• A total of 227 + 245 = 472 of the simulated intervals were incorrect. This is a bit smaller

than the target of 500, but well within the bounds of sampling variation.

Actually, I did not need to perform a simulation experiment for a Normal pdf because:

Result 17.5 If the population is a Normal pdf, then the confidence level in Gosset’s confidence

interval is exact.

This result is true because in Gosset’s original work, he assumed a Normal pdf in order to derive

the t-curves.

17.4 Lies, Damned Lies and Statistics Texts

Quoting from

http://en.wikipedia.org/wiki/Lies,_damned_lies,_and_statistics,

“Lies, damned lies, and statistics” is a phrase describing the persuasive power of num-

bers, particularly the use of statistics to bolster weak arguments. It is also sometimes

colloquially used to doubt statistics used to prove an opponent’s point.

The term was popularized in the United States by Mark Twain (among others), who

attributed it to the 19th-century British PrimeMinister Benjamin Disraeli (1804-1881):

“There are three kinds of lies: lies, damned lies, and statistics.” However, the phrase

is not found in any of Disraeli’s works and the earliest known appearances were years

after his death. Other coiners have therefore been proposed, and the phrase is often

attributed to Twain himself.

In the 1970s, a favorite television show of mine was Kung Fu. starring the late David Carradine.

(You might know him as the title character Bill in two Quentin Tarantino films.) Carradine’s

character traveled the American West of the 19th-century; his purpose? As he put it,
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I don’t seek answers. I seek a better understanding of the questions.

I believe that this is a good goal for so-called higher education in general. This has been my

(attempted) approach in dealing with the researcher’s question:

When should I use Gosset’s confidence interval formula?

If the population is a Normal pdf, then Gosset is exact. Thus, if Nature were to tell you that the

population you are studying is a Normal pdf, then you can feel very comfortable using Gosset’s

formula. Unfortunately, Nature is not so forthcoming and—skeptics that we academics are—if

you announce that Nature has told you this, we won’t believe you.

In practice, a researcher does not know what the population is. Thus, if you choose to use

Gosset’s formula, you must accept that there is a uncertainty about whether it will perform

as advertised. The only way to reduce that uncertainty is to be a good scientist; i.e., to be

knowledgeable about the phenomenon under study. As the simulation studies have shown, as

a scientist you need to be able to judge how much skewness there is in the population. If you

anticipate little or no skewness, then you will anticipate that Gosset will perform as advertised. If,

however, you anticipate a great deal of skewness in the population, then you should worry about

using Gosset for small values of n, where—as you have seen—small is a function of the amount

of skewness.

One of my firm beliefs is:

It is the scientist, not the statistician, who should assess the likely shape of the popu-

lation.

If you understand human nature, especially the desire to be an expert, you will be unsurprised to

learn that this belief of mine is unpopular with many statisticians; they believe that their expertise in

Statistics makes them best equipped to make such decisions. One of their most popular statements

is to, “Look at the data.” I will address this issue shortly.

I suspect you would agree that the answer to the researcher’s question:

When should I use Gosset’s confidence interval formula?

that I have presented in these notes is nuanced. By contrast, the answer given in many introductory

Statistics texts is quite definitive:

1. If n ≤ 30, then you should use Gosset only if the population is a Normal pdf.

2. If n > 30, Slutsky always performs as advertised.

A word of explanation is needed. For degrees of freedom larger than 29, these texts make no

distinction between t∗ and z∗; thus, for them, for n > 30, Slutsky’s and Gosset’s intervals are

identical. Also, how does a student know whether the population is a Normal pdf? Easy; the

textbook author, the instructor or some other authority figure tells the student that the population

is a Normal pdf! (As the writer Dave Barry frequently types, “I am not making this up!”) Call

me a radical, but I think that education—even in a math-related field—should consist of more than

learning to obey, without question, an authority figure!
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Also, note that I have conclusively demonstrated that the two-part advice found in these texts is

untrue. For the cat population, which is not a Normal pdf, Gosset’s confidence interval performed

as advertised for n as small as 10. For the log-normal pdf we examined, for n ≤ 320 Gosset’s

intervals performed poorly.

I have had many conversations with Statistics’ educators in which I have asked them about this

lie that textbooks tell students. Their response? They channel Col. Nathan R. Jessup, a character

in the movie A Few Good Men, and shout—well, sometimes they don’t raise their voices—They

can’t handle the truth! I have a much higher opinion of you.

https://www.youtube.com/watch?v=futzi-bYW0E

17.4.1 More on Skewness

As I mentioned above, if the population is a Normal curve, then Gosset’s formula is exact. Actually,

I can say a bit more than that. If the population is a Normal curve, then the probability that a

Gosset confidence interval will be too small is the same as the probability that it will be too large.

By contrast, for the family of exponential pdfs and our one example of a log-normal pdf, intervals

that are too small vastly outnumber the intervals that are too large (see Tables 17.10 and 17.11). I

will show you why.

I performed a simulation experiment with 100 reps. For each rep I generated a random sample

of size n = 20 from the N(0,1) pdf. From each sample, I obtained two numbers: x̄ and s. I

have drawn a scatterplot of these 100 pairs of numbers in Figure 17.9. Each pair is represented

by a un upper case ‘Oh,’ with s on the vertical axis and x̄ on the horizontal axis. Note that I

have deliberately not given you much information on the scales of the axes in this picture. On the

horizontal axis I have marked µ = 0 and you can see that the 100 values of x̄ are placed (left-to-

right) approximately symmetrically around 0. Similarly, on the vertical axis I have marked σ = 1.
The important feature of this plot, however, is that there is no relationship between the values of x̄
and s; knowing, for example, that x̄ < µ or that x̄ > µ tells us nothing about the value of s.

In fact, it’s an important property of random samples from a Normal pdf that the value of X̄ is

statistically independent of the value of S.
I will now contrast the above situation for Normal pdfs with samples from the log-normal pdf

with parameters 5 and 1, pictured in Figure 17.8, which was the topic of a simulation experiment,

with results presented in Table 17.10. Recall from this table that for n = 20, Gosset’s 95%

confidence interval performs very poorly, with 1,355 [12] simulated intervals that are too small

[large].

Figure 17.10 presents a scatterplot of s versus x̄ for 100 random samples of size n = 20 from

the log-normal pdf in Figure 17.8. This scatterplot looks nothing like our previous one! In this

scatterplot there is a very strong increasing relationship between the values x̄ and s. In particular,

if x̄ is substantially smaller than µ = 244.7, then s tends to be much smaller than σ = 320.8; and
if x̄ is substantially larger than µ, then s tends to be much larger than σ. I will now explain why

this matters.

The half-width of Gosset’s 95% confidence interval with n = 20 is

2.093s/
√
20.
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Figure 17.9: The scatterplot of the standard deviation, s, versus the mean, x̄, for 100 random

samples of size n = 20 from a N(0,1) pdf. Note that there is no relationship between these two

values. If you know about the correlation coefficient (see Chapter 21), it equals 0.021 for this

picture.

µ = 0

σ = 1

s

x̄

O

O

O

O

O
O

O

O
O

O

O

O

O

O

O

O

O

O

O

O

O

O

O

O

O

O

O

OO

O

O

O

O
O

O

O

O

O

OOO

O

O

O O

O

O
O

O

OO

O

O

O

O

O

O

O

OO
O

O

O

O

O

OO

O

O

O

O

O

O
O

OOO

O

O
O

O

O

O

O
O

O

O

O O

O

O

O O

O

O
O

O
O

O

O

Thus, if x̄ is substantially smaller than µ = 244.7, then, based on our scatterplot, this half-width

will be very small. This means that the interval will be very narrow and, hence, many of these

intervals will be incorrect by being too small. On the other hand, if x̄ is substantially larger than µ,
then the half-width will be very large and it will be unusual for the interval to be too large. If you

question my reasoning, look at the simulation results: 1,355 intervals were too small, but only 12

were too large.

One last comment on this situation with the log-normal. A popular textbook claims that if

your data look normal, then Gosset’s confidence interval performs as advertised. Here I face a

difficulty. In order for me to show your that this advice is wrong, I would need to spend time

teaching you about Normal quantile plots and we simply do not have the time. If you take another

Statistics course, you will likely learn that Normal quantile plots can be very useful, but not for the

current situation. For more details, see

http://www.stat.wisc.edu/˜wardrop/papers/tr1008.pdf.

Unfortunately, this paper is perhaps a bit advanced for the new student of Statistics.

17.5 Computing

In the examples of this chapter, I have given you n, x̄ and s and you have learned how to find t∗

from a website and calculate Gosset’s confidence interval estimate of µ. In this short section, I will

454

http://www.stat.wisc.edu/~wardrop/papers/tr1008.pdf


Figure 17.10: The scatterplot of the standard deviation, s, versus the mean, x̄, for 100 random

samples of size n = 20 from a the log-normal pdf with parameters 5 and 1. Note that there

is a strong increasing relationship between these two values. If you know about the correlation

coefficient (see Chapter 21), it equals 0.862 for this picture.
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show you what to do with raw data; i.e., the n numbers

x1, x2, x3, . . . , xn.

For example, recall Reggie’s n = 15 dart scores from a distance of 10 feet, reported in Chapter 1

and reproduced below:

181 184 189 197 198 198 200 200 205 205 206 210 215 215 220

Let’s assume that these are 15 observations from i.i.d. trials. This is a count population and with

such a small amount of data I cannot expect to obtain an accurate picture-estimate of the popula-

tion. Instead, I will use Reggie’s data to estimate the mean, µ, of the population with confidence.
You begin by going to a familiar website:

http://vassarstats.net.

The left-side of the page lists a number of options; click on t-Tests & Procedures. (You might

remember doing exactly this in Chapter 1.) This takes you to a new set of options; click on the

bottom one, .95 and .99 Confidence Intervals for the Estimated Mean of a Population. (Their use

of language is poor—who am I to talk! We obtain confidence intervals for a mean, not an estimated

mean.) Next, enter the data, by typing or pasting, and click on calculate.

The site gives lots of output, including:

N = 15; mean = 201.5333; std. dev. = 11.1986; df = 14;

tcrit(.05) = 2.14; and tcrit(.01) = 2.98.

As you may have guessed, in our language, these signify:

n = 15; x̄ = 201.5333; s = 11.1986; df = 14; and the t∗ for 95%[99%] is 2.14[2.98].

I used Minitab to verify these values for x̄ and s. I went to the website

http://stattrek.com/online-calculator/t-distribution.aspx

and obtained t∗ = 2.145 for 95% and t∗ = 2.977 for 99%.

The vassarstats website also reports:

• Confidence Intervals for Estimated Mean of Population:

For .95 CI: 201.5333± 6.1878.

For .99 CI: 201.5333± 8.6167.

I verified these two intervals as being correct. Thus, it appears that we can trust this website.
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17.6 Summary

In Chapters 17 and 18 our data consist of i.i.d. random variables

X1, X2, X3, . . . , Xn,

from a numerical population. If the values of these random variables are obtained by counting,

then the population is a probability histogram. If the values of these random variables are obtained

by measuring, then the population is a probability density function (pdf). In words, in either case,

the population is a picture which either consists of rectangles or is a smooth curve. The picture

must be nonnegative with total area equal to one.

The population picture is used to calculate probabilities for the random variables. For counting,

we focus on the random variable taking on exactly the number x. In particular, P (X = x) equals
the area of the rectangle centered at x; if there is no rectangle centered at x, then x is an impossible

value for X and P (X = x) = 0.
For a measurement, we focus on the random variable falling between two numbers; i.e., lying

in some interval. In particular, for any numbers a and b with a ≤ b,

P (a ≤ X ≤ b) = the area under the pdf between the numbers a and b.

Remember that for any measurement random variable X and any number b, P (X = b) = 0. This
implies—Result 17.1—that for any a and b with a < b.

P (a ≤ X ≤ b) = P (a ≤ X < b) = P (a < X ≤ b) = P (a < X < b).

Several families of pdfs are important in Statistics, including: the normal and Laplace families—

both symmetric—and the exponential and log-normal families—both skewed to the right.

The population picture is known to Nature, but is unknown to the researcher. The population

picture can be estimated by a density histogram of the data. In addition, the kernels introduced in

Chapter 2 can serve as an estimate of a pdf. Sadly, it is impossible, in general, to estimate a picture

with confidence. (For a family of pdfs, if one estimates all of the parameters with confidence, then

one can obtain a confidence estimate of the pdf, but this topic is beyond the scope of this course.)

Researchers often focus on estimating a feature of the population picture. The most popular

feature in science and statistics is the center of gravity, or mean, of the picture. The great thing

about estimating the mean is that we have an approximate method that works for any population

picture. (This is a bit inaccurate; there are some mathematical situations in which our method

does not work, but they tend to be—for better or worse—ignored in practice and are definitely

way beyond the scope of a first course.) The not-so-great thing is that determining whether the

approximation is good can be very tricky.

The method we use is Gosset’s approximate confidence interval estimate of µ. Its formula is

x̄± t∗(s/
√
n),

with the method of determining t∗ explained in Result 17.4.

457



Gosset derived this formula by assuming that the population picture is a normal pdf. Thus,

Gosset’s confidence level is exact if the population is a Normal pdf. Gosset’s work was a solid

piece of mathematics; by assuming a normal population, he was able to derive the family of t-curve

pdfs which made his formula easy to obtain. Strictly speaking, Gosset’s math result is not useful

to scientists. As a scientist, how could you ever be sure that the unknown population was exactly

a Normal curve?

Thus, a serious scientist must always wonder whether Gosset’s confidence interval is valid—

i.e., performs as advertised—for the true unknown population picture. Statisticians have been

studying this issue for more than 50 years using a combination of fancy math arguments and com-

puter simulations. In this chapter you saw the results of several computer simulation experiments

that explored the behavior of Gosset’s confidence interval. The issue of the performance of Gos-

set’s confidence interval is too huge and complicated to lend itself to a one sentence answer, but

the following summary is accurate, while not very precise.

1. Gosset’s big weakness is skewness in the population picture. We saw that for the small

amount of skewness in the cat population, Gosset worked fine for n as small as 10. For more

pronounced skewness—see the log-normal and exponential examples—even for values of n
much larger than 30, Gosset might perform very poorly.

2. This item is more complicated mathematically. A thorough presentation is beyond the scope

of this course, but I want to mention it. Look at the formula for the Normal curve in Equa-

tion 7.6; x’s that are much larger or much smaller than the mean, µ are said to be in the tail

of the curve. For any Normal curve, the tails behave like

exp[−(x − µ)2].

In math terms, this is a very rapid decay; i.e., as x moves away from µ this number becomes

close to zero very rapidly. By contrast, for the Laplace family of pdfs, the tails behave like

exp[−|x− µ|].

which is a much slower decay that in the Normal curves. In everyday language, we say that

the Laplace pdfs have heavier tails than the Normal pdfs. Heavier tails affect the performance

of Gosset’s confidence interval. This last idea is explored a bit in a Practice Problem and in

Chapter 18.
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17.7 Practice Problems

1. Recall the community of 7,000 households that was introduced in Example 17.2. The vari-

able of interest is the number of children in the household who are attending public school.

I used this community to create two populations: population 1 consisting of all 7,000 house-

holds; and population 2 consisting of the 4,200 households that have at least one child at-

tending public school.

(a) Calculate the mean, µ and median, ν of the two populations.

(b) Use the probability histograms in Figure 17.3 to obtain P (2 ≤ X ≤ 4) and P (2 ≤
Y ≤ 4). Explain your reasoning.

(c) It is possible to obtain probabilities for Y (population 2) from population 1 and the

definition of conditional probability, Equation 16.2. For example,

P (Y = 2) = P (X = 2|X > 0) =
P (X = 2 and X > 0)

P (X > 0)
=

P (X = 2)/0.600 = 0.120/0.600 = 0.20.

Use a similar argument to determine P (Y = 3) from P (X = 3) and P (X > 0) =
0.600.

2. Intelligence quotients (IQs) for members of a population are generally manipulated (a less

judgmental term is transformed) in a non-linear manner so that they have approximately a

N(100,15) pdf. For the sake of this question, let’s take this to be true. Use the website to

answer the following questions. In parts (a)–(c) you are asked to determine the proportion

of the population with the given feature. In (d) you will learn a new way to use the website.

(a) An IQ of 90 or less.

(b) An IQ of 130 or more.

(c) An IQ between 95 and 120.

(d) An IQ such that 83 percent of the population have a lower IQ.

3. Example 17.3 introduced you to data obtained by my friend Walt. For his 250 games, Walt

obtained x̄ = 19.916 pairs of tiles unmatched and s = 12.739. Use these data to obtain

Gosset’s 95% confidence interval estimate of the mean, µ, of his population.

4. Refer to the previous question. Walt’s 250 games can be viewed as a mixture of two distri-

butions: games he wins, which always give x = 0; and games he loses which give x > 0. It
is reasonable to ask, “Given that Walt loses, what is the population mean for the process that

generates his observed values of X?” For this problem, the data consist of n = 216 games,

with x̄ = 23.051 and s = 10.739. Use these data to obtain Gosset’s 95% confidence interval

estimate of the mean, µ, of the new population.
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5. I performed seven—by now—familiar simulation experiments to investigate the performance

of Gosset’s 95% confidence interval when sampling from a Laplace pdf. As with the family

of exponential pdfs, for a given value of n, one simulation covers the entire family. The

results of my seven simulations are presented in Table 17.12.

Write several sentences that describe what this table reveals.

6. In this problem I will explore the connection between a Poisson Process with parameter λ
per unit time and the exponential distribution. If you are not interested in this connection,

feel free to jump (skip, hop) ahead to the next practice problem.

Consider the following function. For any λ > 0,

f(x) = λ exp(−λx) for x ≥ 0
= 0 for x < 0

If you have studied calculus, you can verify that the total area under this curve equals 1, for

every value of λ > 0. Thus, for any fixed value of λ > 0, it is a pdf. If we let λ > 0 vary,

we get a family of pdfs, called the family of exponential pdfs with parameter λ > 0. (By the
way, it is the family of exponential distributions; don’t call it the exponential family, because

that means something else!) The parameter λ is called the rate of the exponential. The mean

and standard deviation of an exponential equal the same number, the inverse of the rate:

µ = σ = 1/λ.

If X is a random variable with the exponential pdf with parameter λ, then for two numbers,

a < b, it can be shown—using calculus—that

P (a < X ≤ b) = exp(−λa)− exp(−λb).

Now suppose that we have a Poisson Process with rate λ per unit time. For the numbers

a < b in the previous paragraph, let Y1 be the number of successes in the Poisson Process in

the interval [0, a] and let Y2 be the number of successes in the Poisson Process in the interval

(a, b]. In addition, letX be the time of the first success in the Poisson Process. In the timeline

below, x denotes the observed value of the random variableX . As drawn below, a < x ≤ b;
i.e., the event (a < X ≤ b) has occurred.

0 xa b

Y1 Y2

Looking at this picture we can see that

a < X ≤ b is the same event as (Y1 = 0 and Y2 > 0).
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From Chapter 13: Y1 has a Poisson distribution with parameter λa; Y2 has a Poisson distri-

bution with parameter λ(b− a); and Y1 and Y2 are independent. Furthermore,

P (Y1 = 0) = exp(−λa) and P (Y2 > 0) = 1− P (Y2 = 0) = 1− exp(−λ(b− a)).

Thus,

P (Y1 = 0 and Y2 > 0) = exp(−λa)× [1− exp(−λ(b− a))] = exp(−λa)− exp(−λb).

In words, the distribution of X is exponential with parameter λ.

Thus, we have another way to view a Poisson Process. We begin at time 0; at random time

X1 a success occurs; at random time X1 + X2 a second success occurs; at random time

X1 +X2 +X3 a third success occurs; and so on. The times between arrivals

X1, X2, X3 . . .

are i.i.d. random variables with the exponential distribution with parameter λ.

This is helpful for studying Poisson Processes because now—through the use of i.i.d. expo-

nential random variables—we are able to simulate a realization of a Poisson Process for any

length of time that we desire.

7. This last practice problem is aimed at students who are interested in computer programming.

Feel free to skip this problem if you are not interested.

Let Q be any number, strictly between 0 and 1: 0 < Q < 1. For a measurement random

variable X , consider the equation P (X ≤ xQ) = Q. The idea of this equation is that given

Q, the unknown in this equation is xQ. For example, in part (d) of Practice Problem 2,

Q = 0.83 and X has a N(100,15) distribution. We found that x0.83 = 114.312; i.e., P (X ≤
114.312) = 0.83. We call the number xQ the Q-quantile of the distribution of X , or, more

briefly, the Q-quantile of X .

Computer programmers are good at simulating i.i.d. trials from the uniform distribution on

the interval [0, 1]. How do they simulate from other pdfs? As it turns out, the answer is quite

simple.

To be precise, suppose you want to generate an observationX from the exponential pdf with

λ = 2. Simply generate a value u from the uniform distribution on the interval [0, 1] and
transform it to x = Xu; i.e., the generated observation is equal to the u-quantile of X . With

this method, the generated x is from the exponential pdf with λ = 2. Contact me if you want

more details. The important point is that if we can generate i.i.d. trials from the uniform

distribution on the interval [0, 1], then we can generate i.i.d. trials from any pdf!
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Table 17.12: Results from seven simulation experiments. Each simulation had 10,000 reps, with

a rep consisting of a random sample of size n from a Laplace pdf. For each sample, Gosset’s

approximate 95% confidence interval estimate of µ is computed and Nature classifies it as too

small, too large or correct.

Sample size Number of Number of Number of

(n) Too Small Intervals Too Large Intervals Incorrect Intervals

10 179 195 374

20 224 207 431

40 229 245 474

80 251 245 496

160 263 256 519

320 246 243 489

640 266 270 536

17.8 Solutions to Practice Problems

1. (a) I will use the population counts given in Table 17.4. For both populations, the total

number of children is:

1260(1) + 840(2) + 714(3) + 546(4) + 420(5) + 294(6) + 126(7) = 12,012.

Thus, the mean for population 1 is 12012/7000 = 1.716 and the mean for population 2

is 12012/4200 = 2.860.

Also from the population counts, we can see that the median of population 1 is 1 and

the median of population 2 is 2.5.

(b) For both population pictures, δ = 1; thus, the area of each rectangle equals its height.

Reading from the pictures,

P (2 ≤ X ≤ 4) = 0.120 + 0.102 + 0.078 = 0.300 and

P (2 ≤ Y ≤ 4) = 0.20 + 0.17 + 0.13 = 0.50.

(c) We note that

P (Y = 3) = P (X = 3|X > 0) = P (X = 3)/P (X > 0) = 0.102/0.600 = 0.17.

2. For parts (a)–(c) we use the default Area from a value option. For all parts we enter 100 in

theMean box and 15 in the SD box.
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(a) We want P (X ≤ 90). Click on the Below option and enter 90 in its box. Click on

Recalculate and the answer 0.2525 appears in the Results box. In words, just over

one-quarter of the population have an IQ of 90 or less. Note that even though IQs are

usually (?) reported as an integer, I do not use a continuity correction. I choose to treat

IQ as a measurement.

(b) We want P (X ≥ 130). Click on the Above option and enter 130 in its box. Click on

Recalculate and the answer 0.0228 appears in the Results box. In words, approximately

one-in-44 population members have an IQ of 130 or larger.

(c) We want P (95 ≤ X ≤ 120). We have not done a problem like this before. Click on

the Between option and enter 95 [120] in its left [right] box. Click on Recalculate and

the answer 0.5393 appears in the Results box. Be careful! If you place 120 in the left

box and 95 in the right box, the site gives the answer −0.5393.

(d) This one’s a bit tricky. We want the number a which satisfies

P (X ≤ a) = 0.83.

First, change the option from Area from a value to Value from an area. This will change

the site’s labels. Enter 0.83 in the Area box and reenter your values of 100 for Mean

and 15 for SD. Click on the Below option and the answer, 114.311 appears in its box;

i.e., I did not need to click on Recalculate. If I wanted a new area, then I would need to

click on Recalculate. For example, I changed the area to 0.75, clicked on Recalculate

and obtained the answer 110.113 in Below’s box.

3. Go to the t-curve calculator website,

http://stattrek.com/online-calculator/t-distribution.aspx

Following the presentation in these Course Notes, enter n − 1 = 250 − 1 = 249 in the

degrees of freedom box and 0.975 in the Cumulative probability box. Click on Calculate

and t∗ = 1.970 appears in the t score box. Note that with this large number of degrees of

freedom, t∗ barely exceeds z∗ = 1.96 for the N(0,1) curve.

Gosset’s 95% confidence interval estimate of µ is:

19.916± 1.97(12.739/
√
250) = 19.916± 1.587 = [18.329, 21.503].

4. I proceed as in (2) above, but enter n − 1 = 216 − 1 = 215 in the degrees of freedom box

and 0.975 in the Cumulative probability box. Click on Calculate and t∗ = 1.971 appears in

the t score box.

Gosset’s 95% confidence interval estimate of µ is:

23.051± 1.971(10.739/
√
216) = 23.051± 1.440 = [21.611, 24.491].
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5. For n ≥ 40, Gosset’s confidence interval appears to behave as advertised. For example, with

n = 40, Gosset gives 474 incorrect intervals, which is within sampling error of the target

500. The surprising feature in this table is that for n ≤ 20, Gosset’s intervals give too few

incorrect intervals! We have not seen this situation before!

This is not the worst situation that could occur, but it does mean that the Gosset’s intervals

are wider than they need to be. The reason this happens is because the Laplace pdfs have a

heavier tail than the Normal pdfs. (See comments in item 2 on page 458.)
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17.9 Homework Problems

1. Refer to the population presented in Table 17.13. Let X denote a random variable whose

distribution is given by this population.

(a) Draw the probability histogram for this population.

(b) What is the mean, µ, of this population. (No computation is required.)

(c) Suppose we have a random sample of size n = 20 from this population. Do you think

that Gosset’s 95% confidence interval will perform well? Briefly explain your answer.

(d) Calculate P (2 < X ≤ 5).

2. The random variable X has a uniform distribution on the interval 0 to 20. This means that

the pdf of X is

f(x) = 0.05, for 0 ≤ x ≤ 20
= 0, otherwise

(a) Draw the graph of this pdf.

(b) Use your graph to calculate P (X ≤ 5); P (7 < X ≤ 15); P (X > 35).

3. In Example 12.1, I introduced you to my friend Bert and his 100 games of online solitaire

mahjong. Recall that Bert won 29 of his 100 games. Recall that in Example 17.3 I showed

how to report the outcome of a mahjong game as a count. For the 71 games Bert lost, his

mean number of pairs of tiles remaining was 23.93, with a standard deviation of 11.33.

Assuming that these 71 numbers are the realizations of 71 i.i.d. trials, calculate Gosset’s 95%

confidence interval estimate of µ.

4. Refer to the previous problem. Briefly compare your results for Bert with my results for

Walt in Practice Problem 4.

5. Recall that in Section 17.5 I used Reggie’s dart data from 10 feet to illustrate the use of the

vassarstats website. With the assumption of i.i.d. trials, calculate Gosset’s 95% confidence

interval estimate of µ for Reggie’s data from 12 feet, reproduced below.

163 164 168 174 175 186 191 196 196 197 200 200 201 203 206

6. There is a family of uniform pdfs, with two parameters: the left and right boundaries of the

rectangle, A and B. For example, if A = 0 and B = 1, we get the uniform pdf on the

interval [0, 1]; A = 0 and B = 20, we get the uniform pdf on the interval [0, 20]. I want you
to explore the performance of Gosset’s 95% confidence interval estimate of µ = (A+B)/2
for a i.i.d. data from the uniform pdf on the interval [A,B].

I performed three simulation experiments of the usual sort, with 10,000 reps for each exper-

iment. My results are in Table 17.14. Briefly describe what this table reveals.
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Table 17.13: The population distribution for Homework problem 1.

x 0 1 2 3 4 5 6 Total

P (X = x) 0.05 0.10 0.20 0.30 0.20 0.10 0.05 1.00

Table 17.14: Results from three simulation experiments. Each simulation had 10,000 reps, with

a rep consisting n i.i.d. trials from a uniform pdf. For each sample, Gosset’s approximate 95%

confidence interval estimate of µ is computed and Nature classifies it as too small, too large or

correct.

Sample size Number of Number of Number of

(n) Too Small Intervals Too Large Intervals Incorrect Intervals

10 250 268 518

20 272 247 519

40 239 240 479

7. I performed a simulation experiment with 10,000 reps. I used the family size population 1 in

Figure 17.3. Each rep generated a random sample of size n = 20 and constructed Gosset’s

95% confidence interval estimate of µ. The experiment yielded 641 incorrect intervals, with

120 of one type and 521 of the other type.

What is your opinion as to how many of the confidence intervals—120 or 521—were too

large? Explain your answer.
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