
Chapter 14

Simple Linear Regression

14.1 Preliminary Remarks

We have only three lectures to introduce the ideas of regression. Worse, they are the last three
lectures when you have many other things academic on your minds. To give you some idea how
large the topic of regression is, The Department of Statistics offers a one-semester course on it,
Statistics 333.

The topics we will cover fall into two broad categories: results; and checking assumptions.
The final exam will have questions about results, but not about checking assumptions. B/c of this,
I will focus on results for two lectures and spend the last lecture on checking assumptions. This is
not the ideal way to present the material, but I believe that it will make your job of preparing for
the final much easier.

14.2 The Simple Linear Regression Model

For each unit, or case as they tend to be called in regression,we have two numbers, denoted byX
andY . The number of greater interest to us is denoted byY and is called theresponse. Predictor
is the common label for theX variable. Very roughly speaking, we want to study whether there is
an association or relationship betweenX andY , with special interest in the question of usingX to
predictY .

It is very important to remember (and almost nobody does) that the idea of experimental and
observational studies introduced in Chapter 9 applies heretoo, in a way that will be discussed
below.

We have data onn cases. When we think of them as random variables we use upper case letters
and when we think of specific numerical values we use lower case letters. Thus, we have then
pairs

(X1, Y1), (X2, Y2), (X3, Y3), . . . (Xn, Yn),

which take on specific numerical values

(x1, y1), (x2, y2), (x3, y3), . . . (xn, yn).
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The difference between experimental and observational lies in how we obtain theX ’s. There
are two possibilities:

1. Experimental: The researcher deliberately selects the values ofX1, X2, X3, . . .Xn.

2. Observational: The researcher selects units (usually assumed to be at random from a popu-
lation or to be i.i.d. trials) and observes the values of two random variables per unit.

Here are two very quick examples.

1. Experimental: The researcher is interested in the yield, per acre, of a certain crop. Denote
the yield byY . He/she believes that the yield will be affected by the concentration of, say,
a certain fertilizer that will be applied to the plant. The values ofX1, X2, X3, . . .Xn are the
concentrations of the fertilizer. The researcher selectsn one acre plots for study and selects
the n numbersx1, x2, x3, . . . xn for the concentrations of fertilizer. Finally, the researcher
assigns then values ofx to then plots by randomization.

2. Observational: The researcher selectsn men at random from a population of men and
measures each man’s heightX and weightY .

Note that for the experimental setting, theX ’s are not random variables, but for the observa-
tional setting, theX ’s are random variables.

It turns out that in many ways the analysis becomes un-doablefor randomX ’s, so the standard
practice—and all that we will cover here—is tocondition on the values of theX ’s when they are
random and henceforth pretend that they are not random. The main consequence of this ‘fantasy’
is that the computations and predictions still make sense, but we must temper our enthusiasm in
our conclusions. Just as in Chapter 9, for the experimental setting we can claim causation, but for
the observational setting, the most we get is association.

I am now ready to show you the simple linear regression model.We assume the following
relationship betweenX andY .

Yi = β0 + β1Xi + ǫi, for i = 1, 2, 3, . . . n (14.1)

It will take some time to explain and examine this model. First, β0 andβ1 are parameters of the
model; this means, of course, that they are numbers and by changing either or both of their values
we get a different model. The actual numerical values ofβ0 andβ1 are known by Nature and
unknown to the researcher; thus, the researcher will want toestimate both of these parameters and,
perhaps, test hypotheses about them.

The ǫi’s are random variables with the following properties. Theyare i.i.d. with mean 0 and
varianceσ2. Thus,σ2 (or, if you prefer,σ) is the third parameter of the model. Again, its value is
known by Nature but unknown to the researcher. It is very important to note that we assume these
ǫi’s, which are callederrors, are statistically independent. In addition, we assume that every case’s
error has the same variance.

Oh, and by the way, not only isσ2 unknown to the researcher, the researcher does not get to
observe theǫi’s. Remember this: all that the researcher observes are then pairs of (x, y) values.
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Now, we look at some consequences of our model. I will be usingthe rules of means and
variances from Chapter 7. It is not necessary for you to know how to recreate the arguments below.

Remember, theYi’s are random variables; theXi’s are viewed as constants. The mean ofYi

givenXi is
µYi|Xi

= β0 + β1Xi + µǫi
= β0 + β1Xi. (14.2)

The variance ofYi is
σ2

Yi
= σ2

ǫi
= σ2. (14.3)

In words, we see that the relationship betweenX andY is that the mean ofY given the value of
X is a linear function ofX with y-intercept given byβ0 and slope given byβ1.

The first issue we turn to is: How do we use data to estimate the values ofβ0 andβ1?
First, note that this is a familiar question, but the currentsituation is much more difficult than

any we have encountered. It is familiar b/c we previously have asked the questions: How do we
estimatep? Orµ? Orν?. In all previous cases, our estimate was simply the ‘sampleversion’ of
the parameter; for example, to estimate the proportion of successes in a population, we use the
proportion of successes in the sample. There is no such easy analogy for the current situation:
What is the sample version ofβ1?

Instead we adopt thePrinciple of Least Squares to guide us. Here is the idea. Suppose that
we have two candidate pairs for the values ofβ0 andβ1; namely,

1. β0 = c0 andβ1 = c1 for the first candidate pair, and

2. β0 = d0 andβ1 = d1 for the second candidate pair,

wherec0, c1, d0 andd1 are known numbers, possibly calculated from our data. The Principle of
Least Squares tells us which candidate pair is better. Our data are the values of they’s and thex’s.
We know from above that the mean ofY givenX is β0 + β1X, so we evaluate the candidate pair
c0, c1 by comparing the value ofyi to the values of thec0 + c1xi, for all i. We compare, as we
usually do, by subtracting to get:

yi − [c0 + c1xi].

This quantity can be negative, zero or positive. Ideally, itis 0, which indicates thatc0 + c1xi is an
exact match foryi. The farther this quantity is from 0, in either direction, the worse jobc0 + c1xi

is doing in describing or predictingyi. The Principle of Least Squares tells us to take this quantity
and square it:

(yi − [c0 + c1xi])
2,

and then sum this square over all cases:

n∑

i=1

(yi − [c0 + c1xi])
2.

Thus, to compare two candidate pairs:c0, c1 andd0, d1, we calculate two sums of squares:

n∑

i=1

(yi − [c0 + c1xi])
2 and

n∑

i=1

(yi − [d0 + d1xi])
2.
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If these sums are equal, then we say that the pairs are equallygood. Otherwise, whichever sum is
smaller designates the better pair. This is the Principle ofLeast Squares, although with only two
candidate pairs, it should be called the Principle of LesserSquares.

Of course, it is impossible to compute the sum of squares for every possible set of candidates,
but we don’t need to if we use calculus. Define the function

f(c0, c1) =
n∑

i=1

(yi − [c0 + c1xi])
2.

Our goal is to find the pair of numbers(c0, c1) that minimize the functionf .
If you have studied calculus, you know thatdifferentiation is a method that can be used to

minimize a function. If we take two partial derivatives off , one with respect toc0 and one forc1;
set the two resulting equations equal to 0; and solve forc0 andc1, we find thatf is minimized at
(b0, b1) with

b1 =

∑
(xi − x̄)(yi − ȳ)
∑

(xi − x̄)2
andb0 = ȳ − b1x̄. (14.4)

We write
ŷ = b0 + b1x; (14.5)

This is called theregression line or least squares regression line or least squares prediction line
or even just the best line. You willnever be required to compute(b0, b1) by hand. Instead, I will
show you how to interpret computer output from the Minitab system. Table 14.1 presents a small
set of data that will be useful for illustrations.

The response,Y , in these baseball data will be the number of runs scored by a team in 2009.
The other six variables in the table will take turns beingX. Casual baseball fans pay a great deal
of attention to home runs, so we will begin withX representing home runs. Given our model,
what is the least squares line for using the number of home runs to predict the number of runs? My
computer’s output is given in Table 14.2. There is a huge amount of information in this table and
it will take some time to cover it all.

We begin with the label of the output: Runs versus Home Runs; this tells us thatY is Runs and
X is Home Runs.

Next, the regression line is given in words:

Runs = 475 + 1.56(Home Runs)

In symbols, this iŝy = 475 + 1.56x. Thus, we see that our point estimate ofβ0 is b0 = 475 and
our point estimate ofβ1 is b1 = 1.56. This brings us to an important and major difference between
lines in math and lines in statistics/science. In math, a line goes on forever; it is infinite. In statis-
tics, lines are finite and would more accurately be called line segments, but the expression, “My
regression line segment is . . . ” has never caught on. In particular, look at the baseball data again.
The largest number of home runs is 224, for Philadelphia, andthe smallest is 95, for New York.
We are tentatively assuming (see later in these notes when wecarefully examine assumptions) that
there is a linear relationship between runs and home runs,for home runs in the range of 95 to 224.
We really have no data-based reason to believe the linear relationship extends to home run totals
below 95 or above 224.
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Table 14.1: Various Team Statistics, National League, 2009.

Team Runs Triples Home Runs BA OBP SLG OPS
Philadelphia 820 35 224 .258 .334 .447 .781
Colorado 804 50 190 .261 .343 .441 .784
Milwaukee 785 37 182 .263 .341 .426 .767
LA Dodgers 780 39 145 .270 .346 .412 .758
Florida 772 25 159 .268 .340 .416 .756
Atlanta 735 20 149 .263 .339 .405 .744
St. Louis 730 29 160 .263 .332 .415 .747
Arizona 720 45 173 .253 .324 .418 .742
Washington 710 38 156 .258 .337 .406 .743
Chicago Cubs 707 29 161 .255 .332 .407 .738
Cincinnati 673 25 158 .247 .318 .394 .712
NY Mets 671 49 95 .270 .335 .394 .729
San Francisco 657 43 122 .257 .309 .389 .699
Houston 643 32 142 .260 .319 .400 .719
San Diego 638 31 141 .242 .321 .381 .701
Pittsburgh 636 34 125 .252 .318 .387 .705

Now, this brings up another important point. As I have said repeatedly in class, to be good at
using statistics, you need to be a good scientist. Thus, there are things you know based on science
and thinks you know based on data. Perhaps obviously, what you know based on science can be
more controversial than what you know based on data. Here, I will focus on things we learn from
data. Now, if your knowledge of baseball tells you that the assumed linear relationship extends to,
say, 230 or 85 home runs, that is fine, but I will not make any such claim. Based on the data, we
have evidence for or against a linear relationship only in the range ofX between 95 and 224.

Literally, β0 is the mean value ofY whenX = 0. But there are two problems: First,X = 0
is not even close to the range ofX values in our data set; Second, in the modern baseball world it
makes no sense to think that a team could ever haveX = 0. In other words, first we don’t want
to extend our model toX = 0 b/c it might not be statistically valid to do so and, second, we don’t
want to b/cX = 0 is uninteresting scientifically.

Thus, viewed alone,β0, and hence its estimateb0 is not of interest to us. This is not to say that
the intercept is totally uninteresting; it is an important component of the regression line. But b/c
β0 alone is not interesting we will not learn how to estimate it with confidence, nor will we learn
how to test a hypothesis about its value.

By contrast,β1 is always of great interest to the researcher. As we learned in math, the slope
is the change iny for a unit change inx. Still in math, we learned that a slope of 0 means that
changingx has no effect ony; a positive (negative) slope means that asx increases,y increases
(decreases). Similar comments are true in regression. Now,the interpretation is thatβ1 is the true
change in our predictedy (ŷ) for a unit change inx, andb1 is the estimated change in our predicted
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y for a unit change inx.
In the baseball example, we see that we predict that for each additional home run, a team scores

an additional 1.56 runs.
Not surprisingly, one of our first tasks of interest is to estimate the slope with confidence. The

computer output allows us to do this with only a small amount of work. The CI forβ1 is given by

b1 ± t SE(b1). (14.6)

Note that we follow Gosset in using the t curves as our reference. As discussed later, the degrees
of freedom fort is n − 2 which equals 14 for this study. The SE (standard error) ofb1 is given in
the output and is equal to 0.3615; the output also gives a moreprecise value ofb1, 1.5608, in the
event you want to be more precise; I do. With the help of our online calculator, thet for df = 14
and 95% ist = 2.145. Thus, the 95% CI forb1 is

1.5608 ± 2.145(0.3615) = 1.5608 ± 0.7754 = [0.7854, 2.3362].

Next, we can test a hypothesis aboutβ1. Consider the null hypothesisβ1 = β10, whereβ10

(read beta-one-zero, not beta-ten) is a known number specified by the researcher. As usual, there
are three possible alternatives:β1 > β10; β1 < β10; andβ1 6= β10. The observed value of the test
statistic is given by

t =
b1 − β10

SE(b1)
(14.7)

We obtain the P-value by using the t-curve withdf = n − 2 and the familiar rules about the
direction of the area and the alternative. Here are two examples.

Bert believes that each additional home run leads to two additional runs, so hisβ10 = 2. He
choose the alternative< b/c he thinks it is inconceivable that the slope could be larger than 2. Thus,
his observed test statistic is

t =
1.5608 − 2

0.3615
= −1.215.

With the help of our calculator, we find that the area under thet(14) curve to the left of−1.215 is
0.1222; this is our P-value.

The next example involves the computer’s attempt to be helpful. In many, but not all, appli-
cations, the researcher is interested inβ10 = 0. The idea is that if the slope is 0, then there is no
reason to bother determiningX to predictY . For this choice the test statistic becomes

t =
b1

SE(b1)
,

which for this example ist = 1.5608/0.3615 = 4.3176, which, of course, could be rounded to 4.32.
Notice that the computer has done this calculation for us! (Look in the ‘T’ column of the ‘Home
Runs’ row.) For the alternative6= and our calculator, we find that the P-value is2(0.0004) = 0.0008
which the computer gives us, albeit rounded to 0.001 (located in the output to the right of 4.32).

Next, let us consider a specific possible value ofX, call it x0. Now given thatX = x0, the
mean ofY is β0 + β1x0; call thisµ0. We can use the computer output to obtain a point estimate
and CI estimate ofµ0.
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Table 14.2: Regression of Runs on Home Runs.

Regression Analysis: Runs versus Home Runs

The regression equation is
Runs = 475 + 1.56(Home Runs)

Predictor Coef SE Coef T P
Constant 475.45 57.03 8.34 0.000
Home Runs 1.5608 0.3615 4.32 0.001

S = 41.56 R-Sq = 57.1% R-Sq(adj) = 54.0%

Analysis of Variance

Source DF SS MS F P
Regression 1 32194 32194 18.64 0.001
Residual Error 14 24178 1727
Total 15 56372

Obs HR’s Runs Fit SE Fit Residual St Resid
1 224 820.0 825.1 27.0 -5.1 -0.16 X
2 190 804.0 772.0 16.3 32.0 0.84
3 182 785.0 759.5 14.2 25.5 0.65
4 145 780.0 701.8 11.0 78.2 1.95
5 159 772.0 723.6 10.5 48.4 1.20
6 149 735.0 708.0 10.6 27.0 0.67
7 160 730.0 725.2 10.5 4.8 0.12
8 173 720.0 745.5 12.2 -25.5 -0.64
9 156 710.0 718.9 10.4 -8.9 -0.22

10 161 707.0 726.7 10.6 -19.7 -0.49
11 158 673.0 722.0 10.4 -49.0 -1.22
12 95 671.0 623.7 24.1 47.3 1.40
13 122 657.0 665.9 15.9 -8.9 -0.23
14 142 643.0 697.1 11.4 -54.1 -1.35
15 141 638.0 695.5 11.6 -57.5 -1.44
16 125 636.0 670.5 15.1 -34.5 -0.89

X denotes an observation whose X value gives it large influence.
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For example, suppose we selectx0 = 182. Then, the point estimate is

b0 + b1(182) = 475.45 + 1.5608(182) = 759.5.

If, however, you look at the output, you will find this value, 759.5, in the column ‘Fit’ and the row
‘HR’s = 182. Of course, this is not much help b/c, frankly, the above computation of 759.5 was
pretty easy. But it’s the next entry in the output that is useful. Just to the right of ‘Fit’ is ‘SE Fit,’
with, as before, SE the abbreviation for standard error. Thus, we are able to calculate a CI forµ0:

Fit ± t (SE Fit). (14.8)

For the current example, the 95% CI for the mean ofY givenX = 182 is

759.5 ± 2.145(14.2) = 759.5 ± 30.5 = [729.0, 790].

The obvious question is: We were pretty lucky thatX = 182 was in our computer output; what
do we do if ourx0 isn’t there? It turns out that the answer is easy: trick the computer. Here is how.

Suppose we want to estimate the mean ofY givenX = 215. An inspection of the HR’s column
in the computer output reveals that there is no row forX = 215. Go back to the data set and add
a 17th ‘team.’ For this team, enter 215 for HR’s and amissing value for Runs. (For Minitab,
my software package, this means you enter a *.) Then rerun theregression analysis. In all of
the computations the computer will ignore the 17th team b/c,of course, it has no value forY and
therefore cannot be used. But, and this is the key point, the computer includes observation 17 in
the last section of the output, creating the row:

Obs HR’s Runs Fit SE Fit Residual St Resid
17 215 * 811.0 24.0 * *

From this we see that the point estimate of the mean ofY givenX = 215 is 811.0. (Which, of
course, you can easily verify.) But now we also have the SE Fit, so we can obtain the 95% CI for
this mean:

811.0 ± 2.145(24.0) = 811.0 ± 51.5 = [759.5, 862.5].

I will remark that we could test a hypothesis about the value of the mean ofY for a givenX,
but people rarely do that. And if you wanted to do it, I believeyou could work out the details.

I want to turn to some other issues now. Recall the model

Yi = β0 + β1Xi + ǫi.

If we rewrite this we get
ǫi = yi − β0 − β1xi.

Of course, as I remarked earlier, we cannot calculate the values of theǫi’s b/c we don’t know the
β’s. But if we replace theβ’s by their point estimates we get the following sample versions of the
ǫi’s, which are called theresiduals:

ei = yi − b0 − b1xi = yi − ŷi.
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The residuals for the 16 teams are given in the computer output. For example, for Philadelphia, the
number of runs predicted fromX = 224 home runs iŝy = 825.1 which is only a bit larger than
the actual number of runs,y = 820. Thus, the residual for Philadelphia is

e1 = 820 − 825.1 = −5.1.

Basically, a residual that is close to 0, whether positive ornegative, means that the prediction rule
worked very well for this case. By contrast, a residual that is far from 0, again whether positive
or negative, means that the prediction rule worked very poorly for the case. For example, team 4
(the Dodgers) score a large number of runs, 780, for a team with only 145 home runs. (If you are
a baseball fan, you might agree with my reason for this: The Dodger home stadium is difficult to
hit in, so the team is built to score runs without homers. But also if you are a baseball fan, you
probably already decided that number of home runs seems, a priori, a bad way to try to predict
runs; I agree.)

Now remember that theǫi’s are i.i.d. with mean 0 and varianceσ2. It can be shown that, perhaps
unsurprisingly,

∑
ei = 0. It seems sensible to use the residuals to estimateσ2. Thus, we decide to

compute the sample variance of the residuals. B/c the residuals sum to 0, we begin with the sum
of squares

n∑

i=1

(ei − ē)2 =
n∑

i=1

e2

i
=

n∑

i=1

(yi − ŷi)
2.

This sum is called thesum of squared errors, denoted by SSE. For our baseball data, it can be
shown that SSE=24,178. In fact, Minitab gives this number in the row ‘Residual Error’ and the
column ‘SS.’

The next issue is degrees of freedom for the residual sum of squares. You can probably guess
that it will be n − 2 from our earlier work. And it is. Here is why. It turns out thatthere are two
restrictions on the residuals:

∑
n

i=1 ei = 0 which I just mentioned, and also
∑

n

i=1(xiei) = 0. Thus,
if you remember my lecture game where if we imagine each ofn students to be a deviation, only
n − 1 were free to be what they wanted, you can see that the new game is that if we imagine each
student to be a residual, the firstn− 2 can be whatever they want, but the last two are constrained.
(See homework.) As a result, our estimate ofσ2 is

s2 =
n∑

i=1

e2

i
/(n − 2).

For the current data, this value is 24,178/14 = 1727 which appears (can you find it?) in the
computer output. Thus, the estimate ofσ is s =

√
1727 = 41.56 which also appears in the

computer output.
You will see in the computer output a table that follows the heading ‘Analysis of Variance.’

This is called the Analysis of Variance table, abbreviated ANOVA table. It has six columns. Let
me give you a few facts which will help you to make sense out of this.

The Total sum of squares is

SST =
n∑

i=1

(yi − ȳ)2.
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It measures the total amount of squared error in theyi’s. Stating the obvious, for SST we are
ignoring the predictorX.

It is perhaps human nature to look at the regression output and think, “OK, where is the one
number that summarizes the regression; the one number that tells me how effective the regression
is?” I recommend you try to resist this impulse, if indeed youfeel it. But I will show you the two
most common answers to this question; one is a subjective measure of how effective the regression
is and the other is objective. I prefer the subjective one.

The subjective answer is to look at the value ofs and decide whether it is small or large; small
is better. Here is why. Each residual tells us how well the regression did for a particular case.
Remember that the ideal is to have a residual of 0 and that the mean of the residuals is 0. Thus, by
looking at the standard deviation of the residuals we get an idea of how close the predictedy’s are
to the actualy’s. For example, especially for larger values ofn, we might use the empirical rule to
interprets. By the empirical rule, about 68% of the predicted number of runs will be within 41.56
of the actual number of runs; i.e. about 68% of the residuals will be between−41.56 and+41.56.
By actual count, 10 out of 16, or 62.5% of the residuals fall inthis interval. Whether or not this is
good, I can’ say: I am not sure why it is important to predict the number of runs. If forced to say, I
would opine thats seems rather large to me.

This leaves the objective measure of the effectiveness of the regression line. Recall that SSE
equals

n∑

i=1

(yi − ŷi)
2.

Let’s read this from the inside out. First,(yi − ŷi), the residual, measures the error in predictingy
by usingx within a straight line. We square this error to get rid of the sign and then we sum them
to get the total squared error in predictingy by a straight line function ofx. By contrast, the total
sum of squares, SST, is

n∑

i=1

(yi − ȳ)2.

Reading this from inside out, we begin with the error of predicting eachy by the mean of they’s
which most definitely is ignoringx. Then we square the errors and sum them.

To summarize, SSE measures the best we can do usingx in a straight line and SST measures
the best we can do ignoringx. It seems sensible to compare these, as follows.

R2 =
SST − SSE

SST
.

Let’s look atR2 for some phony data. Suppose that SST equals 100 and SSE equals 30. The
numerator orR2 is 70, b/c by usingx we haveeliminated 70 units of squared error. But what
does 70 mean? Well, we don’t know so we divide it by the original amount of squared error, 100.
Thus, we getR2 = 0.70, which is usually read as a percent: 70% in this case. We have this totally
objective summary: By usingx we eliminate 70% of the squared error. For our baseball data,

R2 =
56372 − 24178

56372
= 0.571,
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as reported in the computer output.
We end this chapter by considering a problem that doesn’t really make sense for our baseball

example, but does make sense in many regression problems.
Suppose that beyond ourn cases for which we have data, we have an additional case. For this

new case, we know thatX = xn + 1, for a known numberxn+1, and we want to predict the value
of Yn+1. Now, of course,

Yn+1 = β0 + β1xn+1 + ǫn+1.

We assume thatǫn+1 is independent of all previousǫ’s, and like the previous guys, has mean 0 and
varianceσ2.

The natural prediction ofYn+1 is obtained by replacing theβ’s by their estimates andǫn+1 by
its mean, 0. The result is

ŷn+1 = β0 + β1xn+1.

Using the results of Chapter 8 on variances, we find that afterreplacing the unknownσ2 by its
estimates2, the estimated variance of our prediction is

s2 + [SE(Fit)]2.

For example, suppose thatxn+1 = 160. From our computer output, the point prediction ofyn+1 is
‘Fit,’ which is 725.2. The variance of this prediction is

(41.56)2 + (10.5)2 = 1837.48;

thus, the standard error of this prediction is
√

1837.48 = 42.87. It now follows that we can obtain
a prediction interval. In particular, the 95% prediction interval foryn+1 is

725.2 ± 2.145(42.87) = 725.2 ± 92.0 = [633.2, 817.2].

By the way, in regression even if the response must be an integer, as is the case here, peoplenever
round-off point or interval predictions.

There are a few loose ends from the computer output. You will note that there is an entry called
R2 (adjusted). This is an issue primarily for multiple regression (more than one predictor, see the
next chapter) and we will ignore it for now.

There are several features in the ANOVA table that need to be mentioned. We have talked
about SST and SSE; if we subtract SSE from SST we get what is called the sum of squares due to
regression. As argued above, it denotes the amount of squared error that is removed or eliminated
by the regression line. MS is short formean square and it is simply a SS divided by its degrees
of freedom. The F is calculated as the MS of regression divided by the MS of error. It is used in
multiple regression and is not needed for one predictor; in fact, you can check that in our output,
and always for a single predictor,F = t2. UsingF as our test statistic rather thant gives the same
P-value.

You can ignore the column of standardized residuals. Despite the name, they are not what you
get by our usual method of standardizing; for example, one would think that to standardize, say, the
first residual of−5.1 you would subtract the mean of the residuals, 0, and divide bythe standard
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Table 14.3: Regression of Team Runs on a Number of Predictors.

Predictor P-value s R2

Triples 0.713 63.14 1.0%
BA 0.043 54.57 26.0%
Home Runs 0.001 41.56 57.1%
OBP 0.000 38.33 63.5%
SLG 0.000 24.62 84.9%
OPS 0.000 16.91 92.9%

deviation of the residuals,s = 41.56 and get−5.1/41.56 = −0.12. But obviously this is incorrect,
b/c the computer output shows−0.16. Sadly, this topic is beyond the scope of this course and we
can safely ignore it.

The ‘X’ next to the first standardized residual is tricky. By some algorithm, the computer
program has decided to alert us that this case has large ‘influence’ on something. For illustration,
I reran the regression analysis after dropping this case from the data set leaving me withn = 15
teams. With this change we get the following summarized output:

ŷ = 469 + 1.61x; s = 43.09; R2 = 46.6%; t = 3.37; and the P-value is0.005.

Comparing this to our original output, thet is much closer to 0 and theR2 is quite a bit smaller.
Thus, this case did have a large influence on at least part of our analysis.

We have studied exhaustively the predictor ‘home runs’ and neglected other possible predictors.
Without boring you with all the details, let me remark that I performed five more one-predictor
regressions using: triples; batting average; on-base percentage; slugging percentage; and on-base
plus slugging as the predictor. The highlights of my analyses are presented in Table 14.3 Here are
some comments on this table.

1. As a surprise to no baseball fans, triples are a horrible predictor of total runs.

2. Historically, BA was viewed as important, but in recent years people prefer OBP. In these
data, OBP is clearly far superior to BA, which, given that OBPis essentially BA supple-
mented by walks, is somewhat surprising to me.

3. Home runs have been a popular statistic dating back about 90 years. The related notion of
SLG is old too and is now greatly preferred; and, as evidencedby our analyses, SLG is much
better than home runs.

4. OPS (and OPS+ whatever that is) is very popular now; it is simply OBP added to SLG.

5. Looking at eithers or R2, clearly SLG and OPS perform much better than others. In the next
chapter we will investigate whether OPS is really better than SLG.
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