
Chapter 10

Populations: Getting Started

You have now completed Part 1 of these notes, consisting of nine chapters. What have you learned?

On the one hand, you could say that you have learned many things about the discipline of Statistics.

I am quite sure that you have expended a great deal of time and effort to learn, perhaps master, the

material in the first nine chapters. On the other hand, however, you could say, “I have learned more

than I ever wanted to know about the Skeptic’s Argument and not much else.” I hope that you feel

differently, but I cannot say this comment is totally lacking in merit.

So, why have we spent so much time on the Skeptic’s Argument? First, because the idea of

Occam’s Razor is very important in science. It is important to be skeptical and not just jump on the

bandwagon of the newest idea. For data-based conclusions, we should give the benefit of the doubt

to the notion that nothing is happening and only conclude that, indeed, something is happening if

the data tell us that the nothing is happening hypothesis is inadequate. The Skeptic’s Argument is,

in my opinion, the purest way to introduce you to how to use Statistics in science.

The analyses you have learned in the first nine chapters require you to make decisions: the

choice of the components of a CRD; the choice of the alternative for a test of hypotheses; for

numerical data, the choice of test statistic; for a power study, the choice of an alternative of interest.

The analyses require you to take an action: you must randomize. But, and this is the key point,

the analyses make no assumptions. The remainder of these notes will focus on population-based

inference. Assumptions are always necessary in order to reach a conclusion on a population-based

inference. The two most basic of these assumptions involve:

1. How do the units actually studied relate to the entire population of units?

2. What structure is assumed for the population?

By the way, if either (or both) of these questions makes no sense to you that is fine. We will learn

about these questions and more later in these notes.

As we will see, in population-based inference, we never (some might say rarely; I don’t want

to quibble about this) know with certainty whether our assumptions are true. Indeed, we usually

know that they are not true; in this situation, we spend time investigating how much it matters that

our assumptions are not true. (In my experience, the reason why many—certainly not all, perhaps

not even most—math teachers have so much trouble teaching Statistics is because they just don’t
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get the idea that an assumption can be wrong. If a mathematician says, “Assume we have a triangle

or a rectangle or a continuous function” and I say, “How do you know the assumption is true,” the

mathematician will look at me and say, “Bob, you are hopeless!”)

The above discussion raises an obvious question: If population-based inference techniques rely

on assumptions that are not true, why learn them? Why not limit ourselves to studies for which

we can examine the Skeptic’s Argument? Well, as much as I love the Skeptic’s Argument, I must

acknowledge its fundamental weakness: It is concerned only with the units in the study; it has no

opinion on the units that are not in the study. Here is an example of what I mean.

Suppose that a balanced CRD is performed on n = 200 persons suffering from colon cancer.

There are two competing treatments, 1 and 2, and the data give a P-value of 0.0100 for the alter-

native 6= with the data supporting the notion that treatment 1 is better. The Skeptic’s Argument is,

literally, concerned only with the n = 200 persons in the study. The Skeptic’s Argument makes

no claim as to how the treatments would work on any of the thousands of people with colon can-

cer who are not in the study. If you are a physician caring for one of these thousands you will

need to decide which treatment you recommend. The Skeptic cannot tell you what to do. By

contrast, with population-based inference a P-value equal to 0.0100 allows one to conclude that

overall treatment 1 is better than treatment 2 for the entire population. By making more assump-

tions, population-based inference obtains a stronger conclusion. The difficulty, of course, is that

the assumptions of the population-based inference might not be true and, if not true, might give a

misleading conclusion.

Of course, there is another difficulty in my colon cancer example. As we saw in Case 3 in

Table 5.3 on page 90 in Chapter 5, even if we conclude that treatment 1 is better than treatment 2

overall, this does not imply that treatment 1 is better than treatment 2 for every subject; this is

true for the Skeptic’s argument and it’s true for population-based inference.

There is, of course, a second weakness of the methods we covered in Part 1 of these notes:

They require the assignment of units to study factor levels by randomization. For many studies

in science, randomization is either impossible or, if possible, highly unethical. For an example

of the former, consider any study that compares the responses given by men and women. For an

example of the latter, imagine a study that assigns persons, by randomization, to the smokes three

packs of cigarettes per day treatment. As we will discuss often in the remainder of these notes,

studies with randomization yield greater scientific validity—in a carefully explained way—than

studies without randomization. This does not mean, however, that studies without randomization

are inherently bad or are to be avoided.

One of the greatest strengths of population-based inference is that it allows a scientist to make

predictions about future uncertain outcomes. The Skeptic’s Argument cannot be made to do this.

Predictions are important in real life and they give us a real-world measure of whether the answers

we get from a statistical analysis have any validity.

Anyways, I have gotten very far ahead of myself. Thus, don’t worry if much of the above is

confusing. By the end of these notes, these issues will make sense to you.

In the next section we will begin a long and careful development of various ideas and methods

of population-based inference.
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10.1 The Population Box

In Chapter 1, we learned that there are two types of units in a study: trials and subjects. When

the units are subjects, often the subjects are different people. The subjects could be anything

from different automobiles to different aardvarks, but in my experience, my students are more

comfortable with examples that have subjects that are people. Therefore, most of my examples of

units as subjects will have the subjects be people.

When you are interested in subjects, you quickly realize that there are the subjects who are

included in the study—i.e., subjects from whom we collect data—as well as potential subjects

who are not included in the study. A key to population-based inference is that we care about

all of these subjects; those actually studied and those not studied. Indeed, many statisticians

describe their work as primarily using data from subjects in a study to draw conclusions about all

subjects. For example, I might collect data from students in my class with the goal of drawing

conclusions about all students at my university. The first term we need to do this is the idea of a

finite population. In fact, let me give you four definitions at once:

Definition 10.1 Below are four definitions we need to get started.

1. A finite population is a well-defined collection of individuals of interest to the researcher.

Implicit in this definition is that each individual in the population has one or more features

that are of interest to the researcher.

2. A census consists of the researcher obtaining the values of all features of interest from all

members of the finite population.

3. Usually, it is not possible (for reasons of cost, logistics, authority) for a researcher to obtain

a census of a finite population. A survey consists of the researcher obtaining the values of

all features of interest from part, but not all, of the finite population.

4. The sample is comprised of the members of the population that are included in the survey.

Here is a very quick—although not very interesting—example of the above ideas.

Bert teaches at a small college with an enrollment of exactly 1,000 students. These 1,000

students form the finite population of interest to Bert. For simplicity, suppose that Bert is interested

in only one dichotomous feature per student—sex—which, of course, has possible values female

and male. If Bert examined student records of all 1,000 members of his population he would be

conducting a census and would know howmany (what proportion; what percentage) of the students

are female. If Bert did not have the authority to access student records, he could choose to conduct

a survey of the population. If Bert were a lazy researcher, he might sample the 20 students enrolled

in his Statistics class. With this choice of survey, Bert’s sample would be the 20 students in his

class. Such a sample is an example of what is called a convenience sample; the reason behind this

name is rather obvious: the subjects selected for study were convenient to the researcher.

A convenience sample is an example of a non-probability sample. In the example of Bert’s

population above, undoubtedly, there were many chance occurrences that led to his particular

20 students being in his class. The point is that even though the sample is the result of chance,
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it is not the result of chance that the researcher controls or understands in a way that can lead

to a mathematical model. Hence, we call it a non-probability sample. Other examples of non-

probability samples include: volunteer samples and judgment samples. I will not talk about

non-probability samples in these notes; if you are interested in this topic, there are references on

the internet.

Statisticians and scientists are more interested in probability samples. As you might guess,

these are sampling procedures for which probabilities can be calculated. Examples of probability

samples include: systematic random samples; stratified random samples; and (simple) ran-

dom samples. In these notes we will consider only the last of these and the closely related notion

of i.i.d. random variables. When we study units that are trials instead of subjects, we will see that

assuming we have i.i.d. trials is equivalent to having i.i.d. random variables. (The abbreviation

i.i.d. will be explained soon.)

The ideal for any (honest) researcher is to obtain a representative sample. A representative

sample is a sample that exactly matches the population on all features of interest. With more than

one feature of interest, this notion becomes complicated; we won’t need the complication and for

simplicity I will stick to my example above with Bert and one feature of interest—sex.

Suppose that Bert’s class is comprised of 12 women and eight men. In other words, his sample

is 60% women. If the population has exactly 60% women, then his sample is representative.

If the population percentage of women is any number other than 60%, then his sample is not

representative.

Being representative is a strange feature, for a number of reasons. First, a researcher will

never know whether the sample at hand is representative; only one with perfect knowledge of the

population can determine this. Second, a really lousy way of sampling (in some situations, I think

convenience samples are the worst; in other situations, volunteer samples seem to be the worst)

sometimes will yield a representative sample whereas a really good way of sampling might not.

This brings us to the number one reason statisticians and scientists prefer probability samples, in

particular simple random samples and i.i.d. random variables:

We can calculate the probability, b, that a probability sample will be within c of being
representative.

I admit, saying that we are within c of being representative is quite vague; keep working through

these notes and this notion will become clear. Here is my point: If b is large—remember, saying

that a probability is large means it is close to one—and c is small, then we can say—before data

are actually collected—that it is very likely that we will obtain a sample that is close to being

representative.

We will now begin a long exploration of probability samples. The obvious starting point is

to tell you what a (simple) random sample is and show you how to calculate probabilities for a

random sample.

It will be convenient to visualize a finite population as consisting of a box of cards. Each

member of the population has exactly one card in this box, called the population box, and on its

card is the value of the feature of interest. If there is more than one feature of interest, then the

member’s values of all features are on its card, but I will restrict attention now to one feature per

population member. For example, if Lisa—a female—is a student at Bert’s college, then one of
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the 1,000 cards in the population box corresponds to her. On Lisa’s card will be the word female,

perhaps coded; for example, 1 for female and 0 for male. If Lisa is also in Bert’s class then her

card will be in his sample.

Suppose that we have a population box with one card for each member of the population. I will

show you how to calculate probabilities if 1, 2, 3, . . . cards are selected at random from the box.

Now, however, we must face an important practical issue. In my experience, scientists usually are

interested in large populations, sometimes populations that consist of millions of members; hence,

the population box will have millions of cards in it. But I don’t want to introduce you to this subject

with a problem like the following one.

I want to select three cards at random from a box containing 123,000,000 cards. Help

me by writing down everything that could possibly happen.

As you can see, this problem would be no fun at all!

Therefore, I will introduce (several) important ideas with a population box that contains a very

small number of cards. To that end, let N denote the number of cards in a population box. This

means, of course, that the number of members of the population is N .

10.1.1 An Extended Example on a Very Small N

Consider a population box with N = 5 cards. The cards are numbered 1, 2, 3, 4 and 5, with

one number per card. Consider the chance mechanism of selecting one card at random from this

box. The expression selecting one card at random from this box is meant to imply that before the

chance mechanism is operated, each card has the same likelihood of being selected.

It is necessary for me to introduce some notation. I do this with mixed feelings; as Robert

DeNiro said in Analyze This, I am conflicted about it. Why am I conflicted? In my experience,

few non-math majors say, “Wonderful! More notation!” Sadly, however, I can’t figure out how to

present this material without the notation below.

It is very important to think about the following time line when we talk about probabilities.

Chance mechanism
is operated

Before After

In all of our time lines, time advances from left to right. There is a point in time at which the chance

mechanism is operated, yielding its outcome; in our case the identity of the selected card. To the

left of that point is before the chance mechanism is operated. To the right of that point is after the

chance mechanism is operated. Stating the obvious, before the chance mechanism is operated we

don’t know what the outcome will be; and after the chance mechanism is operated we know the

outcome. It is appropriate to calculate probabilities before the chance mechanism is operated; it

is not appropriate to calculate probabilities after the chance mechanism is operated. For example,

once we have selected the card ‘3’ from the box it is ridiculous to talk about the probability that

the card will be ‘3’ or ‘4’ or any other number.
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Define the random variable X1 to denote the number on the card that will be selected. I say

“will be” because you should think of X1 as linked to the future; i.e., I am positioned, in time,

before the chance mechanism is operated. There are five possibilities for the value of X1: 1, 2, 3,

4 and 5. These five possibilities are equally likely to occur (which is the consequence of selecting

one card at random), so we assign probability of 1/5 = 0.2 to each of them, giving us the following

five equations:

P (X1 = 1) = 0.2, P (X1 = 2) = 0.2, P (X1 = 3) = 0.2, P (X1 = 4) = 0.2, P (X1 = 5) = 0.2.

We can write these equations more briefly as:

P (X1 = x1) = 0.2, for x1 = 1, 2, 3, 4, 5.

Note that, analogous to our notation for a test statistic, we use the lower case letter to denote the

numerical possibilities for the upper case random variable. Either representation (a listing or the

formula) of these five equations is referred to as the sampling (or probability) distribution of the

random variableX1. By the way, as you may have surmised, I put the subscript onX in anticipation

of eventually sampling more than one card from the population box.

If we decide to select a random sample of size 1 from our population, then the sampling dis-

tribution of X1 is all that we have. Obviously, a scientist will want to sample many members of

a population, not just one. Well, the trip from one to many is easiest if we first visit two. Thus,

suppose we want to have a random sample of size two from a population box. For the box of this

subsection this means we select two cards at random from the cards 1, 2, 3, 4 and 5.

First I note that this problem is still manageable. With only five cards in the box, there are 10

possible samples of size two; they are:

1,2; 1,3; 1,4; 1,5; 2,3; 2,4; 2,5; 3,4; 3,5; and 4,5,

where, for example, by ‘2,4’ I mean that the two cards selected are the cards numbered 2 and 4.

Some of you have no doubt studied probability. If so, you might remember that for many

problems, a first step in the solution is to decide whether or not order matters. In the current

problem, order does not matter. Let me be careful about this. If I reach into the box of five cards

and simultaneously grab two cards at random, then, indeed, there is no notion of order. As we will

see below, however, it is useful to reframe the notion of selecting two cards at random. Namely, it

is mathematically equivalent to select one card at random, set it aside, and then select one card at

random from the remaining cards. Literally, by introducing the idea of selecting the cards one-at-

a-time I am introducing order into a problem in which order is not needed. I do this, as you will

see below, because by making the problem apparently more difficult—by introducing order—I am,

in fact, making it easier for us to study.

Henceforth, when I talk about a random sample I will refer to the first card selected and the

second card selected and so on. I have previously defined X1 to be the number on the first card

selected. Not surprisingly, I defineX2 to be the number on the second card selected. My immediate

goal is to show you how to calculate probabilities for the pair (X1, X2). Please refer to Table 10.1.

The first feature of Table 10.1 to note is that it consists of three Tables: A, B and C. Five rows
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Table 10.1: Three displays for the possible outcomes when selecting two cards at random, without

replacement, from a box containing cards 1, 2, 3, 4 and 5.

Table A: All possible pairs of values

on the two cards:

X2

X1 1 2 3 4 5

1 — (1,2) (1,3) (1,4) (1,5)

2 (2,1) — (2,3) (2,4) (2,5)

3 (3,1) (3,2) — (3,4) (3,5)

4 (4,1) (4,2) (4,3) — (4,5)

5 (5,1) (5,2) (5,3) (5,4) —

Table B: Joint probabilities for the

values on the two cards:

X2

X1 1 2 3 4 5

1 0.00 0.05 0.05 0.05 0.05

2 0.05 0.00 0.05 0.05 0.05

3 0.05 0.05 0.00 0.05 0.05

4 0.05 0.05 0.05 0.00 0.05

5 0.05 0.05 0.05 0.05 0.00

Table C: Table B with marginal

probabilities added:

X2

X1 1 2 3 4 5 Total

1 0.00 0.05 0.05 0.05 0.05 0.20

2 0.05 0.00 0.05 0.05 0.05 0.20

3 0.05 0.05 0.00 0.05 0.05 0.20

4 0.05 0.05 0.05 0.00 0.05 0.20

5 0.05 0.05 0.05 0.05 0.00 0.20

Total 0.20 0.20 0.20 0.20 0.20 1.00

221



[columns] of each of these three tables denote the five possible values for X1 [X2]. Five of the

5 × 5 = 25 cells in Table A are marked with ‘—,’ denoting that they are impossible; if you select

two cards at random from the box then you must obtain two different cards. In my experience

people forget this feature of a random sample. Thus, henceforth, I will sometimes refer to

a random sample as selecting cards at random from the box without replacement. Thus,

for example, if the first card selected is ‘4’ then the second card is selected at random from the

remaining cards: 1, 2, 3 and 5.

Staying with Table A, the remaining 20 entries (excluding the ‘—’ ones) correspond to the 20

possible outcomes. These are written as pairs, for example (3,5), the members of which denote

the value of X1 and then the value of X2. Thus, for example, the pair (3,5) means that card 3 is

selected first and card 5 is selected second. This might seem curious to you. The pairs (5,3) and

(3,5) correspond to the same random sample, which is listed twice in each of the three tables in

Table 10.1. This seems like extra work: our table has 20 possible cells for the 10 possible samples,

with each sample appearing twice. It is extra work, but as we will see shortly, it will help us

develop the material.

The idea of selecting a random sample of size two; or, equivalently, selecting two cards at

random without replacement; or, equivalently, selecting one card at random, setting it aside and

then selecting one card at random from the remaining cards; all of these ideas imply that the 20

possible cells—excluding the five impossible cells on the main diagonal—in Table A are equally

likely to occur and, hence, each cell has probability 1/20 = 0.05. (You can see why I selected

a box with five cards; I like simple, short, nonrepeating decimals for my probabilities.) Table B

presents the probabilities written within each of the 25 cells. Note that each of the five impossible

cells has probability 0 and that each of the twenty possible cells has probability 0.05.

Finally, Table C supplements Table B by summing the probabilities across the rows and down

the columns. The resulting probabilities are written in the margins (right and bottom) of the table;

hence, they often are referred to as marginal probabilities. If we look at the entries in the extreme

left and extreme right columns, we find the familiar sampling distribution for X1:

P (X1 = x1) = 0.20, for x1 = 1, 2, 3, 4, 5.

If we look at the uppermost and lowermost rows, we find the sampling distribution for X2:

P (X2 = x2) = 0.20, for x2 = 1, 2, 3, 4, 5.

Note that X1 and X2 have the same distributions: they both have possible values 1, 2, 3, 4 and

5, and their possible values are equally likely. The technical term for this is we say that X1 and

X2 are identically distributed, abbreviated i.d. (Two-thirds of the initials in i.i.d.; one-half of the

ideas, as we soon will learn.)

The 20 non-zero probabilities in the cells give us the joint sampling distribution of X1 and

X2. We have the adjective joint to remind us that these probabilities are concerned with how X1

and X2 behave together. To avoid possible confusion, the distributions of either X1 or X2 alone

are sometimes called their marginal sampling distributions. Marginal because they appear in the

margins of our table above and because they are for a single random variable, ignoring the other.
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There is another way of sampling, other than random sampling without replacement, that will

be very important to us. I mentioned above that for a random sample of size two we may select

the two cards at once or select the cards one-at-a-time, without replacement. The obvious question

is: May we sample cards one-at-a-time with replacement? The obvious answer: Of course we

may, we live in a free society! A more interesting question is: What happens if we select cards at

random with replacement?

Before I turn to a computation of probabilities, I want you to develop some feel for what we are

doing. First, I have good news for those of you who do not currently possess thousands of cards

and a box to hold them. Our population box is simply an instructional device; a way to visualize

the process of selecting a sample from a population. As a practicing statistician I always use an

electronic device to select my sample, be it with or without replacement. In particular, recall the

website:

http://www.randomizer.org/form.htm

that we introduced in Chapter 3 for the purpose of obtaining an assignment for a CRD. In Sec-

tion 10.5 you will learn how this website can be used to select a sample from a population at

random, either with or without replacement.

I used the website to obtain 10 random samples of size two, with replacement, from the box of

this section. Below are the 10 samples I obtained:

Sample Number: 1 2 3 4 5 6 7 8 9 10

Sample Obtained: 1,1 3,2 1,4 5,1 2,1 4,5 4,3 2,3 4,4 3,5

In the above listing I am reporting the cards in the order in which they were selected. Thus, my

second sample—3,2— consists of the same cards as my eight sample—2,3. Two samples consist

of the same card being selected twice: the first—1,1—and the ninth—4,4.

Researchers do not select cards from a box because it is a fun activity; they do it to investigate

what is in the box. For the purpose of learning, it is clearly a waste to sample the same card

more than once. Sampling with replacement makes such a waste possible, while sampling without

replacement makes such a waste impossible. For this reason, I sometimes refer to sampling with

replacement as the dumb way to sample and sampling without replacement as the smart way to

sample. The former is dumb because it is a waste (that is, dumb) to allow for the possibility of

sampling the same card more than once. The latter is smart, well, because it isn’t dumb!

Now I am going to do something strange, although perhaps—you be the judge—not out of

character. I am going to give you several reasons why the dumb method of sampling is not such a

bad thing.

First, as my 10 samples above suggest, sampling with replacement is potentially wasteful,

not necessarily wasteful. Eight out of the 10 samples select two different cards; thus, they —

speaking both practically and mathematically—provide the same information as would be obtained

by sampling the smart way.

Second, selecting the same card more than once, while wasteful of effort, does not actually bias

our results in any way. This fact is not obvious, but you will see why I say this later.

Additional reasons that dumb sampling can be good, beyond these two, will appear soon.

223

http://www.randomizer.org/form.htm


Table 10.2: Two displays for the possible outcomes when selecting two cards at random, with

replacement, from a box containing cards 1, 2, 3, 4 and 5.

Table A: All possible pairs of values

on the two cards:

X2

X1 1 2 3 4 5

1 (1,1) (1,2) (1,3) (1,4) (1,5)

2 (2,1) (2,2) (2,3) (2,4) (2,5)

3 (3,1) (3,2) (3,3) (3,4) (3,5)

4 (4,1) (4,2) (4,3) (4,4) (4,5)

5 (5,1) (5,2) (5,3) (5,4) (5,5)

Table B: Joint and marginal probabilities

for the values on the two cards:

X2

X1 1 2 3 4 5 Total

1 0.04 0.04 0.04 0.04 0.04 0.20

2 0.04 0.04 0.04 0.04 0.04 0.20

3 0.04 0.04 0.04 0.04 0.04 0.20

4 0.04 0.04 0.04 0.04 0.04 0.20

5 0.04 0.04 0.04 0.04 0.04 0.20

Total 0.20 0.20 0.20 0.20 0.20 1.00

Table 10.2 addresses the issue of finding probabilities for X1 and X2 for selecting cards at

random with replacement, the dumb way of sampling. As with our earlier table (Table 10.1), the

current table is comprised of other tables, in this case two: Tables A and B. Table A presents the

5× 5 = 25 possible outcomes from selecting two cards at random with replacement from our box.

All 25 outcomes are equally likely to occur; thus, they all have the same probability: 1/25 = 0.04,
as presented in Table B. Table B also presents the marginal probabilities for both random variables.

The first thing to note about Table 10.2 is that, just as with the smart way of sampling,X1 and

X2 have identical sampling distributions and, indeed, the same sampling distributions they had

for the smart way of sampling. The difference between the smart and dumb methods of sampling

appears in the joint distribution of X1 and X2.

Often we will be interested computing a probability that looks like:

P (X1 = 3 and X2 = 5).

It is very tedious to write and inside a probability statement; thus, we adopt the following shorthand

notation. We will write, for example,

P (X1 = 3 and X2 = 5) as P (X1 = 3, X2 = 5).
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In words, a comma inside a probability statement is read as and.

The next thing to note is incredibly important. Look at the 25 joint probabilities in Table B of

Table 10.2. Every one of the joint probabilities has the property that it is equal to the product of

its row and column (marginals) probabilities. In particular, for every cell:

0.04 = 0.20× 0.20.

A similar equality is never true for Table C in Table 10.1. The product of the margins is again

0.20 × 0.20 = 0.04 which never appears as a joint probability. This observation leads us to the

following definition.

Definition 10.2 (Two Independent Random Variables.) Suppose that we have two random vari-

ables, denoted byX and Y . These random variables are said to be independent if, and only if, the

following equation is true for all numbers x and y that are possible values ofX and Y , respectively.

P (X = x, Y = y) = P (X = x)P (Y = y). (10.1)

Note: the restriction that x and y must be possible values of X and Y is not really needed, though

some people find it comforting. It is not needed because if, say, x = 2.5 is not a possible value of

X , then both sides of Equation 10.1 are 0 and, hence, equal.

In words, Equation 10.1 tells us that for independent random variables, the word and tells us

to multiply. Hence, it is often referred to as the multiplication rule for independent random

variables.

Let me carefully summarize what we have learned for the box of this section. If we select

n = 2 cards at random:

• Without replacement—also called a (simple) random sample; also called (by me) the smart

way to sample—thenX1 and X2 are identically distributed, but are not independent.

• With replacement—also called (by me) the dumb way to sample—thenX1 andX2 are inde-

pendent as well as identically distributed.

We have spent a great deal of effort studying a very small and particular problem. This endeavor

would be a waste of your time if it weren’t for the fact that the above results generalize in a

huge way! I will go through the important generalizations now. I won’t prove these, although I

will sometimes give an illustration. If you were working on a degree in Statistics, then we should

spend more time on these matters, but you aren’t, so we won’t.

Still with two cards selected, the multiplication rule can be extended as follows. Let A1 [A2]

be any event defined in terms of X1 [X2]. Then the probability that both A1 and A2 occur equals

the product of their (individual or marginal) probabilities of occurring. For example, suppose that

A1 is the event thatX1 ≥ 3 and suppose that A2 is the event thatX2 is an even number (either 2 or

4). We can draw a picture of both of these events occurring:
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X2

X1 1 2 3 4 5

1

2

3 X X

4 X X

5 X X

In the above display, the six cells marked with ‘X’ are the six cells for which bothA1 andA2 occur.

Each of these cells has probability of occurring equal to 0.04. Summing these we find that the

probability that both A1 and A2 will occur is equal to 6(0.04) = 0.24. Individually, P (A1) = 0.60
and P (A2) = 0.40. The product of these individual probabilities does, indeed, equal 0.24, the

probability that both occur.

Here is our next generalization. The results about independence and identical distributions are

true for any box, not just our favorite box with cards 1, 2, 3, 4 and 5.

Here is our next generalization. The results about independence and identical distributions are

true for any number of cards selected at random, not just for two. For completeness, I will state

these results below.

Result 10.1 (A summary of results on smart and dumb random sampling.) For any population

box, define the random variables

X1, X2, X3, . . . , Xn,

as above. Namely, X1 is the number on the first card selected; X2 is the number on the second

card selected; and so on. The following results are true.

1. For both methods of sampling cards at random—smart and dumb—the random variables

X1, X2, X3, . . . , Xn

are identically distributed. The common distribution is the same for dumb and smart sam-

pling; moreover—because it does not depend on the method of random sampling—the com-

mon distribution is sometimes called the population probability distribution.

2. For the dumb way of sampling, the random variables

X1, X2, X3, . . . , Xn

are independent; for the smart way of sampling they are not independent, also called depen-

dent.

I am afraid that I have made this material seem more difficult than necessary. Let me end this

section with a brief example that, perhaps, will help.

I plan to select two cards at random from a population box withN = 10 cards. Six of the cards
are marked ‘1’ and four are marked ‘0.’ Clearly,

P (X1 = 0) = 0.40 and P (X1 = 1) = 0.60,
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is the population distribution. I want to compute two probabilities:

P (X1 = 1, X2 = 1) and P (X1 = 0, X2 = 1)

For the dumb method of random sampling, we use the multiplication rule and obtain:

P (X1 = 1, X2 = 1) = P (X1 = 1)P (X2 = 1) = 0.6(0.6) = 0.36 and

P (X1 = 0, X2 = 1) = P (X1 = 0)P (X2 = 1) = 0.4(0.6) = 0.24.

These answers are incorrect for the smart way of sampling.

The correct answers for smart sampling, however, can be found using another version of the

multiplication rule, which is called themultiplication rule for dependent random variables. For

the smart way of sampling, I write P (X1 = 1, X2 = 1) as

P (X1 = 1)P (X2 = 1|X1 = 1),

where, the vertical line segment within a probability statement is short for given that. In particular,

when I write

P (X2 = 1|X1 = 1),

I mean the probability that the second card selected will be a 1, given that the first card selected is

a 1. Given this particular information, the box available when the second card is selected contains

five cards marked ‘1’ and four cards marked ‘0.’ Thus,

P (X1 = 1)P (X2 = 1|X1 = 1) = (6/10)(5/9) = 0.333, and, similarly,

P (X1 = 0, X2 = 1) = P (X1 = 0)P (X2 = 1|(X1 = 0) = (4/10)(6/9) = 0.267.

Thus, the great thing about independence is not that we have a multiplication rule, but rather that

the things we multiply don’t change based on what happened earlier!

10.2 Horseshoes . . .Meaning of Probability

I conjecture that most of you have heard the expression, close counts in horseshoes and hand

grenades. In my experience, this is presented as a humorous statement, even though there is

nothing funny about being close to a hand grenade! I will occasionally expand this homily in these

notes; now I expand it to

Close counts in horseshoes, hand grenades and probabilities.

I will explain what this means.

Consider a population box with 1,000 cards, numbered serially, 1, 2, 3, . . . , 1,000. This is an

obvious generalization of our earlier box with N = 5 cards to a box with N = 1,000 cards. Next,

suppose that we plan to select two cards at random from this box, either the dumb or the smart

way. I am interested in calculating marginal and joint probabilities. Obviously, actually drawing
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a table with 1,000 rows, 1,000 columns and 1,000,000 cells is not realistic. But because we are

clever we can analyze this situation without drawing such huge tables.

Both marginal distributions are that each of the numbers 1, 2, 3, . . . , 1,000, has probability

0.001 of occurring. With independence (dumb sampling) the probability of each of the one million

cells is the product of its margins:

0.001× 0.001 = 0.000001.

With the smart method of sampling, the 1,000 cells on the main diagonal, where the row number

equals the column number, are impossible and the remaining 1,000,000 − 1,000 = 999,000 cells

are equally likely to occur. Thus, the probability of each of these cells is:

1

999,000
= 0.000001001,

rounded off to the nearest billionth. In other words, the joint probabilities are very close to the

product of the marginal probabilities for all one million cells. Thus, with two cards selected from

this box of 1,000 cards, if one is primarily interested in calculating probabilities then it does

not matter (approximately) whether one samples the smart way or the dumb way.

The above fact about our very specific box generalizes to all boxes, as follows. Let N denote

the number of cards in the box. Let n denote the number of cards that will be selected at random—

dumb or smart is open at this point—from the box. Let A be any event that is a function of some or

all of the n cards selected. Let P (A|dumb) [P (A|smart)] denote the probability that A will occur

given the dumb [smart] way of sampling. We have the following result:

Provided that the ratio n/N is small,

P (A|dumb) ≈ P (A|smart). (10.2)

The above is, of course, a qualitative result: If the ratio is small, then the two probabilities are

close. What do the words small and close signify? (It’s a bit like the following statement, which is

true and qualitative: If you stand really far away from us, I look like Brad Pitt. More accurately, if

Brad and I are standing next to each other and you are very far away from us, you won’t be able to

tell who is who.) As we will see repeatedly in these notes, close is always tricky, so people focus

on the small.

A popular general guideline is that if n/N ≤ 0.05 (many people use 0.10 instead of 0.05 for

the threshold to smallness) then the approximation is good. It’s actually a bit funny that people

argue about whether the threshold should be 0.05 or 0.10 or some other number. Here is why. I

am typing this draft of Chapter 10 on October 4, 2012. It seems as if every day I read about a new

poll concerned with who will win the presidential election in Wisconsin. I don’t know how many

people will vote next month, but in 2008, nearly 3 million people voted for president in Wisconsin.

Even 1% (much smaller than either popular threshold) of 3 million is n = 30,000. I am quite

certain that the polls I read about have sample sizes smaller than 30,000. In other words, in most

surveys that I see in daily life, the ratio n/N is much smaller than 0.05.
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Here is an important practical consequence of the above. Whether we sample the smart or

the dumb way, when we calculate probabilities we may pretend that we sampled the dumb way

because it makes computations easier. Our computations will be exactly correct if we sampled the

dumb way and approximately correct if we sampled the smart way and n/N is small. Actually,

as we shall see later with several examples, the biggest problem in sampling is not whether n/N
is “small enough;” it is: What are the consequences of a sample that is not obtained by selecting

cards at random from a box?

As I stated earlier, whenever we select cards from a box at random, with replacement (the

dumb way), we end up with what we call independent random variables. Since each selection

can be viewed as a trial (as we introduced these in Chapter 1) we sometimes say that we have

i.i.d. trials. With the help of i.i.d. random variables (trials) I can now give an interpretation to

probability.

10.2.1 The Law of Large Numbers

The level of mathematics in this subsection is much higher than anywhere else in these notes and,

indeed, is higher than the prerequisite for taking this course. Therefore, please do not worry if you

cannot follow all of the steps presented below.

I will give you a specific example and then state the result in somewhat general terms. Our

result is called the Law of Large Numbers or the long-run-relative-frequency interpretation

of probability.

Let’s revisit my box with N = 5 cards numbered 1, 2, 3, 4 and 5. I plan to select n cards at

random, with replacement, from this box, where n is going to be a really large number. Suppose

that my favorite number is 5 and I will be really happy every time I draw the card marked ‘5’ from

the box. I define X1, X2, X3, . . . as before (i.e., Xi is the number on the card selected on draw

number i, for all i). I know that theXi’s are identically distributed and that P (X1 = 5) is equal to
0.20. The question I pose is: How exactly should we interpret the statement: “The probability of

selecting ‘5’ is 0.20?”

Define fn(5) to be the frequency (f is for frequency) of occurrence of 5 in the first n draws.

The Law of Large Numbers states that the limit, as n tends to infinity, of

fn(5)

n
is 0.20.

Let me say a few words about this limiting result. First, if you have never studied calculus, the

mathematical idea of limits can be strange and confusing. If you have studied calculus you might

remember what has always seemed to me to be the simplest example of a limit:

The limit as n tends to infinity of (1/n) = 0.

Let me make a couple of comments about this limiting result. First, n does not, literally, become

infinity, nor does (1/n) literally become zero. The real meaning (and usefulness) of the above

limiting result is that it means that for n really large the value of 1/n becomes really close to 0.

As a result, whenever n is really large it is a good approximation to say that 1/n is 0. This is such
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a simple example because we can make precise the connection between n being really large and

1/n being really close to 0. For example, if n exceeds one billion, then 1/n is less than 1 divided

by one billion and its distance from the limiting value, 0, is at most one in one billion. By contrast,

in many applications of calculus the relationship between being really large and really close is not

so easy to see. We won’t be concerned with this issue.

In probability theory, limits—by necessity—have an extra layer of complexity. In particular,

look at my limiting result above:

The limit as n tends to infinity of
fn(5)

n
= 0.20.

The object of our limiting, fn(5)/n is much more complicated than the object in my calculus

example, 1/n, because fn(5) is a random variable. For example, if n = 1000 we know that 1/n =
0.001 but we don’t know the value of fn(5); conceivably, it could be any integer value between 0

and 1000, inclusive. As a result, the Law of Large Numbers is, indeed, a very complicated math

result. Here is what it means: For any specified (small) value of closeness and any specified (large,

i.e., close to 1) value of probability, eventually for n large enough, the value of fn(5)/n will be

within the specified closeness to 0.20 with probability equal to our greater than the specified target.

This last sentence is quite complicated! Here is a concrete example.

I will specify closeness to being within 0.001 of 0.20. I specify my large probability to be

0.9999. Whereas we can never be certain about what the value of fn(5)/n will turn out to be, the

Law of Large Numbers tells me that for n sufficiently large, the event

0.199 ≤ fn(5)/n ≤ 0.201,

has probability of occurring of 0.9999 or more. How large must n be? We will not address this

issue directly in these notes. (After we learn about confidence intervals, the interested reader will

be able to investigate this issue, but the topic is not important in this course; it’s more of a topic

for a course in probability theory.) I will remark that the Law of Large Numbers is responsible for

the thousands of gambling casinos in the world being profitable. (See my roulette example later in

this chapter.)

I will now give a general version of the Law of Large Numbers. Here are the ingredients we

need:

• We need a sequence of i.i.d. random variablesX1, X2, X3, . . . .

• We need a sequence of events A1, A2, A3, . . . , with the following properties:

1. Whether or not the event Ai occurs depends only on the value ofXi, for all values of i.

2. P (Ai) = p is the same number for all values of i.

For our use, the Ai’s will all be the ‘same’ event. By this I mean they will be something like

out example above where Ai was that (Xi = 5).

• Define fn(Ai) to be the frequency of occurrence of the events Ai in opportunities i =
1, 2, . . . , n.
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The Law of Large Numbers states:

The limit as n tends to infinity of
fn(Ai)

n
= p.

The above presentation of the Law of Large Numbers is much more complicated (mathemati-

cally) than anything else in these notes. I made the above presentation in the spirit of intellectual

honesty. Here is what you really need to know about the Law of Large Numbers. The prob-

ability of an event is equal to its long run relative frequency of occurrence under the assumption

that we have i.i.d. operations of the chance mechanism. As a result, if we have a large number of

i.i.d. operations of a chance mechanism, then the relative frequency of occurrence of the event is

approximately equal to its probability:

Relative frequency of A in n trials ≈ P (A). (10.3)

This approximation is actually twice as exciting as most people realize! I say this because it can

be used in two very different situations.

1. If the numerical value of P (A) is known, then before we observe the trials we can accu-

rately predict the value of the relative frequency of occurrence of the event A for a large

number of trials.

2. If the numerical value of P (A) is unknown, then we cannot predict, in advance, the relative
frequency of occurrence ofA. We can, however, do the following. We can go ahead and per-

form or observe a large number of trials and then calculate the observed relative frequency

of occurrence of A. This number is a reasonable approximation to the unknown P (A).

10.3 Independent and Identically Distributed Trials

Chapter 1 introduced the idea of a unit, the entity from which we obtain a response. I said that

sometimes a unit is a trial and sometimes it is a subject. Earlier in this chapter I introduced you to

the population box as a model for a finite population of subjects. In this section I will argue that

sometimes a box of cards can be used as part of a model for the outcomes of trials. In this chapter

we will consider trials for which the response is either:

• a category, usually with two possible values; i.e., a dichotomy; or

• a count, for example, as in the example of Dawn’s study of Bob’s preferences for treats.

Trials with responses that are measurements (examples: time to run one mile; time to complete an

ergometer workout; distance a hit golf ball travels) present special difficulties and will be handled

later in these notes.

In my experience, in the current context of populations, students find trials to be conceptually

more difficult than subjects. As a result, I am going to introduce this topic to you slowly with an

extended familiar (I hope) example.

Beginning in my early childhood and extending well into my adulthood, I have played games

that involved the throwing of one or more dice:
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• Monopoly, Parchesi, Yahtzee, Skunk, and Risk, to name a few.

In these notes, unless otherwise stated, a die will be a cube with the numbers 1, 2, 3, 4, 5 and 6 on

its faces, one number per face. The arrangement of the numbers on the faces follows a standard

pattern (for example, opposite faces sum to 7), but we won’t be interested in such features. If you

want to learn about dice that possess some number of faces other than six, see the internet.

Suppose that I have a particular die that interests me. Define the chance mechanism to be a

single cast of the die. The possible outcomes of this cast are the numbers: 1, 2, 3, 4, 5 and 6. The

first issue I face is my answer to the question:

Am I willing to assume that the six outcomes are equally likely to occur? Or, in the

vernacular, is the die balanced and fair? (Not in the sense of Fox News.)

As we will see later in these notes, there have been dice in my life for which I am willing to assume

balance, but there also have been dice in my life for which I am not willing to assume balance.

For now, in order to proceed, let’s assume that my answer is, “Yes, I am willing to assume that my

die is balanced.”

Now consider a box containing N = 6 cards numbered 1, 2, 3, 4, 5 and 6. Next, consider the

chance mechanism of selecting one of these cards at random. Clearly, in terms of probabilities,

selecting one card from this box is equivalent to one cast of a balanced die. What about repeated

casts of a balanced die?

I argue that repeated casts of a balanced die is equivalent to repeatedly sampling of cards at

random with replacement—the dumb method—from the above box. Why? At each draw (cast)

the six possible outcomes are equally likely. Also, the result of any draw (cast) cannot possibly

influence the outcome of some other draw (cast).

To be more precise, define Xi to be the number obtained on cast i of the die. The random

variables X1, X2, X3, . . . , are i.i.d. random variables; as such, the Law of Large Numbers is true.

Thus, for example, in the long run, the relative frequency of each of the six possible outcomes of a

cast will equal one-sixth.

Here is another example. This example helps explain a claim I made earlier about why casinos

do so well financially.

An American roulette wheel has 38 slots, each slot with a number and a color. For this example,

I will focus on the color. Two slots are colored green, 18 are red and 18 are black. Red is a popular

bet and the casino pays ‘even money’ to a winner.

If we assume that the 38 slots are equally likely to occur (i.e., that the wheel is fair), then the

probability that a red bet wins is 18/38 = 0.4737. But a gambler is primarily concerned with

his/her relative frequency of winning. Suppose that the trials are independent—i.e., the wheel has

no memory—and that a gambler places a very large number, n, of one dollar bets on red. By the

Law of Large Numbers, the relative frequency of winning bets will be very close to 0.4737 and

the relative frequency of losing bets will be very close to 1 − 0.4737 = 0.5263. In simpler terms,

in the long run, for every $100 bet on red, the casino pays out 2(47.37) = 94.74 dollars, for a net

profit of $5.26 for every $100 bet.

As a side note, when a person goes to a casino, he/she can see that every table game has a

range of allowable bets. For example, there might be a roulette wheel that states that the minimum
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bet allowed is $1 and the maximum is $500. Well, a regular person likely pays no attention to

the maximum, but it is very important to the casino. As a silly and extreme example, suppose

Bill Gates or Warren Buffett or one of the Koch brothers walks into a casino and wants to place

a $1 billion bet on red. No casino could/would accept the bet. (Why?) And, of course, I have no

evidence that any of these men would want to place such a bet.

10.3.1 An Application to Genetics

A man with type AB blood and a woman with type AB blood will have a child. What will be the

blood type of the child? This question cannot be answered with certainty; there are three possible

blood types for the child: A, B and AB. These three types, however, are not equally likely to occur,

as I will now argue. According to Mendelian inheritance (see the internet for more information)

both the father and mother donate an allele to the child, with each parent donating either an A or a

B, as displayed below:

The Child’s Bloodtype:

Allele

Allele from Mom:

from Dad: A B

A A AB

B AB B

If we make three assumptions:

• The allele from Dad is equally likely to be A or B;

• The allele from Mom is equally likely to be A or B; and

• Mom’s contribution is independent of Dad’s contribution;

then the four cells above are equally likely to occur and, in the long run, the blood types A, AB

and B will occur in the ratio 1:2:1.

If you have studied biology in the last 10 years your knowledge of Mendelian inheritance is,

no doubt, greater than mine. The above ratio, 1:2:1, arises for traits other than human blood type.

Other ratios that arise in Mendelian inheritance include: 1:1; 3:1; and 9:3:3:1. See the internet or

a modern textbook on biology for more information.

10.3.2 Matryoshka (Matrushka) Dolls, Onions and Probabilities

Please excuse my uncertainty in spelling. Users of the English language seem to have difficulty

making conversions from the Cyrillic alphabet. For example, the czar and the tsar were the same

man. (Based on my two years of studying Russian, tsar is correct. Others may disagree with me.)

Anyways, a matryoshka doll is also called a Russian nesting doll. I conjecture that most of

you have seen them or, at the very least, seen pictures of them. As you know, frequently in these

notes I have referred you to the internet and, sometimes, more specifically, to Wikipedia. This, of
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course, is risky because there is no guarantee that Wikipedia is, or will remain, accurate. I always

overcome my nature to be lazy and actually check Wikipedia before typing my suggestion to visit

the site. Imagine my happiness (delight is too strong) when I went to the matryoshka doll entry on

Wikipedia and found exactly what I wanted to find:

Matryoshkas are also used metaphorically, as a design paradigm, known as the ma-

tryoshka principle or nested doll principle. It denotes a recognizable relationship of

object-within-similar-object that appears in the design of many other natural and man-

made objects. . . .

The onion metaphor is of similar character. If the outer layer is peeled off an onion,

a similar onion exists within. This structure is employed by designers in applications

such as the layering of clothes or the design of tables, where a smaller table sits within

a larger table and a yet smaller one within that.

My goal in this subsection is for you to realize thatmany (two or more) operations of a chance

mechanism can be viewed as one operation of some different chance mechanism. A simple enough

idea, but one that will be of great utility to us in these notes. Let me begin with a simple example.

The following description is taken from Wikipedia.

The game of craps involves the simultaneous casting of two dice. It is easier to study if we

imagine the dice being tossed one-at-a-time or somehow being distinguishable from each other.

Each round of a game begins with the come-out. Three things can happen as a result of the come-

out:

• An immediate pass line win if the dice total 7 or 11.

• An immediate pass line loss if the dice total 2, 3 or 12 (called craps or crapping out).

• No immediate win or loss, but the establishment of a point if the dice total 4, 5, 6, 8, 9 or 10.

My goal is to determine the probability of each of these three possible outcomes: win, loss and

point.

I determine these probabilities by consider two operations of the chance mechanism of i.i.d.

casts of a balanced die. To this end, I create the following table:

X2

X1 1 2 3 4 5 6

1 Loss Loss Point Point Point Win

2 Loss Point Point Point Win Point

3 Point Point Point Win Point Point

4 Point Point Win Point Point Point

5 Point Win Point Point Point Win

6 Win Point Point Point Win Loss

Based on my assumptions, the 36 cells in this table are equally likely to occur. Thus, by counting,

I obtain the following probabilities:

P (Win) = 8/36 = 2/9;P (Loss) = 4/36 = 1/9;P (Point) = 24/36 = 2/3.
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Now, define a new box containingN = 9 cards of which two are marked ‘Win;’ one is marked

‘Loss;’ and the remaining six are marked ‘Point.’ The chance mechanism is selecting one card at

random from this new box. Clearly, selecting one card at random from this new box is equivalent

to my two operations of the balanced die box. Admittedly, this example is easier because I don’t

care what the point is. If you are playing craps, you would prefer a point of 6 or 8 to a point of 4

or 10; i.e., not all points have the same consequences. I won’t show you the details, but if you are

interested in the point obtained, the probabilities become:

P (Win) = 8/36 = 2/9;P (Loss) = 4/36 = 1/9;P (Point = 4) = 3/36 = 1/12;

P (Point = 5) = 4/36 = 1/9;P (Point = 6) = 5/36;P (Point = 8) = 5/36;

P (Point = 9) = 4/36 = 1/9; and P (Point = 10) = 3/36 = 1/12,

10.3.3 In Praise of Dumb Sampling

Suppose that I have a population of N = 40 college students and I want explore the question of

how many of them are female. In addition, my resources allow me to select n = 20 students at

random for my sample. Clearly, the smart way of sampling—which guarantees information from

20 different populationmembers—is greatly preferred to the dumbway of sampling—which likely,

it seems, will lead to my obtaining information from fewer than 20 distinct population members.

If I replace my population size of 40 by 40,000 and keep my sample size at 20, then, as argued

earlier, the distinction between dumb and smart sampling becomes negligible. But even so, smart

seems better; after all, it would be embarrassing to ask a student twice to state his/her sex. In this

subsection I will show you a situation in which dumb sampling is actually much better than smart

sampling. Indeed, we have made use of this fact many times in these notes.

Let’s return to Dawn’s study of Bob’s eating habits, introduced in Chapter 1. In order to

perform her study, Dawn needed an assignment: she needed to select 10 cards at random without

replacement from a box containing 20 cards. Similar to my example on craps above, we could view

Dawn’s selection of 10 cards from her box as equivalent to selecting one card from a different

box. Which different box? The box that contains all 184,756 possible assignments. Of course, for

Dawn’s purpose of performing her study, it was easier to create a box with 20 cards and then select

10 of them. (If the randomizer website had existed when she performed her study, it would have

been easier still for Dawn to use it and not bother with locating a box and 20 cards.)

Let’s now turn our attention to analyzing Dawn’s data. Following our methodology, we wanted

to know the sampling distribution of the test statistic, be it the difference of means, U , or the sum

of ranks, R1. To this end we prefer the box with 184,756 cards, one for each assignment. On each

card is written the value of the test statistic of interest.

I did not give you the details (computer code) of our computer simulation experiment, but now I

need to tell you a little bit about it. Each run of the simulation consists of the computer selecting an

assignment at random from the population of 184,756 possible assignments and recording the value

of the test statistic for the selected assignment. In the language of this and the previous chapter,

the program selected assignments at random with replacement; i.e., the program sampled in the

dumb way. Why did I write a program that samples the dumb way?
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The answer lies in our imagining what would be necessary to sample the smart way. As we

will see very soon, the smart way would be a programming nightmare! It is important to remem-

ber/realize that, in reality, there is no box with 184,756 cards in it. If there were, we could pull

out a card, look at it, and set it aside. This would make the smart way of sampling easy and,

consequently, preferred to the dumb way. But there is no such box of assignments! Here is how

the program operates. I tell the computer to select 10 trials (days) from the 20 trials (days) of

Dawn’s study. This selection tells the computer which responses are on treatment 1 and which are

on treatment 2 and then the observed value of the test statistic is calculated. Here is the key point:

There is no way to tell the computer, “Don’t pick the same assignment again.” (If you disagree, I

challenge you to write the code; if you succeed, send it to me.) What I could tell the computer is,

Write down the assignment you just used in file A. Every time you select a new as-

signment, before using it check to see whether it is in file A. If it is, don’t use it; if not;

use it and add it to file A.

I don’t mean to be rude, but this would be one of the worst programs ever written! As we approach

10,000 runs, computer space would be wasted on storing file A and a huge amount of computer

time would be spent checking the ‘new’ assignment against the ones previously used. Thus, we

sample the dumb way.

Recall that in Part 1, I advocated using the relative frequencies from a computer simulation

experiment as approximations to the unknown exact probabilities. According to the Law of Large

Numbers, this is good advice; for a large number of runs, we can say that with large probability,

the relative frequencies are close to the exact probabilities of interest. Indeed, our nearly certain

interval did this. By nearly certain, I conveyed a large probability, which, as we will see, is ap-

proximately 99.74%. The nearly certain interval allowed us to compute how close, namely within

3

√

r̂(1− r̂)

m
,

where r̂ is our relative frequency approximation and m is our number of runs in the simulation

experiment.

10.4 Some Practical Issues

We have learned about finite populations and two ways to sample from them: a random sample

without replacement (smart method of sampling) and a random sample with replacement (dumb

method of sampling). We have learned that sometimes I am willing to assume I have i.i.d. trials;

my two examples of this were: repeated casts of a balanced die and the alleles contributed from

two parents to child. With either i.i.d. trials or the dumb method of sampling, we have i.i.d. random

variables.

All of the population-based methods presented in the remainder of these notes assume that we

have some type of i.i.d. random variables. The same can be said of every introductory Statistics

textbook that I have ever seen. Now I am going to surprise you. These various texts pay little or
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no attention to the practical issues that result from such an assumption. They just repeatedly state

the mantra: Assume we have i.i.d. random variables (or, in some books, assume we have a random

sample). But let me be clear. I am not criticizing teachers of introductory Statistics; I suspect that

many of them discuss this issue. Publishers want to keep textbooks short—to increase the profit

margin, no doubt—and it takes time to present this material in lecture. Our medium—an online

course—seems ideal for exploring this topic. I can make these notes longer without increasing any

production costs—as my time is free—and I don’t need to devote lecture time to this, because we

have no lectures!

In any event, let me move away from these general comments and talk specific issues.

Let me begin with trials. Think of the studies of Part I that had units equal to trials. For

example, let’s consider Dawn’s study of her cat Bob. Dawn concluded that Bob’s consumption

of chicken treats exceeded his consumption of tuna treats. Now let’s consider the time right after

Dawn concluded her analysis. Suppose that she decided to concentrate on chicken treats because

she interpreted Bob’s greater consumption of chicken as reflecting his preference for its taste. (One

could argue that Bob ate more chicken because he required more of them to be satisfied, but I don’t

want to go down that road at this time.)

Thus, Dawn decided to offer Bob ten chicken treats every day for a large number of days,

denoted by n. This gives rise to n random variables:

X1, X2, X3, . . . , Xn,

which correspond, naturally, to the number of treats he eats each day. Are these i.i.d. trials? Who

knows? A better question is: Are we willing to assume that these are i.i.d. trials? According to

Wikipedia, in 1966, psychologist Abraham Maslow wrote:

I suppose it is tempting, if the only tool you have is a hammer, to treat everything as if

it were a nail.

Maslow’s Hammer is sometimes shortened to:

If the only tool you have is a hammer, then everything looks like a nail.

Following Maslow, if one knows how to analyze data only under the assumption of i.i.d. trials,

then one is very likely to make such an assumption.

Indeed, in my career as a statistician I have frequently begun an analysis by saying that I assume

that I have i.i.d. trials. I comfort myself with the following facts.

• I state explicitly that my answers are dependent on my assumption; if my assumption is

wrong, my answers might be misleading.

• I do a mind experiment. I think about the science involved and consider whether the assump-

tion of i.i.d. trials seems reasonable. This is what I did for the die example: Does it make

sense to think that a die remembers? Does it make sense to think that a die will change over

time? Because my answer to both of these questions is no, my mind experiment tells me that

I have i.i.d. trials.
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• After collecting data, it is possible to critically examine the assumption of i.i.d. trials. This

topic is explored briefly later in these notes.

I admit that the above list is unsatisfactory; the description of the mind experiment is particularly

vague. Rather than try to expand on these vague notions, in the examples that follow in these

Course Notes I will discuss the assumption of i.i.d. trials on a study-by-study basis.

For finite populations, all the methods we will learn in these Course Notes assume that the

members of the sample have been selected at random from the population box, either with (dumb)

or without (smart) replacement. In my experience, when the population is a well-defined collection

of people, this assumption of random sampling is rarely, almost never, literally true. I will expand

on this statement by telling you a number of stories based on my work as a statistician.

10.4.1 The Issue of Nonresponse

Many years ago I was helping a pharmacy professor analyze some of her data. I asked her if she

had any other projects on which I might help. She replied, “No, my next project involves taking a

census. Thus, I won’t need a statistician.” A few months later she called and asked for my help on

this census project; what had gone wrong?

She had attended a national conference of all—numbering 1,000—members of some section

of a professional association. She felt that 1,000 was a sufficiently small population size N to

allow her to perform a census. She gave each of the 1,000 members a questionnaire to complete.

A difficulty arose when only 300 questionnaires were returned to her. Her next plan was to treat

her sample of 300 as a random sample from her population and was asking my advice because her

ratio of n/N was 300/1000 = 0.30 which is larger than the threshold of 0.05. I pointed out that

she had a volunteer sample, not a random sample. Without making this story too long, I suggested

that her best plan of action was to contact, say, 70 people—I can’t remember the exact number—

who had not respond and to politely and persistently—if needed—encourage them to respond.

After obtaining the data from these 70, she could do various statistical analyses to see whether the

responses from the original non-responders (she now has a smart random sample of 70 of these)

were importantly different from the responses from the original 300 responders.

In my experience, expecting to complete a census is hopelessly naive. A better plan for the

professor would have been to select, say, 200 people at random and understand that the 140 or so

who chose not to respond would need to be tracked down and encouraged, to the extent possible

and reasonable, to participate. If in the end, say, 20% of the original 200 absolutely refused to

participate, then the analysis should highlight this fact, for example, by writing,

Here is what we can say about the approximately 80% of the population that is willing

to be surveyed. For the other 20% we have no idea what they think. Except, of course,

that they didn’t want to participate in my survey!

10.4.2 Drinking and Driving in Wisconsin

In 1981, the legislature in the State of Wisconsin enacted a comprehensive law that sharply in-

creased the penalties for drinking and driving. Part of the law directed the State’s Department of
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Transportation (DOT) to:

• Educate the public about the new law and the dangers of driving after drinking.

• Measure the effectiveness of its educational programs as well as the drivers’ attitudes and

behavior concerning drinking and driving.

Eventually, the Wisconsin DOT conducted four large surveys of the population of licensed drivers

in 1982, 1983, 1984 and 1986. After the data had been collected in 1983, DOT researchers con-

tacted me for help in analyzing their data. I continued to work with the DOT and eventually

analyzed all four surveys and submitted written reports on my findings.

Let me begin by describing how the DOT selected the samples for its surveys. (The same

method was used each year.) First, the people at the DOT had the good sense not to attempt to

obtain a random sample of licensed drivers. To see why I say this, let’s imagine the steps involved

in obtaining a random sample.

Even in the ancient days of 1982, I understand that the DOT had a computer file with the names

of all one million licensed drivers in Wisconsin. (I will say one million drivers; I don’t recall the

actual number, but one million seems reasonable and, I suspect, a bit too small.) It would be easy

enough to randomly select (smart method; they didn’t want to question anyone twice), say, 1,500

names from the computer file and survey those selected. Two immediate difficulties come to mind:

1. How to contact the 1,500 members of the sample. Send them a questionnaire through the

mail? Contact them by telephone? Have a researcher visit the home? All of these meth-

ods would be very time-consuming and expensive and all would suffer from the following

difficulty.

2. What should be done about the drivers who choose not to respond? Any solution would

be time-consuming and expensive and, in the end, in our society you cannot force people to

respond to a survey.

Instead of selecting drivers at random, the DOT hit upon the following plan. I was not involved in

selecting this plan, but I believe that it was a good plan.

First, judgment was used to select a variety of driver’s license exam stations around the state.

The goal was to obtain a mix of stations that reflect the rural/urban mix of Wisconsin as well as

other demographic features of interest. (I can’t remember what other features they considered.)

Each selected station was sent a batch of questionnaires and told that over a specified period in

late March and early April, every person who applied for a license renewal or a new license was

required to complete the questionnaire and submit it before being served. Despite this rather

draconian requirement, I understand that no complaints were reported and nobody left a station to

avoid responding. (I guess that people in the 1980s really wanted their driver’s licenses!)

The completed questionnaires—1,589 in 1982 and 1,072 in 1983—were sent to Madison and I

was given the task of analyzing them. One of my main directives was to search for changes from

the 1982 survey—conducted before the law took effect later in 1982—to the 1983 survey. Later in

these notes I will report some of my findings; at this time, I am more concerned with the method

of sampling that was used.
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Let me state the obvious. Many of you are not very interested in these surveys that were

conducted some 30 years ago. That is fair. Therefore, I will not use these data extensively, but

rather I will use them primarily when they illustrate some timeless difficulty with survey research.

In addition, because I was intimately involved in this research, I have the inside story on what

happened. In my experience, it is difficult to convince a researcher to share all about the conduct

of any research study.

Let me reiterate an important point. None of the driver surveys conducted by the Wisconsin

DOT consisted of a random sample of drivers. Thus, a research purist could say, “Don’t use any of

the population-based inference methods on these data.” I don’t mean to be blunt, but if you totally

agree with the purist’s argument, then you have no future in research, unless you can carve out a

niche as a professional contrarian! The purist ignores the sage comment by Voltaire:

The perfect is the enemy of the good.

Admittedly, the DOT’s samples were not random—hence, not perfect to a statistician—but were

they good? I see the following advantages to the DOT’s method (these were alluded to above):

1. A large amount of data was obtained at a very low cost of collection.

2. The issue of nonresponse was minor.

Regarding nonresponse, yes everyone did complete and submit a questionnaire, but some of the

items on the questionnaire were ignored by some respondents. My recollection was that all or

nearly all respondents took the activity seriously; i.e., I spent a great deal of time looking at the raw

data and I don’t recall any completely blank questionnaires. Rather, roughly 12% [6%] chose not

to report their age [sex]; otherwise, subjects would occasionally leave an item blank, presumably

because they were not sure about their knowledge, behavior or opinion. I reported the nonresponse

rate on each questionnaire item, allowing the reader to make his or her own assessment of its

importance.

The DOT’s sampling method is an example of a convenience sample; it was convenient for

the DOT to survey people who visited one of the stations selected for the study. A small change in

procedure would have changed this convenience sample into a volunteer sample; can you think

of what this change is? Well, there are several possible changes, but here is the one I am con-

templating: Instead of forcing everyone who visits to complete a questionnaire, the questionnaires

could have been placed on a table with a sign, “Please complete this questionnaire; there are no

consequences for participating or not.”

In the scenario described above, I think that the actual convenience sample is superior to my

proposed volunteer sample, but we don’t have time to spend on this topic. There is a more impor-

tant point to consider.

As the analyst of the DOT data, I decided to make the WTP assumption, which I will now

state.

Definition 10.3 (The Willing to Pretend (WTP) Assumption.) Consider a survey for which the

sample was selected in any manner other than a (smart or dumb) random sample. The WTP as-

sumption means that, for the purpose of analyzing and interpreting the data, the data are assumed
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to be the result of selecting a random sample. In other words, a person who makes the WTP

assumption is willing to pretend that the data came from a random sample.

In my experience the WTP assumption often is made only tacitly. For example—and this was not

my finest hour—in my 1983 report for the DOT, I explained how the data were collected and then,

without comment, proceeded to use various analysis methods that are based on the assumption of a

random sample. In retrospect, I would feel better if I had explicitly stated my adoption of the WTP

assumption. In my defense—a variation on the all my friends have a later curfew argument that

you might know—it is common for researchers to suppress any mention of the WTP assumption.

As I hope is obvious, I cannot make general pronouncements about the validity of the WTP as-

sumption, other than saying that the purist never makes the assumption and, alas, some researchers

appear to always make the assumption.

For the DOT surveys, I cannot imagine any reason why people who visit a DOT station in

late March to early April are different—in terms of attitudes, knowledge or behavior related to

drinking and driving—than people who visit at other times of the year. Also, I cannot imagine any

reason why people who visit the stations selected for study are different than those who visit other

stations. I might, of course, be totally mistaken in my beliefs; thus, feel free to disagree. I believe

in the principle that I should—to the extent possible—make all of my assumptions explicit for two

reasons:

1. In my experience the act of making my assumptions explicit often has led to my making an

important discovery about what is actually reasonable to believe; and

2. If I want other people to consider my work seriously, I should pay them the respect of being

honest and explicit about my methods.

In the next subsection I will give additional examples of when I am willing to make the WTP

assumption and when I am not.

10.4.3 Presidents and Birthdays

In 1968, I was 19 years-old and was not allowed to vote for President because the age requirement

at that time was 21. In 1972, I voted in my first presidential election and have voted in every one

of the subsequent ten presidential elections. In 1972, I was standing in line to vote, in a cold rain

in Ann Arbor, Michigan. Next to me in line was Liv, a good friend of my wife. I commented on

how miserable the weather was. Liv replied that she agreed, but it would be worth it once George

McGovern was elected President. I was dumbfounded. “You don’t really believe that McGovern

will win, do you?”

“Of course I do,” she replied, “Everyone I know is voting for him.”

In the language of this chapter, Liv was willing to pretend that her circle of acquaintances could

be viewed as a random sample from the population of voters. The fact that she would not have

worded her process in this way, does not make it any less true.

Obviously, I remember this conversation well, even though it occurred 40 years ago. I remem-

ber it because I have seen variations on it many times over the years. The WTP assumption I held
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and hold on the drivers’ surveys, rarely holds for a a sample that consists of the following groups

of people:

• family;

• friends and acquaintances;

• co-workers; or

• students in a class.

Regarding the last item in this list. Students in my classes: belong to a very narrow and young

age group; are hard-workers; don’t have much money; are smart; are highly educated; and so on.

Several of these features are likely to be associated with many responses of interest to a researcher.

This brings us to birthdays. As I will argue below, I am willing to pretend that for the response

of birth date, the students in my class can be viewed as a random sample from a population that is

described below.

One of the most famous results in elementary probability theory is the birthday problem,

also called the birthday paradox. I don’t want to spend much time on it; interested readers are

encouraged to use the internet or contact me. Among its probability calculations, the birthday

problem shows that in a room with n = 23 [n = 80] persons, there is a 50.6% [99.99%] chance

that at least two people will have the same date of birth—month and day; year is ignored by the

birthday problem. This result is sometimes called a paradox because it seems surprising that with

only 23 people, at least one match is more likely than no matches and that with only 80 people, at

least one match is virtually certain.

As so often occurs in practice, a probability result is presented as an iron-clad fact when,

indeed, it is based on assumptions. All probabilities are based on assumptions and the assumptions

might be true, almost true or outrageously false. Let me describe the assumptions underlying the

answers of 50.6% and 99.99% in the birthday problem.

Definition 10.4 (The Assumptions Needed for the Birthday Problem.) There is population con-

sisting of a large number of people. In the population box, a person’s card contains the date of the

person’s birthday. All 366 days of the year (don’t forget February 29) are equally represented in

the box; i.e., if one card is selected from the box at random, then all 366 possible dates are equally

likely to be selected. Twenty-three [Eighty] persons are selected at random, without replacement,

from the population box.

Let’s look at the main ideas in these assumptions, including what happens if any assumption fails

to be met.

1. We require the smart method of sampling because, frankly, it would not be noteworthy if

we selected, say, Bert twice and found that his birthdays matched! The math argument,

however, is much easier if we were to sample the dumb way. We get around this difficulty

by assuming that the population box contains a large number of cards.
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For example, suppose that the population consisted of 366,000 people with each of the 366

dates being the birthday of exactly 1,000 people. As I discuss earlier in this chapter, imagine

that the 23—or 80 or, indeed, any number of—persons in the sample are selected one-at-a-

time. By assumption, all 366 dates are equally likely to be the birthday of the first person

selected. The exact probability that the second date selected matches the first date selected

is:

999/365,999 = 1/366, approximately.

This is the exact probability because after removing the first date selected, there are 999

cards (out of the 365,999 remaining cards) in the box that match the first date selected.

Thus, by having a large number of cards in the box—as well as being interested in a rela-

tively small number of selections, 23 or 80—we can use the ideas of i.i.d. trials to simplify

probability calculations, even though the smart method of sampling is used.

2. We assume that all 366 days are equally represented in the population box. This assumption

is obviously false because February 29 occurs, at most, once every four years. (A little known

fact and of even less importance to birthdays during our era: the years 1900, 2100, 2200, and

others—xy00 where xy is not divisible by four—are not leap years.) This difficultly has

been handled two ways:

• Ignore the existence of February 29 and replace the 366 days in the computation by

365. The result is that the probability of at least one match for n = 23 increases from

50.6% to 50.7%; not even worthy of notice!

• Use public health records of relative frequencies of dates of birth instead of the as-

sumption of equally likely. If you do this, you find that 365 of the relative frequencies

are very similar and one is a lot smaller. Using these numbers the probability of at least

one match becomes slightly larger than 50.6% for n = 23 and even slightly larger than
99.99% for n = 80, but not enough to get excited.

3. I have been saving the big assumption for the last; namely, that the 23 or 80 persons are

selected at random from the population box. First, it has never been the case that students

are in my class because they were randomly selected from some population and forced to

be in my class, although they are, in some ways, forced to take my class. A purist would

say, “Bob, don’t ever use the birthday problem in your class.” I don’t particularly mind

this admonition because, frankly, the purist never does anything, except solve problems

in textbooks. I am, however, very willing to adopt the WTP assumption. Indeed, I can’t

imagine any reason for date of birth being associated with taking my class.

Regarding the last assumption, for years I would survey my class to determine their dates of birth.

The result of the birthday problem worked remarkably well; with samples of 80 students or more,

I never failed to find at least one match on birthdays. When I subdivided my class into subgroups

of size 23, about one-half of the groups had at least one match and about one-half of the groups

had no match. (Sorry, I don’t have exact data.)

I would challenge my class to think of a situation in which the WTP assumption would be

unreasonable. They always quickly suggested the following three possibilities:
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1. Twenty-three persons at a particular Madison bar that is well-known for giving free drinks

to customers on their birthday.

2. Twenty-three persons in line to renew their driver’s licenses. (In Wisconsin, licenses expire

on one’s birthday; hence, a person is likely to be in line because of the proximity of the

current date with his/her birthday.)

And, finally, the best possibility:

3. Twenty-three (brand new) persons in the new babies section of a hospital!

For each of these three possibilities, I am convinced that if one collected such data repeatedly, the

relative frequency of occurrence of at least one match would be much larger than the 50.6% of the

birthday problem. Indeed, for the last possibility, I would be amazed if the relative frequency was

smaller than one!

10.5 Computing

This chapter is mostly about ideas and very little about computing answers. The main computing

tool is the use of the randomizer website:

http://www.randomizer.org/form.htm

to generate a random sample of cards selected from a population box. I will illustrate the use of

this website for a random sample (either smart or dumb) of size n = 2 from the box with N = 5
cards, numbered 1, 2, 3, 4 and 5. Homework Problem 3 will illustrate ways to use this site for a

number of topics covered in this chapter.

Recall that in order to use the randomizer website, the user must respond to seven prompts.

Below are the responses—in bold-face—we need for the above problem and the smart—without

replacement—method of sampling. Note that I am asking the site to report the order of selection;

sometimes, of course, we don’t care about the order. Also, I am asking the site to give me six—my

response to the first prompt—simulated samples of size n = 2.

6; 2; From 1 To 5; Yes; No; and Place Markers Off.

After specifying my options, I clicked on Randomize Now! and obtained the following output:

1,3; 1,2; 1,2; 3,5; 2,3; and 5,4.

Next, I repeated the above to obtain six simulated dumb samples of size n = 2. Only one of my

responses—the fifth one—to the prompts was changed to shift from the smart to the dumb method.

For completeness, my responses were:

6; 2; From 1 To 5; No; No; and Place Markers Off.

After specifying my options, I clicked on Randomize Now! and obtained the following output:
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3,4; 3,5; 5,5; 1,4; 2,1; and 4,3.

Note that only once—the third sample—did the dumb method of sampling result in the same card

being selected twice. As we saw in the notes, the probability of a repeat is 0.20; thus, a relative

frequency of one out of six is hardly surprising.

10.6 Summary

In Part I of these notes you learned a great deal about the Skeptic’s Argument. While it is obvious

that I am a big fan of the Skeptic’s Argument, I do acknowledge its main limitation: it is concerned

only with the units in the study. It many studies, the researcher wants to generalize the findings

beyond the units actually studied. Statisticians invent populations as the main instrument for

generalizations. It is important to begin with a careful discussion of populations.

We begin with populations for subjects. The subjects could be automobiles or aardvarks, but in

most of our examples, I will take subjects to be people or, sometimes, a family or a married couple

or some other well-defined collection of people. As you will see a number of times in these notes,

in population-based inference it is important to carefully define our subjects.

Whenever units are subjects, the finite population is a well-defined collection of all subjects

of interest to the researcher. To lessen confusion, we say that the finite population is comprised

of a finite number of members. The members from whom information is obtained are called the

subjects in the study. It is convenient to visualize each member of the population having a card in

the population box.

For a finite population, the goal of the researcher is to look at some of the cards in the population

box and infer features of the population. These inferences will involve uncertainty; thus, we want

to be able to use the discipline of probability to quantify the uncertainty. To this end, the researcher

needs to assume a probability sample has been selected from the population, as opposed to a non-

probability sample such as a judgment, convenience or volunteer sample. To this end, we study

two types of probability samples:

• Selecting cards from the population box at random, without replacement—referred to as

the smart random sample.

• Selecting cards from the population box at random, with replacement—referred to as the

dumb random sample.

For a random sample of size n—smart or dumb; I will explicitly mention it whenever my results

are true for one of these, but not the other—define n random variables, as follows:

• X1 is the number on the first card selected;

• X2 is the number on the second card selected;

• X3 is the number on the third card selected; and so on until we get to

• Xn is the number on the nth (last) card selected.
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Following our earlier work with test statistics, the observed value of any of these random variables

is denoted by the same letter and subscript, but lower case; e.g., x3 is the observed value ofX3 and

more generally xi is the observed value ofXi, for any i that makes sense (i.e., any positive integer

i for which i ≤ n). Section 10.1.1 presents an extended example of computing probabilities for

these random samples. The highlights of our findings are:

1. For both methods of random sampling, the random variables

X1, X2, X3, . . .Xn,

all have the same sampling/probability distribution; we say they are identically distributed,

abbreviated i.d. Thus, for example P (X1 = 5) = P (X3 = 5), and so on. This common

distribution is called the population distribution and is the same regardless of whether the

sampling is smart or dumb.

2. For the dumb method of random sampling, the random variables

X1, X2, X3, . . .Xn,

are statistically independent. This means we can use the multiplication rule; for example,

P (X1 = 5, X2 = 7, X3 = 9) = P (X1 = 5)P (X2 = 7)P (X3 = 9).

Thus, for the dumb method of sampling, the random variables

X1, X2, X3, . . .Xn,

are independent and identically distributed, abbreviated i.i.d..

3. There is also a multiplication rule for the smartmethod of random sampling, but it is messier

than the one above. For example, suppose we want to select three cards from a box with

N = 5 cards, numbered 1, 2, 3, 4 and 5. Suppose further that I am interested in the event:

(X1 = 3, X2 = 2, X3 = 5). Using the multiplication rule for conditional probabilities, I

obtain:

P (X1 = 3, X2 = 2, X3 = 5) = P (X1 = 3)P (X2 = 2|X1 = 3)P (X3 = 5|X1 = 3, X2 = 2).

This equation is intimidating in appearance, but quite easy to use. Indeed, you may use it, as

I now describe, without thinking about how horrible it looks. We begin with

P (X1 = 3) = 1/5 = 0.20.

So far, this is easy. Next, we tackle

P (X2 = 2|X1 = 3).

Given that the first card selected is the ‘3;’ the remaining cards are 1, 2, 4 and 5. Thus,

P (X2 = 2|X1 = 3) = 1/4 = 0.25.
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Finally, given that the first two cards selected are ‘3’ followed by ‘2,’

P (X3 = 5|X1 = 3, X2 = 2) = 1/3 = 0.33.

Thus, we find

P (X1 = 3, X2 = 2, X3 = 5) = (1/5)(1/4)(1/3) = (1/60) = 0.0167.

4. As illustrated in the previous two items in this list, it is much easier to calculate probabilities

if we have independence. Thus, it often happens that a researcher samples the smart way,

but computes probabilities as if the sample had been collected the dumb way. This is not

cheating; it is an approximation. If the population size is N—known or unknown to the

researcher—and the value of n/N is 0.05 or smaller, then the approximation is good.

Next, we consider the situation in which the units are trials. For example, suppose that each

trial consists of my casting a die. It makes no sense to represent this activity as a finite population;

for example, it makes no sense to say that I could cast a die N = 9,342 times, but not 9,343

times. As a result, for trials, some probabilists say that we have an infinite population. Sadly, this

terminology can be confusing for the non-probabilist; because I am not an immortal, there is some

limit to the number of times I could cast a die. It’s just that there turns out to be no point in trying

to specify that limit.

In fact, for a trial our attention is focused on the process that generates the outcomes of the

trials. In particular, there are two main questions:

1. Is the process stable over time or does it change?

2. Is the process such that the particular outcome(s) of some trial(s) influence the outcome(s)

of some different trial(s).

If we are willing to assume that the process is stable over time and there is no influence then we

can model the process as being the same as dumb random sampling from a box. Because dumb

sampling gives us i.i.d. random variables, we refer to this situation as having i.i.d. trials.

When we have i.i.d. random variables or trials, we have the Law of Large Numbers (LLN).

The Law of Large Numbers gives us a qualitative link between the probability of an event and its

long-run-relative-frequency of occurrence. In later chapters we will see how to make the Law of

Large Numbers more quantitative.

After a number of topics: an application to Mendelian inheritance; the role of matryoshka

dolls; and a homage to dumb sampling; Section 10.4 presents some important practical issues.

This section does not settle the issue of how to deal with practical issues; rather, its ideas will

be revisited throughout the remainder of the Course Notes. In particular, the Willing to Pretend

(WTP) assumption, Definition 10.3, will be discussed many times.
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10.7 Practice Problems

1. Consider a random sample without replacement (i.e., smart sampling) of size n = 2 from a

population box with N = 5 cards, numbered 1, 2, 3, 5 and 5. Note that, unlike our example

earlier in this chapter, two of the cards have the same response value. In order to calculate

probabilities, it is helpful to pretend that we can distinguish between the two 5’s in the box.

To this end, I will represent one of the 5’s by 5a and the other by 5b. With this set-up, we can

immediately rewrite Table B in Table 10.1 as below:

X2

X1 1 2 3 5a 5b Total

1 — 0.05 0.05 0.05 0.05 0.20

2 0.05 — 0.05 0.05 0.05 0.20

3 0.05 0.05 — 0.05 0.05 0.20

5a 0.05 0.05 0.05 — 0.05 0.20

5b 0.05 0.05 0.05 0.05 — 0.20

Total 0.20 0.20 0.20 0.20 0.20 1.00

Next, we combine the two rows [columns] corresponding to our two versions of 5 to obtain

the following joint probability distribution for the two cards selected at random, without

replacement, from our box.

X2

X1 1 2 3 5 Total

1 — 0.05 0.05 0.10 0.20

2 0.05 — 0.05 0.10 0.20

3 0.05 0.05 — 0.10 0.20

5 0.10 0.10 0.10 0.10 0.40

Total 0.20 0.20 0.20 0.40 1.00

(a) Calculate

P (X1 is an odd number and X2 < 3),

and compare it to:

P (X1 is an odd number)P (X2 < 3).

(b) Define Y to equal the maximum of X1 and X2. Determine the sampling distribution

of Y .

2. Refer to the previous problem. An alternative to creating a table to present the joint distri-

bution of X1 and X2 is to use the multiplication rule for dependent random variables. For

example,

P (X1 = 1, X2 = 5) = 0.10
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from the table in problem 1. Alternatively,

P (X1 = 1, X2 = 5) = P (X1 = 1)P (X2 = 5|X1 = 1) = (1/5)(2/4) = 0.10.

Use the multiplication rule for dependent random variables to calculate the following.

(a) P (X1 = 5, X2 = 5).

(b) P (X1 = 2, X2 = 3).

3. With the help of Minitab I performed the following simulation 10 times:

Simulate 100,000 i.i.d. trials with P (X1 = 1) = 0.50 and P (X1 = 0) = 0.50.

Let Ti denote the sum of the 100,000 numbers obtained on simulation i, for i = 1, 2, 3, . . . , 10;
Ti can also be interpreted as the number of trials in simulation i that yielded the value 1. My

observed value of T1 is t1 = 50,080. For all ten simulations, the sum of the observed values

of the Ti’s equals 500,372.

Walt states, “The Law of Large Numbersstates that t1 should be close to 50,000. It’s not; it

misses 50,000 by 80. Worse yet, for all 1,000,000 trials, the sum of the ti should be close to
500,000. It’s not and it misses 500,000 by 372 which is worse than it did for 100,000 trials!

Explain why Walt is wrong.

4. Suppose that I am interested in the population of all married couples in Wisconsin. that have

exactly two children. (I know; units other than married couples can have babies; but this is

my pretend study, so I will choose the terms of it. Truly, there is no implied disrespect—

or respect, for that matter—towards any of the myriad of other units that can and do have

babies.) LetX denote the number of female children in a family chosen at random from this

population. Possible values for X are, of course, 0, 1 and 2. I want to know the probability

distribution for X .

It is unlikely that I can find a listing of my population, all married couples in Wisconsin with

exactly two children. In part, this is because babies have a way of just showing up; thus, a

list of all married couples with exactly two children on any given date, will be inaccurate a

few months later.

Let’s suppose, instead, that I have access to a listing of all married couples in Wisconsin. If

resources were no issue, I would take a random sample of, say, 1,000 population members

and ask each two questions:

(a) As of today, right now, do you have exactly two children? If your answer is yes, please

answer question (b); if your answer is no, you are finished.

(b) How many of your two children are girls?

This is a common technique. Take a random sample from a population that includes your

population of interest and then disregard all subjects that are not in your population of inter-

est. This is legitimate, but you won’t know your sample size in advance. For example, above

249



all I know for sure is that my sample size of interest will be 1,000 or smaller; possibly a lot

smaller.

My guess is that the best I could do in practice is to obtain a sample—not random—from

the population of married couples and feel ok about making the WTP assumption, Defini-

tion 10.3.

I apologize for the lengthy narrative. I have included it for two reasons.

(a) To give you more exposure to my thought process when I plan a survey.

(b) To convince you that it really is a lot of work to learn about the composition of families

of married couples with two children.

Please excuse a bit of a digression; it is important. I watched every episode of the television

series House. If you are not familiar with the show, Dr. House is a brilliant diagnostician.

Frequently, however, in addition to his vast store of medical knowledge, House must refer

to his oft stated belief that “Everybody lies,” in order to solve a particularly difficult medical

problem. He does not believe, of course, that everybody lies all the time or even that every-

body deserves the pejorative of liar; he simply believes that, on occasion, people lie and a

diagnostician must take this into account.

So, why the digression to one of my favorite television shows? To transition to my belief

about researchers: Everybody is lazy. I urge you to remember this in your roles as both

consumer and creator of research results. As a consumer, so that you will possess a reason-

able skepticism. Always saying, “You can prove anything with statistics,” does not exhibit

a reasonable skepticism. You need reasons for being skeptical; otherwise, you simply are

exhibiting another form of laziness. As a researcher, so that you will not waste effort on

flawed studies and not mislead the public.

I have seen many textbooks that claim that it is easy to determine the probability distribution

ofX , the number of female children in families of married couples with exactly two children.

Their reasoning is quite simple. They refer to my table on blood types on page 233. Relabel

what I call the Dad’s [Mom’s] allele as the sex of the first [second] child. Each child is

equally likely to be female or male and the sexes of the two children are independent. While

these assumptions might not be exactly true—identical twins will violate independence—

they seem close enough to obtain reasonable answers. From this point of view, we get:

P (Y = 0) = 0.25, P (Y = 1) = 0.50 and P (Y = 0) = 0.25.

I have actually seen the following statement in many texts:

Of all families—marriage is really not an issue here— with two children, 25%

have no girls, 25% have no boys and 50% have one boy and one girl.

Before you continue reading, stop and think about the above answer. Do you see anything

wrong with it?
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Immediately after giving the above 25%/50%/25% answer as the probability distribution

for all families with two children, one textbook then had the following example, which I

will call the Jess model.

Suppose that in a city every married couple behaves as follows: They keep having

children until they have a girl and then they stop. What is the distribution of the

number of children per family?

Well, in this new scenario every couple that stops with exactly two children will have one boy

(born first) and one girl. Not the 50% that just moments earlier had been proclaimed

to be the answer! We also see a new difficulty, that perhaps you have noticed already.

Selecting a couple that currently has two children is not the same as selecting a couple that

eventually has a total of two children. This is a general difficulty, which we will return to

later in these notes when we learn the difference between cross-sectional and longitudinal

studies. Thus, even if the Jess model was true in a city—and it is, of course, ridiculous to

assume that every couple has the same reproduction strategy—then with a cross-sectional

study—which is what I describe above—in addition to sampling couples that have their one

boy and one girl and have stopped reproducing, we would no doubt get quite a few families

with two boys that are waiting for their next baby.

Thus, in conclusion, the 25%/50%/25% answer is wrong because it assumes that the choice

of the number of children is unrelated to the sexes of the children. This assumption might

be true, but in my experience, I don’t believe it is even close to being true. We should not

build a probabilistic model because we are too lazy to collect data!

10.8 Solutions to Practice Problems

1. (a) First, I identify the cells—by V’s below—that satisfy the event of interest:

(X1 is an odd number andX2 < 3).

X2

X1 1 2 3 5

1 V V

2

3 V V

5 V V

To obtain our answer, we sum the probabilities of the six cells V-ed above:

0.00 + 0.05 + 0.05 + 0.05 + 0.10 + 0.10 = 0.35.

Looking at the margins, I find:

P (X1 is an odd number) = 0.80, P (X2 < 3) = 0.40 and 0.80(0.40) = 0.32.
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(b) By inspecting the joint distribution table, we see that the possible values of Y are: 2, 3

and 5. There is no easy way to get the answer, we simply must plow through the table’s

information. The event (Y = 2) will occur if the sample is (1,2) or (2,1). Thus,

P (Y = 2) = 0.05 + 0.05 = 0.10.

Similarly, the event (Y = 3) is comprised of the samples (1,3), (2,3), (3,1) and (3,2).

Thus,

P (Y = 3) = 4(0.05) = 0.20.

Finally, the total probability is 1; thus,

1 = P (Y = 2)+P (Y = 3)+P (Y = 5) = 0.10+0.20+P (Y = 5) = 0.30+P (Y = 5).

Thus, P (Y = 5) = 1− 0.30 = 0.70.

2. (a) Write

P (X1 = 5, X2 = 5) = P (X1 = 5)P (X2 = 5|X1 = 5) = (2/5)(1/4) = 0.10.

(b) Write

P (X1 = 2, X2 = 3) = P (X1 = 2)P (X2 = 3|X1 = 2) = (1/5)(1/4) = 0.05.

3. For 100,000 trials the Law of Large Numbers states that T1/100,000 will, with high proba-

bility, be close to 0.500000. Well, t1/100,000 equals 0.500800. For 1,000,000 trials, the Law
of Large Numbers states that the total of the Ti’s divided by 1,000,000 will, with high prob-

ability, be close to 0.500000. For my simulations, the sum of the ti’s divided by 1,000,000

is 0.500372. Note also that 0.500372 is closer than 0.500800 to one-half by more than a

factor of two. Thus, Walt’s worse yet comment is a misinterpretation of the Law of Large

Numbers. Remember: The Law of Large Numbers is about the relative frequency, not

the frequency!
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10.9 Homework Problems

1. Refer to Practice Problem 1. Consider random sample without replacement (i.e., smart sam-

pling) of size n = 2 from a population box with N = 5 cards, numbered 2, 2, 3, 4 and

4.

(a) Determine the correct probabilities for the table below.

X2

X1 2 3 4 Total

2

3

4

Total 1.00

(b) Use your answer from (a) to compute the following probability:

P (X1 is an even number and X2 ≥ 3).

(c) Use your answer from (a) to compute the following probability:

P (X1 is an odd number or X2 = 2).

Recall that in math, or means and/or.

2. Consider random sample with replacement (i.e., dumb sampling) of size n = 2 from a

population box with N = 10 cards, numbered 1, 2, 2, 3, 3, 3, 4, 4, 4 and 4.

(a) Determine the correct probabilities for the table below.

X2

X1 1 2 3 4 Total

1

2

3

4

Total 1.00

(b) Use your answer from (a) to compute the following probability:

P (X1 ≥ 3 and X2 < 4).

(c) Use your answer from (a) to compute the following probability:

P (X1 = 4 orX2 ≤ 3).

Recall that in math, or means and/or.
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3. I have a population box with n = 100 cards, numbered 1, 2, . . . , 100. A twist on this

problem is that cards numbered 1, 2, . . . , 60 are females and cards numbered 61, 62, . . . , 100

are males. With the help of our website randomizer, I select 10 smart random samples, each

with n = 5. The samples I obtained are listed below:

Sample Cards Selected Sample Cards Selected

1: 6, 30, 31, 48, 70 2: 3, 21, 28, 37, 48

3: 15, 39, 52, 91, 95 4: 11, 34, 36, 56, 86

5: 71, 72, 76, 83, 84 6: 29, 37, 42, 75, 93

7: 27, 30, 34, 53, 89 8: 20, 44, 61, 72, 83

9: 13, 24, 65, 85, 99 10: 6, 21, 28, 66, 88

(a) What seven choices did I make on the randomizer website?

(b) Which sample(s) yielded zero females? One female? Two females? Three females?

Four females? Five females?

(c) In regards to the feature sex, which samples are representative of the population?
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